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Putting connections centre stage in diachronic Construction 

Grammar1 

 

Abstract. Construction Grammar conceptualizes language as a hierarchically organized 

network of constructions, defined as conventional pairings of form and meaning. Importantly, 

constructions are interlinked: vertical links connect lower-level constructions with their 

higher-level parents; horizontal links connect sister constructions on the same level. While 

the importance of vertical connections is well-established, horizontal connections have 

received only little attention in the theoretical literature so far. The  power of horizontal 

connections stems from their ability to express syntagmatic and paradigmatic relations. By 

means of two classic case studies, we will show how shifts in similarity relations that derive 

from shared horizontal connections down to the utterance level, enable changes in 

paradigmatic affiliations to constructions higher-up in the network. Our first case study 

relates the emergence of a new construction, [BE going to INF], to the co-occurrence of its 

three constituent constructions in specific contexts that were favourable to a holistic 

interpretation. The second case study describes how a shared set of strong syntagmatic 

connections strengthened the paradigmatic ties between periphrastic DO and the modal 

auxiliaries, ultimately causing periphrastic DO to break free from its lexical origins and fully 

adopt its new role as auxiliary. Generally, while constructional nodes cannot be reduced to 

horizontal connections between forms and/or meanings, knowing the nature of such 

connections is essential to a full understanding of both the emergence of new constructions 

as well as the consolidation of existing ones.  

                                                      
1 First authorship is shared for this paper. We would like to thank two anonymous reviewers for their valuable 

comments on an earlier version of this paper. The research for the first case study is part of the Mind-Bending 

Grammars project, which is funded by the ERC Horizon 2020 programme (Project ID 639008; 

www.uantwerpen.be/mind-bending-grammars/), that of the second case study of the project To do or not to 

do? funded by the Flemish Special Research Fund (BOF; Project ID FFB160227). Both projects are hosted at the 

University of Antwerp. All partners are hereby gratefully acknowledged.  
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1 Introduction 

One of the basic tenets in Construction Grammar is the idea that constructions are 

conventionalized pairings of form and meaning that are organized as nodes in a hierarchical 

network. Any form-meaning pair is considered a construction, ranging from single words to 

abstract schemas. The nodes are connected to each other by means of various types of links. 

One such type is the inheritance link, which connects a higher-level, schematic construction 

with a lower-level, more substantive construction that inherits both formal and functional 

properties from its higher level ancestor. For example, it is an inheritance link that connects 

the partially substantive construction GIVE [someone] [something] to the more schematic 

ditransitive construction. Such inheritance links are instances of vertical relations (Diessel 

2015, p. 297): they hold between elements on different levels of the hierarchy. Vertical links 

have been acknowledged ever since the early days of Construction Grammar as central to the 

idea of language knowledge as a network of constructions (see Goldberg 1995, p. 72-81 and 

references therein, Kay & Fillmore 1999). Horizontal links also exist, between constructions 

when they co-occur in actual utterances, or between constructions that are members of the 

same higher-level constructional schema. These horizontal counterparts have generally 

received less attention in constructionist theorizing, and even less so in Diachronic 

Construction Grammar (notable exceptions are Van de Velde 2014 and various papers in 

Sommerer et al. 2015, e.g. Colleman 2015, Sommerer 2015, Torrent 2015 – though less 

explicitly). The constructional network also comprises syntagmatic knowledge of co-

occurrence relations between constructions. This type of knowledge is well-known from 

research on collocates, and, specifically within Construction Grammar, collostructions (Gries 

& Stefanowitsch 2004). However, collocates or collostructions are only one type of 

syntagmatic relation. Syntagmatic relations between constructions beyond the relation of 

construction and slot-filler have received little attention in the constructionist literature.  

In this paper we would like to scrutinize the roles that are played by various types of 

links other than vertical inheritance links in shaping the properties and history of a 

constructicon. We draw particular attention to the syntagmatic and paradigmatic relatedness 

between constructions, and how these dimensions interact with the vertical-horizontal axis. 

We present two case studies that both operationalize the notions of syntagmatic and 

paradigmatic relatedness through various horizontal form/meaning connections, each in its 

own way. The first case study deals with the very emergence of the construction [BE going to 

INF] (an instance of what Traugott & Trousdale (2013) call grammatical constructionalization), 

and quantifies shifts in syntagmatic associations between constructions in order to show how 

a new construction may emerge out of such changes. The second, largely data-driven, case 

study investigates the role of horizontal connections with the modal auxiliaries in the 

development of periphrastic DO towards a schematic auxiliary verb construction. The two case 

studies serve the theoretical purpose of showing how constructionalization and paradigm 

formation follow similar pathways. In the first, increased perception of relatedness (or 



 

 

similarity)2 between syntagmatic combinations of constructions leads to the emergence of [BE 

going to INF] with holistic semantics out of previous compositional [BE [GO]ing] [to INF]. In the 

second, increased perception of similarity between [DO INF] and, for instance, [WILL INF], leads 

to the inclusion of [DO INF] into the fully schematic auxiliary verb construction [AUX INF].   

The structure of the paper is as follows. Section 2 elaborates on the notion of 

horizontal links, distinguishing syntagmatic relatedness from paradigmatic relatedness. 

Section 3 covers the first case study, which consists of the very first steps of the string be 

going to INF towards constructional status (see also Petré, forthc.). A close qualitative-

quantitative analysis shows that utterances that contain be Ving, go and a to INF, before they 

were part of a single [BE going to INF] construction, can be unfavourable or favourable to a 

holistic interpretation of the three constituent constructions. We distinguish two such 

favourable contexts. When these two favourable utterance types increase in frequency, the 

syntagmatic relations or horizontal connections between their elements are strengthened. 

This chunking leads to a holistic interpretation of be Ving, go and a to INF, and, subsequently, 

to a higher degree of similarity across the two favourable types. It is this paradigmatic 

relatedness which at some point brings about neoanalysis and the emergence of a proper 

construction [BE going to INF] marking imminent future, as well as causing any remaining 

utterance types to follow suit. Section 4, our second case study, offers a new take on the well-

studied regulation of periphrastic DO, which gradually attuned its distributional profile to that 

of the modal auxiliaries. We chart the syntagmatic relations between the various forms of DO 

and the modals throughout the 17th century by means of a large-scale distributional analysis. 

Our results reveal an initial reluctance of does (as contrasted to doth) to be used 

periphrastically, as well as a subtle but systematic differences in the distributional similarities 

between DO and the different modals individually, differences that are mirrored in the present 

and past tense alike. Overall, our connection-based approach suggests that the paradigmatic 

integration of DO was a similarity-driven, step-wise process, enabled by minor, but steady 

increases in the pairwise associations between the various forms involved.  

In the concluding section we discuss the broader theoretical and operational benefits 

of a stronger focus on the connections between constructions. As will be clear by now, the 

biggest benefit comes from the great potential of connection-centred case studies to chart 

gradual shifts in associatedness of utterances and constructions alike.  

2 Connections: horizontal vs. vertical, syntagmatic vs. paradigmatic 

We define links, or connections, in their broadest sense as any type of relation that holds 

between two constructions. Vertical links basically hold between less abstract and more 

                                                      
2 Throughout this paper we use terms such as connections, links, relations, and similarity. Obviously, there is an 

overlap with the extensive literature on analogy (e.g., Fischer, 2007). We only rarely refer this term in this paper, 

because the way we operationalize our case studies is primarily inspired by the theory of connectionism 

(McClelland, 1992, 2015; Bybee & McClelland, 2005). For reasons of space it is not really possible to indulge into 

a detailed discussion of this theory either, so we have tried to give an explanation that does not depend on 

knowledge of either theory too heavily.  



 

 

abstract constructions (or, at the lowest level, between utterances, or constructs, and a 

construction). The inheritance links mentioned in the introduction are the best-known type 

of such links. Horizontal links hold between constructions on the same (or at least similar) 

levels of the constructional hierarchy, or, again, at the construct level, between parts of 

constructs (cf. Diessel, 2015, p. 310; also Norde & Morris, 2018). Importantly, both horizontal 

and vertical links can be syntagmatic or paradigmatic. Syntagmatic links express how often 

constructions co-occur, while paradigmatic links indicate how similar constructions are.   

Syntagmatic relatedness can be both horizontal or vertical. Previous research has 

indicated that an important part of people's knowledge about language consists of knowing 

which constructions often co-occur (e.g. Taylor, 2012; language learners as “intuitive 
statisticians” (Ellis, 2006)). Horizontal syntagmatic relations are natural candidates to express 

this kind of information: on the lowest level of the constructional hierarchy, horizontal 

syntagmatic links indicate which constructions co-occur significantly more often than by 

chance. This forms a natural solution to the issue of where to store collocational information. 

Collocates are neither uniquely form, nor uniquely function. It therefore makes sense not to 

force them into either of the two poles, but have them reside in the connections between 

constructions. Strong syntagmatic links would then indicate that two constructions (words as 

well as multi-word or multi-slot constructions) are combined more often than expected.  

 Although exemplar- or construct-level co-occurrence is horizontal per definition, 

syntagmatic links in the constructicon are not necessarily horizontal. For instance, if a 

construct such as a bunch of bananas is common in English, this does not only imply that all 

tokens in this construct are syntagmatically linked at exemplar level, but also that the partly 

schematic construction “a bunch of X” is strongly syntagmatically linked to the fully lexical 

construction “bananas”. To the extent that two different levels of abstraction are involved 

here, such a link might be called a vertical syntagmatic link. An example for illustration’s sake 
related to our second case study would be the link between something like [DO NOT INF] and 

[SING], based on recurrent utterances containing do not sing.   

Alternatively, there are connections that express the degree of paradigmatic 

relatedness between constructions.3 Paradigmatic relatedness covers both syntactic and 

semantic relations. Semantic relations include for example synonymy and antonymy. 

Syntactic relatedness holds, for instance, between all plural nouns. What unites these links is 

that they establish paradigms: they indicate that there exists a particular dimension, semantic 

or syntactic, along which the connected elements are similar. For example, the two 

constructions illustrated by the constructs the boy gave milk to the cat and the boy gave the 

cat milk, known as the dative alternation, have a strong paradigmatic link, in the sense that 

                                                      
3 The paradigmatic links we describe can be seen as constitutive of paradigmatic relations rather than 

full-fledged paradigms (cf. Diewald, this volume). Overall, Diewald’s notion of paradigms as dedicated 

hyperconstructions is compatible with our take on the interplay between paradigmatic and 

syntagmatic relations. Whereas Diewald’s paper focuses on the endpoint of paradigmatic change, i.e. 

the representation of existing paradigms in Construction Grammar, we emphasise the role of shifting 

syntagmatic relations in the emergence of these paradigmatic hyperconstructions 



 

 

they are (in this case at least) alternative expressions for the same meaning. Just like with 

syntagmatic links, the paradigmatic function is not exclusive to horizontal links. Vertical 

paradigmatic links express paradigmatic relations by their very nature: a higher level 

construction groups lower level constructions. The abstract auxiliary construction [AUX INF], 

for instance, groups the various individual auxiliaries [CAN INF], [WILL INF], which together 

constitute the paradigm of auxiliaries, headed by their schematic parent. The difference is, 

however, that horizontal links operate between two members of the same paradigm, while 

vertical links capture relations between the ‘head’ of a paradigm and one of ‘its children’. 

3. Connections in grammatical constructionalization: [BE going to INF] 

3.1 Timing of the change in the literature 

The first case study comprises the emergence of a construction [BE going to INF] ‘be about to’ 
out of pre-existing materials. The prospective function of this construction is more 

grammatical (procedural) than its source material, which makes this development an instance 

of what Traugott & Trousdale (2013) have called grammatical constructionalization. The 

objective of this section is to quantify the role of connections in the history of [BE going to 

INF] in the time when constructionalization first occurs. Special attention will go to what have 

been called “bridging contexts”, specific contexts (or, in our terms, horizontal syntagmatic 

relations) “giving rise to an inference in favour of a new meaning” so that the “target meaning 

[is] foregrounded” (Heine, 2002: 86). Diewald (2006) speaks of “untypical contexts”.4 We will 

show that the contexts that are at stake in the run-up to the emergence of [BE going to INF] 

are in fact not untypical initially, but by increasingly deprofiling (or background) certain 

aspects of the lexical source material become untypical along the way, and as such provide 

an opening for constructionalization that is then imitated by other contexts. The literature on 

[BE going to INF] is very rich (among others, Danchev & Kytö, 1994; Hilpert, 2008; Disney, 

2009b; Traugott, 2012a, b, 2015; Traugott & Trousdale, 2013; Budts & Petré, 2016; Petré, 

2016b, forthc.; Petré & Van de Velde, 2018), but this aspect has not yet been addressed. As 

background to our analysis, we first start with the gist of what is already known about the 

pre-1700 development. 

The source pattern of [BE going to INF] was a fully compositional combination of a 

progressive construction, the lexical construction [GO], and a purposive non-finite clause. To 

the extent that this combination was entrenched, there were strong syntagmatic connections 

between the component constructions. The combination may be represented in construction 

grammar formalization as in (1), or as [BE [GO]ing] [to INF] for short. In the remainder of this 

paper, this notation will be used for the pre-constructionalization stage as well as when we 

want to be agnostic on constructional status of [BE going to INF]. 

                                                      
4 Diewald also distinguishes “critical contexts”, which in her view only exist during the innovation period and 
disappear after the job is done. We do not believe such transient critical contexts, however, are always required, 

and they are not in evidence in our case study.  



 

 

 

(1) [[BE Ving] ↔ [ongoing activity]] +  
[[GO] ↔ [‘go’]] + 

[[to INF] ↔ [intended activity]] 
 

A proper [BE going to INF]-construction first emerges when this combination acquired holistic 

semantic and formal properties of its own. Formally, [BE [GO]ing] acquired the characteristics 

of an auxiliary [BE going …], and the purposive adjunct [to INF] was neoanalysed as the 

complement of this auxiliary ([BE going to INF]). In the following centuries, the going and to 

underwent further bonding and reduction, giving rise to stranded forms (They asked me to 

work for them but I’m not going to), as well as the contraction [gonna INF]. Semantically, 

futurity was semanticized and became the primary meaning of the construction. A key 

diagnostic of this shift whereby futurity was holistically assigned to going and to INF combined 

is its expansion to situations where motion is no longer at stake. The new construction [BE 

going to INF] remained restricted to imminent or ‘relative’ future (Traugott, 2015, p. 67). 

Metalinguistic evidence suggests that it became conventionalized between 1620-1640 (Petré 

& Van de Velde, 2018, pp. 875–878).  

The auxiliary construction may be said to become formally visible, or actualized, with 

the appearance of sentences where go no longer has a subject of its own, but instead appears 

with dummy there and is notionally catered for by the subject of the infinitive (cf. Traugott, 

2015, p. 69). One of the earliest examples is given in (2). (For other early instances, see Petré 

& Van de Velde, 2018, p. 880, dated 1694; Petré, forthc., dated 1701; Traugott, 2015, p. 69, 

dated 1725.) 

 

(2) Divers poor Authors are at present extreme busy ..., which looks as if there was going 

to be another Subscription. (1720. Weekly Journal or Saturday's Post, issue 84, July 

9. 17th-18th Century Burney Collection Newspapers.) 

 

In the next sections we will provide distributional evidence that the prospective [BE going to 

INF] construction came into being around 1620, and had conventionalized by about 1640, in 

agreement with the timing found in the metalinguistic evidence reported in the literature. 

Interestingly, the occurrence of sentences such as (2) postdates this evidence by about three 

quarters of a century. After the analysis we briefly discuss how a frequency-sensitive 

connection-driven approach may also explain why the formal evidence of the novel 

construction is attested so much later.  

3.2 Empirical study: Operationalization & Methodology 

Novel items, in linguistics and elsewhere, are by definition quite rare, and this is no different 

with prospective [BE going to INF]. To accommodate for the relatively low initial frequency of 

the construction, we make use of big data drawn from the transcriptions provided by EEBO-

TCP (Early English Books Online-text creation partnership), which in total cover more than 1.5 



 

 

billion words of British English between 1477-1700 (cf. http://eebo.chadwyck.com/ and 

http://www.textcreationpartnership.org/). This first case study primarily draws its data from 

EEBOCorp 1.0, a 525-million-word selection from EEBO-TCP (Petré, 2013). To enhance the 

robustness of the earliest periods, additional data were extracted for the years before 1640 

from the remainder of the EEBO-TCP database, mining approximately another 250 million 

words. After filtering out noise we retrieved a total of 3,887 instances of [BE [GO]ing] [to INF]/ 

[BE going to INF] from our corpus.5 While this may seem like a liberal amount, most of the 

results are from the end of the seventeenth century, with only 214 instances dating from 

before 1600. To maximize the information in the little data there is, it is essential to carefully 

analyse each data point for relevant features. At the same time, to make a case for the role 

of frequency of similar co-textual features, it is also essential to find a way to quantify the 

features at stake. The assumption we are testing here is that changing connections may lead 

to the creation and further unfolding of the construction as a cognitive schema. Therefore it 

is important to identify shifts in (the frequency of) both form and meaning that resulted from 

shifting distributional properties. To this purpose we identified a number of patterns in which 

key functional shifts occurred. We then scored each instance of each pattern according to its 

semantic purport, and contrast these with the scores of instances outside the pattern. The 

more the new holistic prospective function of emerging [BE going to INF] is profiled (see 

Langacker, 2009, p. 66 for the concept of profile shift), or, conversely, some of the semantic 

content of the lexical source meaning is deprofiled (recedes in the background), the higher 

the score that was assigned.  

We made use of a ternary scoring system. Wherever original semantic features are 

still profiled, and the new function is not emergent, a score of 0 is assigned. Wherever some 

deprofiling is involved a score of 1 is assigned. Cases where a certain semantic feature is lost 

entirely, or where the new function is fully profiled, receive a score of 2.6 As part of another 

study (Petré & Van de Velde, 2018), to which we refer for further details, about 11% of all 

instances were annotated by a second annotator (Freek Van de Velde). Conflicting decisions 

were discussed until consensus was arrived about how to interpret each of the possible clues. 

The underlying aim of this holistic scoring system is to assess the influence of changing 

syntagmatic relations between the component parts of [BE [GO]ing] [to INF] internally, and 

beyond, between these parts and other constructions that together provide a favourable 

context for constructionalisation. Identifying the degree of (de)profiling can typically only be 

done by looking at or even beyond the entire sentence.7  

                                                      
5 We searched for going with all known spelling variants, and then semi-automatically filtered for instances that 

were progressive and had a [to INF]. No context window was set, as it is crucial to get exhaustive results.  
6 For examples, see section 3.2.  
7 Given this setup it is not really feasible to apply data-driven methods such as the ANNs used for the next case 

study. Taking into account much more collocational information, such methods are very data-hungry. Unless 

specifically preprocessed, they also gloss over certain types of input noise (e.g., homonyms, spelling mistakes), 

which further increases the required data size for robust results. In addition, the classification proposed here 

often depends on subtle semantic interpretations residing in the co-text above the typical collocational window 

used in such methods. 

http://eebo.chadwyck.com/
http://www.textcreationpartnership.org/


 

 

To test for significant trends in the frequency of higher (de)profiling in various co-

textual patterns, we make use of Kendall’s tau-b correlation test (using the R package, R Core 

Team, 2013). This test can be used for trend analysis by measuring correlations between 

lower or higher ranks of items to earlier and later periods (Agresti, 2010, p. 196). The test is 

suitable for dealing with ordinal variables (as in the case of our scoring system), and is non-

parametric, meaning that it is not assumed that the data reflect a single global mathematical 

function (of change). This test provides a p-value as well as an effect size (referred to as tau-

b), which ranges between −1 and 1, where 0 means ‘no trend whatsoever’, and −1 and 1 
represent a maximal upward or downward trend of a certain feature (from 0 to 100%).  

3.3 Semantic shifts in syntagmatic patterns 

We focus on the co-occurrence of the source pattern [BE [GO]ing] [to INF] with two additional 

constructions, respectively topicalization and passives.8 The source pattern is assumed to be 

fully lexical and conveys an instance of ‘ongoing controlled motion with a purpose’. The target 
construction conveys a statement about the immediate future, either planned or predicted. 

Each of the two co-textual constructions primarily (though not exclusively) facilitates the loss 

of a source semantic component, or the emergence of a target semantic component: 

topicalization deprofiles motion, while passives deprofile the source component of control.  

3.3.1 Topicalization 

Topicalization of arguments or adjuncts belonging to the infinitival clause has been 

occasionally discussed in studies on auxiliation (Krug, 2000, p. 97 on English have (got) to; 

Hilpert & Koops, 2008, p. 250 on Swedish sitta). The most common case of topicalization is 

that of relativization, but the phenomenon also includes obligatory fronting of question 

words. Topicalization of an element that belongs functionally to the [to INF]-phrase (most 

commonly the object of the infinitive) played an important role in bringing about the change 

from [BE [GO]ing] [to INF] to [BE going to INF]. The addition of a topicalization construction to  

[BE [GO]ing] [to INF] amounts to an extra syntagmatic relation coming into play, which sets off 

this more complex combination against non-topicalized instances of [BE [GO]ing] [to INF], with 

potentially different trajectories of change as a result. Specifically, by emphasizing a part of 

the imminent action encoded by the infinival phrase, topicalization invites the interpretation 

that the expression is primarily about that imminent action, while backgrounding the motion 

itself. The earliest example of topicalization, in (3), already illustrates this. It is about Nicholas 

Duke of Lorraine, who dies while preparing for marriage to Lady Mary of Bourgondy. The focus 

is on the intended marriage. Nothing points to motion, though motion is plausible, as the 

groom had to travel from Lorraine to Burgundy where the wedding would have taken place.  

 

                                                      
8 Petré (forthc.) discusses a third relevant co-text, that of present-tense assertions. This third pattern will not be 

discussed here, because of difficulties in contrasting its relevant property (that of prediction) with the past tense.  



 

 

(3) Lady Mary of Bourgondy [...], whom he was going to marrie when death [...] preuented 

him. (1585) 

 

The backgrounding of motion can be cancelled by the addition of an explicit goal argument, 

as in (4), where the honour with which the ‘him’ will be received is topicalized, but at the 
same time motion is still profiled by the presence of the goal out. However, such instances 

are highly exceptional, and constitute only 13 out of a total of 791 topicalized instances, or 

1.6%.  

 

(4) ... so he might auoyde that honour, where with they were goeing out to receiue him. 

(1631) 

 

The relative share of topicalized as compared to non-topicalized instances of [BE [GO]ing] [to 

INF] increases rapidly in the 17th century, from a mere 0.9% pre-1600 (two instances) to a full 

quarter of all instances of [BE [GO]ing] [to INF]/[BE going to INF] in the period 1680-1700. 

Crucially, this increase constitutes some kind of feedback loop which reinforces the 

deprofiling of motion, up to the point at which it is entirely lost. An early instance is (5). By 

the 1630s no-motion uses have become predominant. 

 

(5) May you be prosperous, and speed no worse than these haue done, whose story I am 

now going to set downe. (1626) 

 

To examine whether the syntagmatic relation between topicalization and [BE [GO]ing] [to INF] 

played a significant role in the constructionalization of [BE going to INF], we have analysed 

and scored all instances with regard to the foregrounding of motion. Motion was considered 

foregrounded (in which case a deprofiling score of 0 was assigned) if one of the following was 

explicitly expressed as part of the going-clause: a goal (going to town to buy meat), a source 

(going away from home to find a fortune), a trajectory (going along the coast to enter the port 

of Manilla), or any accompanying moving entities (was going with a few horsemen to enter 

Pisa). Motion was considered backgrounded (score of 1) if it was clear from the wider co-text 

that there was motion, but this was not made explicit at the sentence level, or if it was 

impossible to determine whether there was motion or not. Cases such as (5), where it is 

certain that motion is lost are assigned a score of 2. The scoring system is conservative, as this 

score was only assigned if it is impossible to read motion into the example. For instance, in 

(6) the messenger Cleopatra is about to send back had just delivered her a message, so may 

be assumed to be present. Still, it is not impossible that a seventeenth century language user 

pictures the messenger as waiting in a different room where Cleopatra needs to go to first, 

and therefore this sentence was assigned a score of 1.  

 



 

 

(6) Cleopatra was going to send the Messenger back again with word that he [prince 

Alexander] should stay a while for her, when Queen Candace ... entreated her to send 

for him. (1659) 

 

Figure 1 visualizes the course taken by topicalized and non-topicalized instances, by taking 

the mean of these scores for all data points within 20-year bins each time. We excluded all 

passivized instances, our second special pattern discussed below. In the next section we will 

include both patterns together 

 

 

Figure 1. Motion backgrounding in topicalized and non-topicalized instances of  

[BE [GO]ing] [to INF]/ [BE going to INF] 

 

There are two main observations that can be made. First, topicalized instances take the lead 

in the shift towards non-motion uses. Second, non-topicalized instances follow suit and catch 

up, in the end showing less distance from topicalized instances than in the beginning. Note 

that we are averaging over ordinal variables here, which is not allowed according to statistical 

rigor. We have still opted for this visualization, as it visually supports the Kendall’s tau-b 

results given below, which essentially lead to the same interpretation. It must be kept in mind, 

though, that ‘true distance’ is not faithfully represented here. Yet this is not expected to 

change anything about the main observation, namely that topicalized instances take the lead 

in the shift towards non-motion uses.9  

A Kendall’s tau-b test based on these scores tells that the increase in the relative share 

of topicalized instances where motion is lost constitutes a weak upward trend (effect size 

[tau-b] = .05, p = 0.09). The weakness of this trend is clearly due to motion backgrounding 

                                                      
9 See e.g. Göb et al. (2007) for an overview of when arithmetic averages may be successfully applied to Likert 

scales, as well as alternatives (which we will not pursue here).  



 

 

already hitting a ceiling in the period 1620-1639. What is particularly remarkable, is that 

whereas up to 1620 there is only one topicalized instance where motion was clearly lacking10, 

motionless instances have already become the majority in 1620-1639. Separate Kendall’s tau-

b tests correlating transitions between pairs of periods to an increase in deprofiling scores 

further reveals that the only significant change occurs precisely between periods 1600-1619 

and 1620-1639 (effect size [tau-b] = 0.32, p = 0.054).11 As appears from Figure 1, non-

topicalized instances also show a higher average degree of deprofiling motion in the course 

of the seventeenth century. In fact, the overall trend is highly significant (p < 0.001) and 

stronger (tau-b = .23) than with topicalized instances. The first significant increase occurs in 

the same transition from 1600-1619 to 1620-1639 (p=0.01). However, the effect size is less 

than half that of the topicalized instances (.14), implying that the non-topicalized 

environment is not as progressive as the topicalized one, and produces less novel instances 

where motion is deprofiled or lost. It is only in the subsequent transition, from 1620-1639 to 

1640-1659, that non-topicalized instances experience their strongest leap in the deprofiling 

of motion (.21), catching up with topicalized instances again, and eventually getting even 

closer to them than was the case originally (hence the stronger overall trend).  

3.3.2 Passives 

The second pattern is the one where [BE [GO]ing] [to INF] is combined with passive voice. This 

pattern has already received some attention in the literature (e.g. Hopper & Traugott, 2003, 

p. 89; Traugott & Trousdale, 2013, pp. 217-220). Petré (forthc.) provides the first quantitative 

discussion of how the usage of this pattern shifts in the run-up towards the grammatical 

constructionalization of [BE going to INF]. In the current analysis we test whether this shift 

occurs earlier and more strongly than a similar shift in non-passivized [BE [GO]ing] [to INF]. To 

chart this shift we distinguish three categories. In each use the notion of control is 

progressively deprofiled.  

(i) The first category is the fully lexical use pre-constructionalization. In this use the 

subject is both in control of its motion and in control of the planned activity at the destination. 

                                                      
10 This is an outlier dating from 1605 reading ‘taking with his pawes a little childe which he was going to devoure, 

if hee had not …’. It is a translation from a French work published earlier the same year (the original reads ‘ il 
auoit prins auecque ses pattes vn enfant, qu'il alloit deuorer, s’il n’…’, “he had taken with his paws a child, which 
he was going to eat/would have eaten, if not …” (Le Loyer, 1605, p. 140). The second instance is from 1620, and 
is also a translation, this time from Spanish. Both Romance languages already had developed a grammaticalized 

future construction featuring ‘go’ by then. The first non-translated instance is from 1626, after which date they 

rapidly become more common. The role of contact with Romance languages would be an interesting topic for 

future research.  
11 Note that p-values of the special patterns (topicalization and passives) tend to be less low than similar trends 

in the non-special instances. This is quite simply the result of them being rarer. In fact, given the relative data 

sparsity of these special patterns before 1640, the fact that we still get p-values that are significant or approach 

significance is rather encouraging. We are also aware that it is somewhat unusual to use Kendall’s rank 
correlation test with only two period ranks. The Wilcoxon rank-sum test is arguably a more conventional choice. 

For the transition between 1600-1619 and 1629-1639 its p-value is very similar to that of Kendall, at 0.057. In 

general, the p-values of the Wilcoxon test are almost identical to those yielded by Kendall. We therefore prefer 

Kendall, because only this test also produces an effect-size value.  



 

 

The lexical interpretation of going is not at all affected – in fact the use of be going is probably 

motivated because the speaker wants to make clear that motion is involved. A clear example 

is (10).  

 

(10) When Arrius vau~cing himself in the streetes of Constantinople [...] was going to the 

great Church to be restored into the communion and fellowship of the congregation 

... (1587) 

 

Instances of this use received a score of 0.  

(ii) The second category is illustrated with a passive example in (11), and an active one 

in (12). In this use, there is either clearly motion, or a motion reading is possible. In either case 

the subject is or would be in control of its (possible) motion, yet it is at the same time not in 

control of the composite action. The effect is that the semantic component of control (or 

agency) associated with going is deprofiled. All such instances were assigned a score of 1.  

 

(11) Iulita [...], as shee was going to the stake to be burnt, exhorted wome~, that they 

should not complaine of the weakenes of nature. (1599)  

(12) A man falls over a Bridge and is a drowning, another is going to the place of Execution 

to die (1659) 

 

(iii) Examples such as (11), particularly (as is common) when not accompanied by an 

explicit goal, pave the way for further extension to instances where the subject is no longer 

in control at all, and motion is automatically also (most likely) lacking. An instance of this third 

category is (12). Instances are scored 2.  

 

(13) To be short, you see that my Magazin is going to be taken away from me. (1642) 

 

Figure 2 visualizes the increased deprofiling of control in passive and active instances of [BE 

[GO]ing] [to INF]. Parallel to Figure 1, topicalized instances are left out of the graph entirely, 

as their special nature may confound the picture. 

 

 



 

 

 

Figure 2. Control backgrounding in active and passive instances of 

 [BE [GO]ing] [to INF]/ [BE going to INF] 

 

The two main visuals that stand out in this graph are the same as in Figure 1. There is an 

overall increase of deprofiling, in this case of control, and the special pattern, the passive 

instances, take a leap at some point after which they appear to have reached a ceiling. Again, 

the visual picture is confirmed by Kendall’s correlation tests. The overall increase of categories 

(ii) and (iii) is significant both in passives (effect size [tau-b] = .16, p = 0.003) and in actives 

(tau-b = .14, p < 0.001). The leap in the passive curve in Figure 1 corresponds to the strongest 

upward shift, occurring between 1620-1639 and 1640-1659. The effect size of this shift is 

twice as strong (tau-b = .32) as that of the overall trend with passives, and also fairly significant 

(p=0.016). What is particularly remarkable is that category (iii), where motion and control are 

both deprofiled, suddenly becomes the predominant one in the period 1640-1659, leaping 

from a share of 11% in the preceding period to 48%. This leap is indicative of a qualitative leap 

associated with the conventionalization of a pattern, or, indeed, the emergence of a new 

construction. The timing of the leap, occurring some 20 years after the breakthrough of the 

loss of motion in topicalized instances, suggests that the development in the passive was 

accelerated by what happened with topicalization. Still, the consistency of the trend means 

that passives already start developing internally from before 1600. It seems reasonable to 

assume that the passive helped [BE going to INF] in establishing a function of prediction 

beyond that based on activities controlled by the agent. 

3.4  Interpretation of results: the birth of a construction 

The general aim of this study is to show how a quantitative analysis of shifts in various types 

of connections yields insight in how the constructicon develops. In this first case study, we 

have provided quantitative evidence that there is a qualitative shift in the syntagmatic 



 

 

relations of pre-constructionalization [BE [GO]ing] [to INF] with topicalization and passive 

constructions. These two bridging contexts, unlike what has been claimed by Diewald (2006), 

are not in fact in any way untypical initially, but go through an internal semantic development 

precisely because this co-text or co-construction profiles or deprofiles certain semantic 

components. Importantly the function or semantic impact of the co-text is not considered to 

be static itself. Throughout the development it also always slightly changes, as it is precisely 

because of the co-text that we are able to identify whether or not motion or control was lost. 

As the co-text that determines the interpretation is generally quite large, the relevant shifts 

would not be captured by traditional collocational analyses.  

The question now is whether the shifts in the two distinct bridging contexts interact 

among each other and with other instances, causing all to converge in a similar direction, 

towards the grammatical constructionalization of [BE going to INF]. If they do, this is evidence 

of how horizontal syntagmatic relations feed into paradigm formation. It may be odd to treat 

[BE going to INF] as a paradigm, but in fact it is not fundamentally different from a 

morphological plural marker such as –s, in that it has a substantive part to it, with a specific 

meaning, which can combine with any infinitival phrase (it is what one may call an ‘open 
paradigm’). Once the construction [BE going to INF] has become a fact, new instances sharing 

the same surface form will be interpreted as instantiations of that construction, meaning that 

a paradigmatic relation has been established.  

Timing provided a first indication that this is indeed the case. Significant leaps were 

found at the 1620 boundary for topicalization, and at the 1640 boundary for passives. After 

language users notice that these briding contexts are being used in a different way, they also 

start to assimilate other instances, showing that the syntagmatic relatedness that existed in 

the shared surface form [BE [GO]ing] [to INF] is not lost, but is reinterpreted, with a novel 

construction as a result. Besides the evidence of a qualitative leap around 1630, there is also 

evidence that the different patterns are increasingly interconnected.  

 Qualitative evidence that the bridging contexts cease to be deviant and horizontal 

paradigmatic relations with other instantiations (now of a general [BE going to INF] 

construction) are restored or reinforced again, is found in the introduction of inanimate 

subjects. Most inanimate subjects are not in control of what is occurring to them, have no 

intentions, and are incapable of motion. It is remarkable, then, that they occur almost 

simultaneously in a topicalization context (1629) and in a passive (1630). The first attestation 

outside these special patterns is in fact earlier, and dates from 1616, but it is a clear outlier 

(perhaps a spontaneous occurrence by an early innovator). The second instance dates from 

1636, after which date instances start to occur on a more regular basis. The timing of around 

1630 coincides with the acceleration of deprofiling in the passive itself, suggesting that there 

is a feedback loop here: topicalization fed into the development of passives, and vice versa, 

and they both feed into the remainder of instances.  

Overall, the evidence points to a qualitative leap, which might be considered the birth 

of the construction (the traditional stage of reanalysis), and which grew out of various shifts 

in horizontal syntagmatic connections. While the focus has been on semantic deprofiling so 



 

 

far, the loss of motion, loss of control, and introduction of inanimates, also all point to formal 

change: in each of them, it is no longer possible to omit the [to INF]. The emergence of 

something new (a construction, a paradigm) is also in line with the overall perspective of 

language as a complex adaptive system (Beckner et al., 2009). Emergent phenomena are 

typical of such systems.  

Finally, we would like to point out that the dynamics of the horizontal links does not 

stop after grammatical constructionalization. The emergence of [BE going to INF] as an 

auxiliary construction leads to the further entrenchment of this function. This further 

entrenchment increases the similarity of [BE going to INF] to existing auxiliaries of the future 

such as will or shall. The late appearance of structures such as (2) (traditionally referred to as 

raising constructions) is arguably a natural outcome of the further dynamics of this young 

construction. Interestingly if we combine the data from EEBO with those from CLMET 3.0 (De 

Smet et al., 2011), Table 1 shows that the ratio of instances of raising with [BE going to INF] 

(as compared to all instances) gradually approximates that of its closest correlate in the modal 

auxiliaries, will. We do not have data for will from after 1700, but we assume that its ratio of 

raised instances has stayed more or less stable across time.  

 

Construction   Period Ratio 

There will be   1500-1700 1/125 

There is going to be   1680-1700  1/2000 

  1710-1780 1/985 

  1850-1920 1/320 

Table 1. Ratio of raising with will and be going to INF 

 

Being rare with auxiliaries generally, it is natural for raising only to occur once a certain 

frequency threshold of auxiliary-like use is reached. From this perspective, it need not be an 

indication of the timing of constructionalization itself. The approximation of raising behaviour 

is an illustration of how an increased similarity in co-occurrence patterns contributes to the 

eventual integration of [BE going to INF] into a broader paradigm of new auxiliaries that also 

include want to and have to (Krug, 2000), a process that is also shown in, among other things, 

the phonetic reduction to gonna (cf. Lorenz, this volume). The next section illustrates a similar 

post-constructionalization process, that of the gradual approximation of periphrastic DO and 

the modal auxiliaries. In addition to this parallelism, the role syntagmatic relations play in the 

constructionalization of [BE going to INF] will also be mirrored in the integration of DO in the 

modal auxiliary paradigm. We come back to this overall similarity between 

constructionalization and paradigm formation in the concluding discussion section.  

 



 

 

4 Connections in paradigm crystallization: DO and the modals 

4.1 Analogical attraction 

Our second case study investigates the inclusion of DO in the paradigm of modal auxiliaries 

from 1580 to 1700. The empty English auxiliary DO, known as periphrastic DO, is a key feature 

of English grammar. Today the construction virtually shares its distribution with the modal 

auxiliaries, particularly in the so-called NICE-environments (Huddleston, 1976), exemplified in 

(14)-(17). Whenever no other auxiliary is present, do has become a semantically empty but 

grammatically required ‘operator’. 
  

(14) Negation:    I do/will/shall/must not love you. 

(15) a. Inversion (e.g., questions)  Do/will/shall/must you love me? 

 b. Negative questions   Do/will/shall/must you not love me? 

(16) Coding previously mentioned material:  So you ate all the cookies, did you? 

(17) Emphasis:    I dó/wíll/sháll/múst love you! (*I lóve you) 

 

DO only started to occur in these contexts in the 16th century. Until the end of the Middle 

English period, DO typically occurred in clusters where the verb still straightforwardly 

contributed to the meaning of the clause (cf. Denison’s 1993 overview). From the 16th century 

onwards, however, more and more uses of DO no longer seemed to contribute to the overall 

meaning (Ellegård, 1953; Denison, 1993; Garrett, 1998; Van der Auwera & Genee, 2002; 

Filppula et al., 2008). The period between 1600 and 1800, traditionally termed the regulation 

stage, witnessed the systematic diffusion of the semantically empty construction in the NICE-

environments.  

Periphrastic DO spread across these different contexts at different rates. According to 

Ellegård (1953) DO was present in about 80% of all negative questions (type (15b)) around 

1550, but only in 50% of affirmative questions (15a), and a mere 35% of negative declaratives 

(14). By 1700 these values, while preserving their relative ranking, had dramatically moved 

up, entering the 80-100% range.  

The regulation of DO has been explained in various ways. While the initial (incremental) 

phase of diffusion has been related to the development of fixed SVO word order (Warner, 

1993), the more divergent frequency history of DO after 1600 (e.g., involving a temporary 

decrease of do in negative sentences) has been claimed to betray a shift in its development, 

from being steered by this fixation of SVO to cognitive processing and economy of the system 

(Kroch, 1989, p. 183) or functional constraints such as signalling sentence type (Hudson, 1997, 

p. 62). 

Warner (1993) suggests that a major cognitive factor was similarity with the modal 

auxiliaries. The modal auxiliaries and periphrastic do not only show a striking distributional 

similarity, they also display a remarkable synchrony in their historical developments. Both 

maturate as auxiliaries in Early Modern English. An early influential account is Lightfoot’s 



 

 

(1979), who argues that the category suddenly emerged in Early Modern English. The 

opposite stance is taken by Warner (1993), who emphasises that a number of formal features 

that eventually came to set apart the ‘pre-modals’ or ‘pre-auxiliaries’ from full verbs were 
already around in Old and Middle English. Such features include, for instance, modal 

semantics, preterite-present morphology, bare infinitival complements and the lack of non-

finite forms. In this view, the rise of the auxiliaries in English was gradual rather than 

cataclysmic and was initiated in Old English instead of Early Modern English (Warner, 1993, 

pp. 92-93). Both accounts share the idea that Early Modern English is characterized by the 

sharpening of the (existing) boundaries between full verbs and auxiliaries. 

The close timing between the cluster of changes that marked the birth of the modal 

auxiliaries and the rise of periphrastic DO in questions led to the belief that the rise of 

periphrastic do was influenced by the modals: “The coincidence of date here strongly suggests 
that the development in modals and in DO are interconnected. Any linguistic history must give 

some account of this interconnection if it is to be convincing” (Warner, 1993, p. 221). Warner 

describes this interconnection as follows: “It looks at the first sight as if the connection 
between the category change of modals and the rise of do might be that it involved a 

reanalysis of do as a unitary item expressing tense/mood in the late fifteenth century, when 

this characteristic in modals became central to a basic-level word class; or if this had already 

happened, some favouring of do because of the word class’s new status” (Warner, 1993, p. 

223). He does not only recognize an influence of the modal auxiliaries on periphrastic do, he 

also tentatively hypothesizes that the reverse relation holds as well (pp. 221-2). If the 

auxiliaries underwent influence from periphrastic DO, that very influence sharpened the divide 

between modals and full verbs in Early Modern English even further. 

  Additional evidence for influence from the modal auxiliaries on periphrastic do is put 

forward by Denison (1993), who observes that well before the 17th century negative 

sentences occurred significantly more often with an operator (or auxiliary) than their 

affirmative counterparts. If modals are likely to be found in negative clauses, perhaps for 

semantic reasons, it might well be that there arose an association between negatives and 

auxiliaries, which put additional pressure on the negatives without modal auxiliary. In these 

contexts, the insertion of periphrastic do is an attractive compromise: it obeys the paradigm 

pressure (cf. Diewald, this volume) to provide the negative clause with an auxiliary, and allows 

it to abstain from modal semantics. For that reason, Denison argues, it might be interesting 

to investigate the presence or absence of periphrastic do in contexts where modal auxiliaries 

are frequent. 

 

The development of DO will be charted in terms of the pairwise cosine similarity (Jurafsky & 

Martin, 2009, pp. 279-280) with each modal verb individually, both in the present and in the 

past tense. Pairwise cosine similarity is a standard way of expressing similarity between two 

(real-valued) vectors. How words are converted into such vectors is explained in section 4.2. 

We look into the absolute strength of the cosine similarity for each word pair within each 



 

 

corpus period, as well as the degree to which the cosine similarity changes between periods. 

The forms at issue are provided in table 2: 

  

Forms of do   Modals 

do   can could 

does   may might 

doth   must 

did   shall should 

    will would 

Table 2. Forms of do and modals 

 

4.2 Operationalizing paradigm crystallization 

4.2.1 Artificial Neural Networks (ANNs) 

We operationalize the diffusion of periphrastic DO by means of learning algorithms that are 

inspired by the wiring of the human brain. Such models, currently known as Artificial Neural 

Networks (ANNs), consist of consecutive layers of processing units (mimicking neurons), 

connected by weighted links (McLeod et al., 1998). When confronted with a large body of 

structured data, the algorithms learn to detect salient patterns in the data all by themselves 

and they model the input they receive as pattern of activation over those salient patterns. 

This property is appealing for constructionist language modelling: they define an object (i.e. 

a construction) as a unique pattern of activation over salient features (i.e. its cooccurrence 

rate with other constructions), in such a way that the relation between the objects becomes 

apparent. As such, ANNs operationalize the idea that objects are similar when they exhibit 

the same distributional features to a similar degree, which makes them well-suited to chart 

the paradigmatic relations between a group of related constructions.  

While the application of Artificial Neural Networks to theoretical linguistic problems 

is relatively new12, ANN-based techniques have become state-of-the-art in a vast variety of 

data analysis tasks, including natural language processing (for a survey of the ANNs used in 

sentence modelling, see De Mulder et al., 2015), where they are prototypically used to turn a 

word’s distributional information as contained in a corpus into a vector that indicates how 

                                                      
12 There have been constructionist experiments with other kinds of distributive representations (Hilpert & Perek, 

2015; Hilpert, 2016; Perek, 2016; Perek & Hilpert, 2017; Percillier, this volume). Such representations, based on 

Positive Pointwise Mutual Interest (PPMI) matrices truncated by means of Singular Value Decomposition, derive 

from mathematically very distinct origins, but are conceptually rather similar to ANN-based representations 

(Levy & Goldberg, 2014; Dubossarsky et al., 2017).  



 

 

the word relates to others. Such vectors are generally referred to as word embeddings 

(Mikolov et al., 2013a, 2013b; Tahmasebi & al, 2018, pp. 14-18).  

While the technical details lie beyond the scope of this paper, the conceptual basis of 

the model is rather intuitive and revolves around the idea that similar words are found in 

similar environments. If people were asked to complete the sentence “He went home to feed 

the ___ . “, they are likely to come up with “cat” or “dog”, or even, though far less likely, 
“kangaroo”, but it is extremely unlikely that they will answer “train”, “disturb” or “yellow”. 
Humans are surprisingly good at this kind of task (e.g. Taylor, 2012), which signals that an 

important aspect of our linguistic skills is the intuitive feeling of which word fits where.  

 ANN models learn to encode the distributional information in a corpus by repeatedly 

guessing which word is missing from a given context. In the example above, for instance, the 

vector representations of “he”, “went”, “home”, “to”, “feed” and “the” are fed as input to 
the network, which converts it to a single vector. This vector is treated as the representation 

of the missing word, in this case “cat”. This intuitively makes sense: if this had been the first 
time ever that we encountered the word “cat”, it would have been natural to define that word 
solely in terms of its occurrence in that particular context, because that is all information we 

have. The true power of ANNs emerges only when this procedure is repeated for every 

occurrence of “cat” in the corpus, each time adjusting the current vector so that it lies closer 
to the representation of the new context while retaining the traces of the previous contexts 

that it has seen. After enough iterations, the vectors will stabilize and effectively encode the 

average of all of the contexts of “cat” it has been confronted with. Given that similar words 
occur in similar contexts, their vectors are adjusted in the same fashion and they will 

eventually grow very similar.  

ANNs model all distributional information completely automatically for all words at 

once. Such a holistic approach conveniently treats all words as proper constructions, ensuring 

that changes in the co-occurrence rate of two words has an impact on the representation of 

both of them, which naturally avoids the methodological pitfall of tracing the history of just 

one construction while assuming that the rest of the constructicon remains stable. As a result, 

they move beyond more widely used collocational measures (e.g. Distinctive Collexeme 

Analysis (Gries & Stefanowitsch, 2004), (non-truncated) Pointwise Mutual Interest). While 

such measures merely list the collocates of a construction, and therefore remain largely 

syntagmatic, ANNs go one step further by inferring the relation between two constructions 

from similarities in their collocational behaviour. Obviously, this is an attractive property for 

linguistic research, especially research into constructions that grow distributionally very 

similar.  

4.2.2 Model Design and Training 

Data was drawn from the Antigoon corpus, an 800-million-word selection from EEBO-TCP that 

covers the period 1580 to 1700. Antigoon enriches the EEBO-TCP-transcriptions with 

tokenization and spelling normalization (making use of VARD2, cf. Baron & Rayson, 2008). The 

corpus is divided into six 20-year periods. The first three periods are an exhaustive collection 



 

 

of the corresponding data in EEBO. The last three periods consist of a random sample of EEBO 

texts, cut off at about 160 million words per period. 

Using the CBOW architecture of the open source python library Gensim (Rehurek & 

Sojka, 2010), we generated 400-dimensional vector representations for all words that 

occurred at least 5 times in any of the six periods. Each of the six 20-year corpus periods has 

its own model, and the models were trained in chronological order. In order to maximize 

comparability across periods, every new model was initialized with the parameter settings of 

the model trained on the data of the previous period. As such, we prevented that the vector 

representations cannot be compared due to differences in random initializations (cf. Kim et 

al., 2014).  

Even with the noise from the random initialization excluded, it remained hard to tell 

if a change in the relation between two words reflected a genuine change in the data or was 

due to the model architecture. In order to tease apart data and model effects, we constructed 

a baseline corpus that resembles Antigoon in terms of general structure and data but lacks 

diachronic change (cf. Dubbosarsky et al., 2017). The baseline contains six bins, equivalent to 

Antigoon’s six 20-year periods. The texts from each genuine 20-year period in Antigoon were 

spread evenly over each of the six bins so that each bin contains the same proportion of data 

from each period. As such, the baseline corpus in its entirety comprises the same texts as 

Antigoon, but the relation between the subparts is random rather than chronological. 

Whenever a pair of words varied significantly more13 in between Antigoon’s genuine periods 
than in between the baseline bins, the change was considered as genuine.  

4.3 All-DO control group 

The pairwise similarities between the various forms of DO serve as a benchmark to test the 

reliability of our embeddings. As we know how they relate to each other in terms of (syntactic) 

distribution, we can exploit them as a control group to assess the accuracy of our embeddings 

in capturing distributional properties. The graph in Figure 3 below plots the cosine similarity 

of each word pair in each period.  

 

                                                      
13 The significance measures were calculated on the level of the individual word pair. We trained the model 5 

times on the baseline corpus, each time with different random initialisations. For each word pair, we calculated 

the average and standard deviation of their change in between consecutive baseline bins in those five models. 

Any change in the distance between a word pair was considered significant if it was larger than its average plus 

twice its standard deviation, as measured in the baseline corpus.  



 

 

 

Figure 3. Cosine similarity between forms of do 

 

As it turns out, the relative order of the similarity scores by the end of the seventeenth 

century is in line with the actual distributional overlap between the word pairs. The only pair 

with identical distribution, does-doth, scores highest; the two pairs in complementary 

distribution, do-does and do-doth, receive the lowest score, while the three pairs with 

partially overlapping distribution (did-does, did-doth and did-do) are situated in the middle.  

This suggests that the embeddings managed to capture the distributional properties 

of the words they represent and that it is safe to interpret them as such. In what follows, we 

look into the relation between the modals and, respectively, does, doth, did and do. We will 

first discuss general trends in similarity scores with the models collectively. Afterwards, we 

will look into the behaviour of the various modals separately. 

4.4 Shifting patterns of similarity 

Figure 4 provides a summary of the relevant similarity patterns between forms of DO and the 

modals over time. Significant in- and decreases in similarity are indicated with a full line, while 

dotted lines represent insignificant changes. As is apparent from the top left graph in that 

figure, the pairwise similarities between does and the present tense modals rise significantly 

until 1660, when they settle in the range of 40-60%. The past tense modals (top right graph) 

display the same pattern, albeit at a 5% lower similarity rate. The low initial similarity and 

sudden increase in similarity are fully in line with what we expect of a form that is establishing 

itself in a paradigm.  

Surprisingly, however, these results are not replicated in the data for doth. The 

relation between doth and the modals not only remains stable, it does so at a remarkably high 

similarity rate. While it took does almost a century to acquire similarity scores in the range of 
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40-60%, doth achieved these scores as early as the 1580s. The early disparity between does 

and doth is also visible from the mutual relations in the all-do control group (Figure 3), where 

all significant increases in similarity stem from word pairs that involve does. Especially the pair 

does-doth is revealing: while the s-form was on its way to replace the th-form just like 

elsewhere in the verbal paradigm, it takes until the 1660s before the two forms settle on a 

distribution that is truly equivalent. The combined evidence suggests that, at least until 1660, 

does did not replace doth in all of its contexts at once, and that the main cause of the disparity 

might well have been the use as operator. Does’ low initial similarity rates with the modal 

auxiliaries might betray a reluctance to take up operator functions from the start, spreading 

to purely syntactic uses only between 1580 and 1660, at a time when doth had already settled 

itself comfortably in the paradigm of the modal auxiliaries. With does fully accepting its role 

as operator, the distribution of doth and does became virtually identical, which paved the way 

for ousting the outdated th-form completely. 

 

 

 



 

 

 

Figure 4. Cosine similarity of forms of do and forms of modal auxiliaries 

 

This hypothesis that DO is establishing itself as a member of the [AUX INF] construction 

or paradigm is corroborated by the behaviour of did, which predictably differs from the other 

forms of DO in its elevated similarity rates with past rather than present tense modals. 

Although significant changes are absent from the relations with would and might, the 

similarity with could and should steadily but modestly increases throughout the seventeenth 

century. All in all, it looks like did, just like doth, took a head start and established itself in the 

paradigm of the auxiliaries well before the 1580s. With does gradually taking over, doth did 



 

 

not get the opportunity to solidify its relations with the modal auxiliaries any more. Did did, 

as evidenced by the moderate but steady increase in similarity with modal forms that it had 

weaker ties with. 

 One major trend apparent in all graphs is the remarkable symmetry in the similarity 

of each form of do with the various modal forms. Not only is the relative order of the modals 

by and large preserved for all forms of DO, the hierarchy is also symmetrical in present and 

past tense. In fact, only the relative similarity with shall/should was subject to variability. In 

virtually all cases, DO patterned most like will/would, and its similarity with can/could 

outweighed that with may/might. The present tense modal displaying the lowest degree of 

similarity with DO was systematically must. It is telling that must is the only modal form that 

has no past tense equivalent. Bearing on the connectionist assumption that the present and 

past tense forms of the same modals are strongly linked in people’s minds, it is likely that the 
connection between a present tense modal and a form of DO benefits from a strong past tense 

connection with the same form, and vice versa. In that respect, must might have the weakest 

ties with DO because it is on its own, and cannot rely on a past tense sister to reinforce its 

connection analogically. 

4.4 Interpretation, limitations and future work 

Our data-driven analysis of the relations between DO and the modal auxiliaries attempts to 

chart how syntagmatic connections with other constructions have led to the emergence of a 

paradigmatic link between DO and the modals, the rationale being that when a form of DO 

frequently co-occurs with infinitives that are also frequent complements of (one of) the modal 

auxiliaries, speakers – as intuitive statisticians – will perceive the two forms as similar. This 

leads to the emergence of a paradigmatic link, which will not only drag the form of DO towards 

that particular modal, it will also increase the probability that DO establishes similar 

paradigmatic links with the other auxiliaries. Thanks to the creation of such links – which is a 

self-enforcing process – DO is reanalysed as an auxiliary, solidified in the emergence of a 

vertical paradigmatic link with the [AUX INF] construction.  

Our data corroborate this hypothesis in two ways. First, they point out that the 

inclusion of DO in the paradigm of the auxiliaries did not happen for all its forms at once. If the 

syntactic regulation of DO was the effect of a cataclysmic systemic shift, we would expect all 

forms of DO to take part in this change equally. Our data clearly indicate that this is not the 

case: it took periphrastic does until at least the middle of the 17th century to catch up with 

the other two finite uses of DO. This indicates that the shift towards syntactic regulation 

proceeded on a form-by-form basis, which is an argument in favour of an analogical account 

of the spread, as analogy-driven phenomena are inherently form-specific.  

Second, our data point to a remarkably symmetric and systematic difference in the 

relative similarity between the forms of DO an the various modal auxiliaries. If the inclusion of 

periphrastic DO in the paradigm of the modal auxiliaries was influenced by distributional 

analogy with the modal auxiliaries, not all of the modals exerted an equal amount of pressure. 



 

 

The mere fact that DO showed a different degree of distributional overlap with the modals, is 

another indication of the gradualness and form-specific nature of the change. Moreover, the 

systematic order in which the modals patterned like DO, provides us with pointers to the most 

likely loci of attraction. Potentially, the early distributional similarity between DO and WILL 

triggered a cascade of minor assimilations, each of which further increased overlap between 

DO and WILL, and by extension the other modals, one form at a time, at the cost of the ties 

with lexical DO.  

Obviously, the observations made on the basis of the word embeddings remain only 

tentative. A major drawback of our approach lies in its restriction to the word type level. The 

word type level serves its purpose to chart global relations between constructions, but it is 

not sufficiently fine-grained to explicitly indicate recurrent collocational patterns at the token 

level. To overcome this issue, we are currently complementing this information with a 

different design of ANN model – Convolutional Neural Networks (cf. Vanni et al., 2018)– that 

allows us to estimate the likelihood of every form in each context (cf. Table 3), which in turn 

will enable us to detect the prototypical usage of and overlap between all forms involved at 

various points in time, and hence chart the changing affiliations between all forms in the 

paradigm. 

 

prob. 

will 

prob. 

doth 
context 

0.2% 97% for it WILL evidently  teach us the knowledge of god 

0.01% 99% as Solomon DOTH very plainly pronounce 

Table 3. The CNN classified both sentences as more likely to contain doth than will, 

indicating that contexts like these are a potential locus of perceived distributional similarity 

between the two forms. 

In particular, sentence-based representations can help us solve the question why the 

similarities with the individual modals are so stable. It might bring to light which patterns 

cause the high degree of distributional overlap between DO and will/would, as well as why 

their collocational similarities with may/might remain so low. In addition, a sentence-level 

approach might shed more light on the hypothesis that does was reluctant to take on purely 

grammatical functions initially.  

5 Discussion 

We have presented two different case studies, one about the emergence of a partly 

substantive grammatical construction, the other about the integration of DO into the 

crystallizing  fully schematic construction (paradigm) comprising the modal auxiliaries. In each 

case we drew attention to the role of various types of connections in these related processes. 

In this concluding section we would like to summarize and discuss the theoretical implications 

of putting connections centre stage for cognitive construction grammar.  



 

 

 A first recurrent observation is that the knowledge of what a construction can be used 

for, is to a high extent derived from knowledge of its co-text (as well as, of course, its 

extralinguistic context, but this remains out of sight when dealing with written data). Also, 

when constructions are used in similar co-texts, we infer from this that they must also be 

associated in some way or another in people’s minds (typically, though not necessarily, below 
the level of awareness). Only if they are associated, they may be expected to influence each 

other. Association is in the very least based on this distributional similarity, but typically 

extends to a similarity relationship in terms of function – though other types of association 

are also possible (cf. association-based mechanisms such as contamination, cf. Pijpops & Van 

de Velde, 2016; or exaptation, cf. Van de Velde, 2018). The knowledge of such associations 

may be considered to constitute the paradigmatic dimension of language cognition. 

Importantly, these similarity relations are not stable. Rather, when a certain degree of 

similarity is perceived between utterances or constructions, this may have an impact on the 

production of subsequent utterances, in the form of some kind of feedback loop, making new 

utterances even more similar. This kind of dynamics ties in perfectly with the conception of 

language as a complex adaptive system (Beckner et al., 2009): self-organizing and ever-

adjusting.  

The more similar constructions are, the tighter they will be linked at this paradigmatic 

level. Importantly, we would like to argue that the dynamic relationship between syntagmatic 

relatedness and paradigmatic relatedness holds at all levels of the constructional hierarchy: 

words, partly substantive as well as fully schematic constructions. Also, the perception of 

similarity can exist between patterns that are not, as such, (instances of a single) construction. 

Our first case study is an illustration of how this principle can account for the birth of the 

construction [BE going to INF] (its grammatical constructionalization, in Traugott & 

Trousdale’s terms). As a construction, [BE going to INF] exhibits paradigmatic relations to all 

individual utterances that instantiate it. It also sets these utterances apart from lexical GO 

combined with progressive and to INF, with which it remains connected at a horizontal level 

nevertheless (not unlike the traditional polysemy link also discussed in Goldberg (1995, p. 75), 

although in this case polysemy implies more than mere semantic polysemy, but includes 

formal differentiation as well). Interestingly, in a case such as this, where there does not 

appear to be a pre-existing schema, the point at which the schema emerges can be empirically 

detected. The quantification of features that deprofile lexical components or profile the 

grammaticalized function has revealed a significant leap around 1630. The observation of 

such a leap moreover suggests that the concept of construction as a sui generis form-meaning 

node with its own properties and salience makes sense, and that linguistic knowledge cannot 

be reduced to connections alone. Put differently, a focus on connections is complementary 

to the focus on nodes typical of construction grammar. While the conceptualization of 

constructions as more or less symbolic units is an intuitive way of getting a hold on the 

complexity of language, there is the risk of reifying these units to discrete entities, which they 

are not. Cognitive construction grammar also never claimed this to be the case, but has 

nevertheless sometimes been misguided by such a conceptualization in modelling the 



 

 

constructionist network. Considering construction grammar to be primarily a (non-

reductionist) connectionist model can help solving this problem.  

The second case study, on the integration of periphrastic DO in the paradigm of modal 

auxiliaries, also illustrated how increasingly powerful syntagmatic ties (assessed by means of 

word embeddings) between constructions tighten their paradigmatic relations. In this case, 

however, this build-up of a paradigmatic association does not lead to a new partly substantive 

construction. Rather, periphrastic DO became distributionally more and more similar to the 

modal auxiliaries (and, possibly, also the reverse), as such being integrated more tightly into 

the already existing paradigm of modal auxiliaries. Regardless of whether such paradigms are 

treated as regular schematic constructions or dedicated paradigmatic ‘hyperconstructions’ 
(cf. Diewald, this volume), the paradigmatic relations that eventually come to define them 

emerge, at least partially, from increasing syntagmatic similarity between their 

members.While it is hard to compare the different quantifications of this increase in 

similarity, in the case of DO the increase does not show a clear leap. This we take to reflect the 

fact that the auxiliary [DO INF] construction was already in place (i.e., reanalysis had already 

taken place), and already shared much of the distributional properties of the modals, in the 

late 16th century. Yet at the same time it still also was tied more strongly to its lexical origin. 

Its diffusion, then, was a more gradual shift of alliance towards the modal auxiliaries. The 

added value of the connectionist methodology we have implemented is that this gradual shift 

can be differentiated for each modal. While further research is required (including moving on 

from aggregate word-level similarities to more finegrained similarities of word tokens in 

recurrent sentential or clausal contexts), the word embeddings already revealed a number of 

interesting observations that have escaped more qualitative analyses. A first interesting 

observation is that does is initially less similar to the modal verbs than its older brother doth. 

This kind of information might have been gained from traditional corpus-based analysis as 

well, but the data-driven method applied here has the benefit of revealing such facts even if 

they are not specifically looked for. Other interesting observations include the higher 

similarity to will/would, as well as the increase in similarity with could and should but not the 

other past tense modals. Future research will have to settle whether or not there is a 

functional explanation for these observations.  

Overall, we hope to have shown how connection-driven analysis can be integrated 

into construction grammar. Adepts of the theory of connectionism have criticized symbolic 

theories for their naive rule-based organization (Bates & Elman, 1993; Elman, 2001). 

Construction grammar, as a monostratal, usage-based theory, in principle leaves ample room 

for the role of similarity on top of that of strictly delineated symbols. Nevertheless, the focus 

in construction grammar has so far often been on how constructions differ from each other. 

The reasons for this focus are partly to do with the history of linguistic theory. Construction 

grammar started as a theory centred on idioms. This background inspired the theory to 

highlight the importance of treating alternating constructions (such as the active and passive, 

or the two realizations of the ditransitive) as independent entities, with a focus on their 

differences. As a result, while similarity between utterances still received ample attention in 



 

 

constructionist acquisition literature, its role in paradigmatic relations was somewhat 

neglected. Yet paradigmatic relations are a natural outcome within a usage-based framework, 

and deserve full attention. Our case studies have shown how a connection-driven perspective 

can operationalize the notions of similarity and (degree of) paradigmaticity.  
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de l'essence, nature et origine des Ames, et de leur estat après le deceds de leurs corps: Plus des 

Magiciens et Sorciers etc. Paris: Buon.  

Levy, O. & Goldberg, Y. (2014). Neural Word Embedding as Implicit Matrix Factorization. Advances in 

Neural Information Processing Systems, 27, 2177-2185. 

Lightfoot, D. (1979). Cambridge Studies in Linguistics 23: Principles of diachronic syntax. New York: 

Cambridge University Press. 

Lorenz, D. (this volume). Converging variations and the emergence of horizontal links: to-contraction 

in American English. 

McClelland, J.L. (1992). Can connectionist models discover the structure of natural language? In R. 

Morelli, W.M. Brown, D. Anselmi, K. Haberlandt & D. Lloyd1992 (Eds.), Minds, Brains & Computers 

(168-189). Norwood, NJ: Ablex Publishing.  

McClelland, J.L. (2015). Capturing gradience, continuous change, and quasi-regularity in sound, word, 

phrase and meaning. In B. MacWhinney & W. O’Grady (Eds.), The handbook of language 

emergence (53-81). Blackwell: John Wiley & Sons. 

McLeod, P., Plunkett, K. & Rolls, E. (1998). Introduction to connectionist modelling of cognitive 

processes. New York: Oxford University Press. 

Mikolov, T., Chen, K., Corrado, G. & Dean, J. (2013b). Efficient estimation of word representations in 

vector space. Proceedings of workshop at ICLR. 

Mikolov, T., Sutskever, I., Chen, K., Corrado, G.S. & Dean, J. (2013a). Distributed representations of 

words and phrases and their compositionality. Advances in neural information processing systems 

26 (NIPS 2013), 3111-3119. 

Norde, M. & C. Morris. (2018). Derivation without category change: a network-based analysis of 

diminutive prefixoids in Dutch. In K. Van Goethem, M. Norde, E. Coussé & G. Vanderbauwhede 

(eds.) Category change from a constructional perspective, 47-90. Amsterdam / Philadelphia: John 

Benjamins. 

Percillier, M. (this volume). Allostructionos, homostructions, or a constructional family? Changes in 

the network of secondary predicate constructions in Middle English. 

Perek, F. & Hilpert, M. (2017). A distributional semantic approach to the periodization of change in 

the productivity of constructions. International Journal of Corpus Linguistics, 22(4), 490-520. 

Perek, F. (2016). Using distributional semantics to study syntactic productivity in diachrony: A case 

study. Linguistics, 54(1), 149-188. 

Petré, P. & Van de Velde F. (Forthcoming). The real-time dynamics of individual and community in 

grammaticalization. Language. 

Petré, P. (2013). EEBOCorp, version 1.0. Leuven: University of Leuven Linguistics Department. 

Petré, P. (2016). Unidirectionality as a cycle of convention and innovation. Micro-changes in the 

grammaticalization of [BE going to INF]. Belgian Journal of Linguistics, 30, 115-146. 

Petré, P. (To appear). How constructions are born. The role of patterns in the constructionalization of 

be going to INF. In R. Möhlig-Falke & B. Busse (eds.), Patterns in language and linguistics (Topics 

in English). Berlin: Mouton de Gruyter. 

Pijpops, D. & Van de Velde, F. (2016). Constructional contamination: How does it work and how do we 

measure it? Folia Linguistica 50(2), 543-581. 

Rehurek, R. & Sojka, P. (2010). Software framework for topic modelling with large corpora. 

Proceedings of the LREC 2010 workshop on new challenges for NLP frameworks. 



 

 

Sommerer, L. (2015). The influence of constructions in grammaticalization: Revisiting category 

emergence and the development of the definite article in English. In L. Sommerer, E. Smirnova, 

S. Gildea & J. Barðdal (Eds). Diachronic Construction Grammar (Constructional Approaches to 

Language, 18) (107-133). Amsterdam: John Benjamins.  

Sommerer, L., Smirnova, E., Gildea, S., & Barðdal, J. (2015). Diachronic Construction Grammar 

(Constructional Approaches to Language, 18). Amsterdam: John Benjamins.  

Tahmasebi, N., Borin, L. & Jatowt, A. (2018). Survey of computational approaches to diachronic 

conceptual change detection. Preprint at arXiv. 

Taylor, J.R. (2012). The mental corpus: How language is represented in the mind. Oxford: Oxford 

University Press. 

Torrent, T.T. (2015). The Constructional Convergence and the Construction Network Reconfiguration 

Hypotheses. In L. Sommerer, E. Smirnova, S. Gildea & J. Barðdal (Eds). Diachronic Construction 

Grammar (Constructional Approaches to Language, 18) (173-212). Amsterdam: John Benjamins.  

Traugott, E.C. & Trousdale, G. (2013). Constructionalization and constructional changes. Oxford: 

Oxford University Press. 

Traugott, E.C. (2012a). The status of onset contexts in analysis of micro-changes. In M. Kytö (ed.), 

English Corpus Linguistics: Crossing Paths (221–255). Amsterdam: Rodopi. 

Traugott, E.C. (2012b). On the persistence of ambiguous linguistics context over time: implications for 

corpus research on micro-changes. In J. Mukherjee & M. Huber (Eds.) Corpus linguistics and 

variation in English: Theory and description (231-246). Amsterdam: Rodopi. 

Traugott, E.C. (2015). Toward a coherent account of grammatical constructionalization. In J. Barðdal, 

E. Smirnova, L. Sommerer & S. Gildea (Eds.) Diachronic Construction Grammar (Constructional 

Approaches to Language 18) (51-80). Amsterdam: Benjamins.  

Van de Velde, F. (2014). Degeneracy: The maintenance of constructional networks. In R. Boogaart, T. 

Colleman & G. Rutten (Eds.) Extending the scope of construction grammar 54 (141-179).  

Van de Velde, F. (2018). Iterated exaptation. In G. Booij (Ed.) The construction of words (519-544). 

Berlin: Springer. 

Van der Auwera, J. & Genee, I. (2002). English do: on the convergence of languages and linguists. 

English Language and Linguistics, 6(2), 283-307. 

Vanni, L., Ducoffe, M., Precioso, F., Longrée, D. et al. (2018). Text Deconvolution Salience (TDS) : a 

deep tool box for linguistic analysis. 56th Annual Meeting of the Association for Computational 

Linguistics. July 2018. Melbourne. 

Warner, A.R. (1993). English auxiliaries. Structure and history. Cambridge: Cambridge University Press. 

 


