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Abstract 
The aim of this text is to provide an account of what we hear. I argue that although we 
hear material objects, their activities, and spaces, we do not hear sounds. I begin by 
presenting the commonly held views that our perceptual systems function to inform us 
about our immediate external environment, and that perceptual content has a subject–
predicate structure, in that it involves the attribution of properties to individuals. I suggest 
that disagreements as to what sounds are, and whether we can be said to hear the 
material world through hearing sounds, are best understood as disagreements about 
which environmental aspects are represented, and how they are represented. This 
framework is used to identify three general approaches to auditory perception: on a 
sonicist account we represent only sounds, on a mediate account we represent sounds 
and the activities of material objects, such as collisions, scrapings, and rollings, and on 
an immediate account we represent only these activities. Although sonicism is often 
considered unpalatable, it is also the most straightforward way to answer questions 
about what we hear. This is firstly because sounds seem necessary: what we hear we hear 
to bear auditory properties such as pitch, timbre, and loudness, which are more easily 
thought of as properties of sounds than of objects or events; audio recording and 
playback is easily explained in terms of the production or reproduction of distinct 
sounds, but much less so without them. Secondly, mediate and immediate views lack a 
detailed account of how the material world is represented. How does auditory 
representation of the movements of objects differ from visual representation? How 
should we account for our auditory awareness of empty spaces? I try to meet both of 
these challenges. First, by providing a detailed account of how objects, their activities, 
and empty spaces, can be auditorily represented. Second by arguing that sound–less 
accounts of auditory properties and recorded audio are available.  
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Samenvatting 
Deze tekst wilt uiteen zetten wat men hoort. Ik beargumenteer dat hoewel we materiële 
objecten horen, hun activiteiten en de ruimtes waarin zij zich bevinden, we geen 
geluiden horen. Eerst licht ik de algemeen aanvaarde opvatting toe dat onze perceptuele 
systemen functioneren om ons te informeren over onze onmiddelijke externe omgeving, 
en dat perceptuele inhoud een “onderwerp–gezegde” structuur heeft, omdat ze 
eigenschappen aan individu’s toeschrijft. Ik stel voor dat onenigheden over wat geluiden 
zijn, en of men kan stellen dat we de materiële wereld horen via geluiden, best begrepen 
worden als onenigheden over welk aspect van de omgeving gepresenteerd wordt, en hoe 
ze gepresenteerd worden. Dit kader wordt gebruikt om drie algemene benaderingen tot 
auditieve perceptie te identifiëren: De sonicistische benadering staat ons enkel toe 
geluiden te representeren, een gemedieerde benadering staat ons toe geluiden te 
representeren en de activiteiten van materiële objecten, zoals botsingen en schrapende 
of rollende bewegingen, en de onmiddelijke benadering staat ons enkel toe die 
activiteiten te representeren. Alhoewel sonicisme vaak wordt beschouwd als een 
onverkwikkelijke oplossing, is het ook de simpelste manier om vragen te beantwoorden 
over wat we horen. Ten eerste omdat geluiden vaak noodzakelijk lijken: wat we horen, 
horen we om auditieve eigenschappen zoals toonhoogte, timbre en volume te dragen, 
aangezien het makkelijker is om over die eigenschappen te denken als eigenschappen 
van geluid dan eigenschappen van objecten of gebeurtenissen; het is gemakkelijk om 
audio–opnames en weergaves uit te leggen in termen van productie en reproductie van 
afzonderlijke geluiden, maar hoegenaamd niet zonder diezelfde geluiden. Ten tweede 
voorzien de gemedieerde en onmiddelijke benaderingen geen gedetailleerde verklaring 
over hoe de materiële wereld wordt gepresenteerd. Hoe verschilt auditieve representatie 
van de beweging van objecten van visuele representatie? Hoe verklaren we ons auditief 
bewustzijn van lege ruimtes? Ik zal proberen beide vragen te beantwoorden. Ik begin met 
het voorzien van een gedetailleerde uiteenzetting over hoe objecten, hun activiteiten, en 
lege ruimtes auditief gepresenteerd kunnen worden. Daarna beargumenteer ik dat 
geluid–loze beschrijvingen van auditieve eigenschappen en opgenomen audio 
beschikbaar zijn.  
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Introduction: Not Starting with Sounds 
This text is about auditory perception. A large portion of it was written in a very noisy 
environment. The walls of my flat are thin enough for me to be able to hear the people 
next door cough, and my upstairs neighbour is so heavy on his feet that my windows and 
doors sometimes rattle in their frames. As well as this, for more than a year the buildings 
either side of mine have undergone extensive renovation and rebuilding. Drills whine, 
hammers bang, and builders shout, often seven days a week, beginning before eight and 
finishing after nine. Earplugs have been bought and complaints made, but, in the 
daytime especially, the din can be relentless. Very often, it is easy to tell what is going on 
just from listening. That is my neighbour walking in, and that is a drill going through a 
piece of wood. If I concentrate, I can tell precisely what is happening, as it is happening: 
the number of times a shoe bounces when it is thrown on the floor, the drill speeding up 
when it starts and slowing down when it stops. I can also tell where things are happening, 
not just that the builder is behind me and to my left, but also that he is outside in the 
yard, where his voice reverberates from the surrounding walls, rather than indoors, 
where it is more muffled.  

Audition then is rich, in that it allows for fine–grained awareness of what is happening to 
what, where. Vision is similarly rich. Awareness of all the activities I have described so 
far could just as easily have come through seeing as through hearing. In contrast, the 
information provided by olfaction is more threadbare. The smell of food will often waft 
into my flat, and although I can sometimes work out what is being cooked, it is more 
difficult to work out where this happening. The odour could have come up through my 
floorboards from my downstairs neighbour or the wind could have blown it in through 
my window from across the street. Olfaction also lacks the temporal specificity of vision 
and audition: I can see and hear activities unfold, and when they start and stop, but 
smells can gradually appear and then linger, so it is not obvious exactly when the 
cooking starts or stops. 

At the same time, hearing is markedly different from seeing. I do not hear the colour of 
my neighbour’s shoes, or the length of the builder’s hair, and although I can see 
stationary objects, a shoe lying on the floor, a van parked in the street, I only ever learn of 
an object auditorily when something is happening to that object: the hammer banging, 
the builder shouting, but never simply the hammer, or the builder. Hearing can also 
provide awareness of aspects of the world that vision cannot. I can learn through 
listening how forcefully wood is being sawn more easily than I can from looking. I also 
do not have x–ray vision, but do, in a way, have x–ray audition; I can hear through walls 
and other barriers, though this does not always feel like much of a superpower.  
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With the exception of music, hearing has historically received less philosophical 
attention than seeing. Philosophers of perception have been much more interested in 
questions of what we see and how we see it, than what we hear and how we hear it. 
Vision is also the ‘go to’ perceptual modality for those working in other areas of 
philosophy of mind, as well as philosophy more generally: Mary is an expert on the 
neuroscience of vision, Otto uses a notebook and not a dictaphone, and epistemologists 
worry more about whether we know the dagger before us is really there, than they do 
about whether the voices we hear are really real. Hearing has not been entirely ignored, 
of course, various philosophers have taken an interest in it, and over the last two decades, 
it, and other non–visual modalities, have received renewed attention. What both 
contemporary and historical approaches share is a focus on sounds. It is taken by many 
as obvious that we hear sounds. This has resulted in the question ‘what do we hear?’ 
being inextricably entwined with the the question ‘what is a sound?’.  

Historically, there are two ways in which this latter question has been answered. 
Aristotle said that a sound was a “a particular movement of air”, whilst Locke thought 
that they were “sensible qualities” of objects, and so similar to colours, tastes, or smells. 
Echoes of both of these approaches can be found in contemporary accounts, but 
arguably Aristotle’s was closer both to the modern scientific view, which identifies 
sounds as sound waves rippling through the air, as well as our everyday intuitions that 
sounds are individuals produced by, and therefore distinct from, vibrating material 
objects. We commonly use the word ‘sound’ as a noun, and talk of the sounds as being of, 
or made by, objects and activities (the hammer, the drilling). English also has myriad 
words for particular sounds. We speak of hearing clangs, clatterings, squawks, squeaks, 
creaks and rumbles.  

If what we hear are sounds, and sounds are distinct from objects, we might think that 
audition is in fact similar to olfaction after all. Both would seem to involve an 
intermediary between the concrete, material world, and ourselves: I smell the odour of 
cooking and hear the sound of the drill. While the idea that we hear sounds is ubiquitous, 
some philosophers have found the idea that we only hear sounds unsatisfactory. 
Aristotelian sounds, we might think, cut us off from objects and events: I have never heard 
my neighbour, just the sounds he makes. One way of resolving this tension has been to 
say that we hear objects and activities through sounds, the hammer through the clang 
and the foot through the thud. Another has been to move away from Aristotle and 
towards Locke by defining sounds as properties of things or activities: we hear the foot in 
hearing its thud, in a similar way to our seeing the shoe in seeing its colour.  
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I am also struck by the worry that sounds might cut us off from the things and events 
which are important to us, but am less moved by the idea that a satisfactory account of 
auditory perception must allow that sounds are, first and foremost, what is heard. Even if 
we do grant that we hear things and their activities by hearing sounds, focusing on how 
we do this, I think, draws us away from some of the most interesting questions that can 
be asked about auditory perception. Claiming that we hear objects or activities through, 
or in, hearing sounds does not fully explain how we hear those objects and activities. As I 
mentioned above, audition and vision are similar in that they both provide a wealth of 
real–time information about the world around us, but seeing a hammering and hearing 
it are, quite obviously, very different types of perceptual experiences. Anyone who wants 
to say that we hear the hammering rather than just the sound it produces, needs to 
account for how we hear that hammering, and how hearing it is different from seeing it. 
Simply saying that we hear it by hearing a sound, does not, it would seem to me, fully 
answer these questions. What is more, concentrating on sounds produced by vibrating 
objects leaves out the fact that audition can provide information about aspects of our 
environment other than vibrating objects. I can hear the type of place that the builder is 
shouting in, that he is in an enclosed space rather than an open one. If he were shouting 
in a cathedral, I would know from hearing that he is shouting in a large space.  

Given these considerations, I try in this text to approach auditory perception from the 
opposite direction to the majority of work in this area. I do not start with sounds, but 
rather with questions about which aspects of our material environment we learn about 
through audition, whether we hear them, and, if we do, how we hear them. Is it right to 
say that I hear the hammering? Or that I hear the hammer? Or even that I hear the type 
of space they are in? If it is, how is my hearing these things different from my seeing 
them? Only after this will I ask whether sounds need to be added to the mix. I will 
suggest that, in the end, the answer is no: sounds are not required in a philosophical 
account of a how we hear the world. My writing has not been disturbed these past few 
months, with thuds and clangs, but by my neighbour’s feet hitting the floor, and that 
builder hammering.  

 3
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Chapter 1: What Do We Hear? 

1 Sounds? Things? Both? 
The principle aim of this text is to answer the question what do we hear? Intuitively, the 
type of things we hear are quite different from the type of things we see. Consider this 
famous passage from Strawson: 

suppose a non–philosophical observer gazing idly through a window. To him we address 
the request, “Give us a description of your current visual experience” [...] he might reply in 
such terms as these: “I see the red light of the setting sun filtering through the black and 
thickly clustered branches of the elms; I see the dappled deer grazing in groups on the 
vivid green grass  

(1979/2002, p. 93) 

If we ignore the reference to the light itself , most people take themselves to see things, 1

the ordinary objects which make up their surroundings. We also see these things to bear 
certain features or properties such as colours, shapes, or textures. If we asked the same 
non–philosophical observer to close his eyes and give a description of his current 
auditory experience he might speak in similar terms: he hears the clock behind him, the 
ceiling fan, the fridge in the kitchen. Put like this, we might think that the things we hear 
are of the same type as the things we see: material objects of various sorts. However, if we 
inquired further, perhaps asking him if he hears the things he hears in the same way as 
the things he sees, he might modify his account and say that he was cutting corners (or 
that his interlocutor is being pedantic) and that what he actually hears are the sounds 
produced by these things: the tick of the clock, the whirr of the fan, the hum of the fridge. 
This common sense idea that we hear sounds, and that sounds are particulars distinct 
from material objects can be found in Berkeley, who says: 

We may, in one acceptation, be said to perceive sensible things mediately by sense—that 
is, when, from a frequently perceived connection, the immediate perception of ideas by 
one sense suggests to the mind others, perhaps belonging to another sense, which are 
wont to be connected with them. For instance, when I hear a coach drive along the streets, 
immediately I perceive only the sound; but from experience I have had that such a sound 

 For the time being. The possibility of whether illumination is seen will be examined in Chapter 3.1
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is connected with a coach, I am said to hear the coach. It is nevertheless evident that, in truth 
and strictness, nothing can be heard but sound, and the coach is not then properly perceived by 
sense, but suggested from experience. 

(1713/ 2012, p. 67) 

The final sentence of this passage suggests that Berkeley not only thought that sounds 
are heard, but they are the only thing that is heard. The non–philosophical observer 
might agree: when we ask “So you do not hear the clock?”, he might answer affirmatively, 
“in truth and strictness”, he heard only the ticks, not the clock. Rather, the sound brought 
to mind thoughts of clocks, or indicated that there was a clock about; he heard the tick 
and due to past experience associates that type of sound with a clock. On the other hand, 
he might feel some resistance to such an austere view of audition. Perhaps he somehow 
hears both, the tick and the clock, and that the former is heard by or through hearing the 
latter? Here then are two general ways of thinking about what we hear. The former 
‘sounds only’ approach, I shall refer to as sonicism, or a sonicist view of audtion, the latter 
‘material through sounds’ approach, I shall refer to as a mediate view . 2

A third possible answer to the question of what we hear, one unlikely to be adopted by 
many non–philosophical folk, does away with sounds either as the only things we hear, 
or as intermediaries. On an immediate view of audition, we hear material things 
themselves, not their products. A classical version can be found in Heidegger: 

We never really first perceive a throng of sensations, e.g., tones and noises, in the 
appearance of things . . . ; rather we hear the storm whistling in the chimney, we hear the 
three–motored plane, we hear the Mercedes in immediate distinction from the 
Volkswagen. Much closer to us than all sensations are the things themselves. We hear the 
door shut in the house and never hear acoustical sensations or even mere sounds. In 
order to hear a bare sound we have to listen away from things, divert our ear from them, 
i.e., listen abstractly. 

(1927/1977, p. 151–152) 

Denying that we hear sounds, or that we only hear them when we listen to them 
abstractly would likely be met with resistance from our interlocutor. Surely if we hear 
anything we hear sounds? While the most heterodox of the three positions, I shall in this 
text defend an immediate account of auditory perception: we do not hear sounds, we 

 I take this term from O’Callaghan’s (2011).2
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hear the material world .  3

In the following section I will suggest that we should interpret questions about what we 
hear as questions about perceptual content. Specifically, as questions about what aspects of 
our environment are auditorily represented. In Section 3 I suggest that current accounts of 
auditory perception and what sounds are can be differentiated from one another by 
which parts of the causal process they hold to be auditorily represented, and in Section 4 
argue that although sonicism is often considered unpalatable, it is also the most 
straightforward answer to questions about what we hear. This is partly because it seems 
as though sounds are necessarily and obviously the individuals we hear, and partly 
because mediate and immediate accounts lack a proper account of how objects and the 
events in which they participate can be auditorily represented. I will then provide an 
outline of the following four chapters which will put forward a theory of how the 
material world might be auditorily represented, and give reasons for resisting the idea 
that distinct sounds must be among the individuals that we hear.  

2 Perceptual Content: Carving Up the World 
Before going further it is necessary to head off a potential objection that could be made 
at this point. The preceding discussion might elicit the following response: it is obvious 
what we hear, and it is obvious that something like sonicism is correct. When we say that 
we hear sounds we mean that we hear sound waves, as their hitting the eardrums is what 
leads to auditory experiences. This however, would be to confuse the proximal cause of a 
perceptual experience with what it is an experience of. The proximal cause of visual 
experience is light hitting the retina but we do not normally take ourselves to be seeing 
these rays of light. Rather, as mentioned, we normally take ourselves to be seeing the 
moderate–sized specimens of dry goods which make up the material world. For the same 
reasons we should not necessarily think that what we hear are sound waves themselves. A 
better way of answering questions about what is heard is in terms of perceptual content. 
That is, in terms of which aspects of the external environment are represented by the 
auditory system, and how those aspects are represented.  

Perceptual Content as Outward–Oriented 

By saying that we perceptually represent our environment I mean only to endorse the 
now commonly held view that our perceptual systems inform us about our immediate 
external environment: perceptual content is “outward–oriented” in that it “conveys...a 

  Although I will mention music and speech perception in passing, my focus in this text is on 3

ordinary ‘environmental’ auditory experiences. 
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message” about the world around us (Matthen, 2005, p. 3 – 4). Thinking of perceptual 
content in these terms is common among contemporary theories of perception, but this 
was not always the case. The sense–data theories held by some early 20th century 
philosophers, for example, held that we do not perceive the world itself but rather inner 
mental objects from which inferences about the world were made. Lewis describes such 
views as conceiving of perceptual content as “a sensuously given mosaic of color spots, 
together with a mass of interpretive judgment injected by the subject” (1966/1999, p.359). 
On these views, perception is “innocent...untainted by assumptions about the 
world” (Matthen 2005, p. 1): I might perceive an inner mosaic of this type and infer from 
the location and character of the splodges which compose it that my surrounding 
environment is thus and so, but perceptual content itself is not about my environment.  

More modern conceptions, reject this buffer between ourselves and the world, and hold 
that information about our environment is included in perceptual content itself: we 
perceive our immediate environment as laid out before us, rather than judging it to be so 
from inner blobs of colour. Strawson, when discussing the example that began this 
chapter, says: “mature sensible experience (in general) presents itself as, in Kantian 
phrase, an immediate consciousness of the existence of things outside us” (1979/2002, p. 
93). A similar idea is at work in discussions of perceptual transparency, the claim that 
when we introspect, we do not become aware of features or properties of our experiences 
but features or properties of a mind–independent environment (Harman 1990, p. 39; 
Martin 2002; Tye 1997). Finally, the idea of outward–orientation underlies theories of 
perceptual content based around accuracy conditions. Siegel, for example, says: “If 
something is accurate, then there is something else in relation to which it is accurate.... If 
an experience is inaccurate, then there is some mismatch between the experience and a 
situation. If there were no mismatch, the experience would be accurate” (2010, p. 336). 
Content in this case is outward–oriented in that it is about (is accurate or not in relation 
to) the current “situation”, the current state of the external environment. An “innocent” 
mosaic of colour, on the other hand, would be neither accurate nor inaccurate, although 
judgements about the external world made from it would be.  

Sensory Individuals 

As well as outward–orientation, I shall also adopt another relatively uncontroversial 
position in which perceptual content is thought of in terms of sensory individuals . That 4

is, the claim that perception involves a subject–predicate structure, as essentially involving 
the attribution of properties to individuals. This idea is sometimes introduced by way of 

 This phrase was introduced by Cohen, as has been adopted by others, as a way of describing 4

what Clarke calls “feature placing” (2004).
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the “many properties problem” (Clark 2000; Cohen 2004). Consider the following pair of 
visual experiences: the first of a red triangle next to a green circle and the second of a 
green triangle next to a red circle. Our perceptual systems could have evolved to be mere 
feature detectors in which case these two situations would be indistinguishable for the 
perceiver as they would each be of redness, greenness, triangularity and circularity. 
Notice that if this were the case, perception would still be outward–oriented in that it 
would still be conveying a message about the world: there is greenness, triangularity etc. 
out there. However, the fact that there is a difference between the two cases shows that 
our visual system does more than simply detect features. Rather, it tells us that in either 
situation there are two individuals before us, each with both a colour and a shape.  

One issue that philosophers of perception have found interesting is which properties are 
perceptually represented. Along with colour and shape we might also think that 
properties such as shininess (glossy, matte) or texture (rough, smooth) are obviously 
visually attributed, but in recent years less obvious candidates have been proposed as 
well. We might, for example attribute the property of being one type of natural kind or 
another, such as a pine tree or a banana (Siegel 2011, ch. 4), or as allowing for a certain 
type of action, such as being climbable, or eatable (Nanay 2013). Notice that even the 
attribution of ‘high level’ properties such as these does not go against outward 
orientation: seeing something as a banana or as something edible –something you can 
sink your teeth into and swallow– can still be thought of as being about your 
environment and therefore accurate or inaccurate.  

As well as properties, we can ask exactly similar questions about which individuals a 
perceptual system represents. What is being attributed properties? Consider for a 
moment, an entirely different modality: olfaction. We might think that this too takes a 
subject–predicate structure –what we smell bears properties such as smokey, sweet, 
flowery, or fruity– but it is not entirely straightforward what is represented as bearing 
those properties. Is ‘smokiness’ being attributed to the burnt toast itself, or the odour, the 
smoke, it produces? Again, as both possibilities are clearly out in the world –one a solid, 
the other a gas– either would count as a suitably outward oriented sensory individual. If 
it is the latter, however, we can think olfaction keeping us a step away from actual 
material things, akin to how Berkeley thought of audition: we smell the odour, and from 
this, judge that there is burnt toast around, but we do not smell the toast itself. A similar 
issue arises in discussion of the sensory individuals of vision: Clark, for example, is often 
written of as endorsing the view that vision attributes properties to places , locations in 5

three–dimensional space. Again, this would not be to deny outward–orientation, as 

 This however, is not quite right –see the following paragraph.5
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places and spaces are still out there in the world, but it would mean that our awareness 
of material objects is, in fact, inferential: we do not see dry goods, but only the places at 
which they are located. This revisionary approach is denied by Cohen (2004), Nanay 
(2013, p. 51), Siegel (2002, p. 137) and Matthen (2005, 277–282), all of whom argue that the 
sensory individuals of vision are, indeed, material objects, defined by Matthen as “spatio–
temporally confined and continuous entit[ies] that can move while taking its features 
with [them]” (ibid., 281).  

What sensory individuals perceptual systems carve the world up into will be a central 
concern throughout this text, and we shall come across extra complications in later 
chapters. These will include the possibility of multiple types of individual being 
represented simultaneously by a single perceptual modality , as well as the different 6

ways in which event perception might be conceived on the sensory individual approach. 

3 The Sensory Individuals of Audition 

Causes and Rules of Thumb 

Questions about what we hear can be thought of as questions about what aspects of the 
environment are auditorily represented. How can we decide what the sensory 
individuals of audition are? One place to start is by considering which aspects of the 
world cause auditory experiences. Consider vision again: part of the reason why it is 
intuitive to think that we see dappled deer and green grass is because, to put it roughly, 
there is the ‘right sort’ of causal relationship between these external things and our 
visual experiences. If the visual experience of a dappled deer standing on some green 
grass is not caused by light reflected from a deer and light reflected from some grass 
then, in normal cases at least, it does not seem right to say that we truly see a deer and 
some grass. Furthermore, the character of visual experiences depends to a degree on the 
features of these objects: if the grass were a different shade of green, or the deer was 
slightly less dappled, this would have an effect on the character of the light they reflect, 
which would have a corresponding effect on visual phenomenology.  

In a moment we will examine which environmental aspects cause auditory experiences, 
but first it is worth noting that although causes of experience are important in helping to 
determine what is represented, they cannot be decisive. The reason for this is that there 
can be different elements which make up a causal chain, any one of which could 

 We will see in a moment that mediate theories can be thought of as endorsing this type of 6

approach.
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potentially be a sensory individual. For example, why think that it is the ‘deer’ part of the 
causal chain which is the visually represented environmental feature? The reflected light 
at our retinas is just as much a cause of our perception as the deer, so why think that the 
buck stops at one rather than the other? Both are equally physically specifiable, and so 
accuracy conditions are equally applicable in either case: we could be right or wrong that 
there is a deer around, or we could be right or wrong about the characteristics of the light 
hitting our retinas. Although I will not go much further into how to determine the 
sensory individuals of vision, it is worth noting that the intuition that the deer is 
represented and not the light can be backed up in other ways. O’Callaghan mentions 
three: perceptual belief, attention, and action (2008, p. 1). The perceptual experience 
elicited by light reflected from a deer, leads, immediately and effortlessly, to beliefs about 
a deer, not beliefs about reflected light. Moreover, we can demonstratively refer to that 
deer and track it as it moves through space. What we see could also serve the basis for 
what we do: we could chase the deer if we were so inclined. Although these 
considerations are not decisive they at least provide some prima facie reasons for 
thinking that we see material objects rather than reflected light.  

Sound Waves and Vibrating Objects 

With these considerations in mind, let us turn to the causes of auditory experience. In 
very simple terms auditory experiences are caused by sound waves hitting the ear, and 
sound waves are produced when an object vibrates in a medium such as air. The physical 
properties of the object, as well as how it is caused to vibrate, affect the characteristics of 
sound waves in uniform ways. In particular, how an object vibrates affects the frequency 
and amplitude of sound waves. The speed at which the object vibrates –moves to and fro 
in the air– determines how quickly the surrounding air is displaced, this is the sound 
wave’s frequency: how many complete cycles of the waveform (a cycle being the distance 
between successive peaks or successive troughs) occur within a second. The more 
violently an object vibrates –the further it is moving to and fro in each direction– the 
more air is displaced, this is the sound wave’s amplitude: the height of the wave form’s 
peak. If these waves are above a certain amplitude and within a particular frequency 
range then they elicit auditory experiences when they hit our eardrums.  

Aside from the pure tones that might be produced by a synthesizer, the sound waves 
which reach our ears will not be pure sine waves with a steady frequency and amplitude. 
This is firstly because material objects typically vibrate at multiple frequencies 
simultaneously, meaning that they produce complex waves in the air composed of multiple 
frequency components of different frequencies and amplitudes. Secondly, the frequency 
and amplitude of individual components will change over time depending on the 
properties of the stimulated object and the manner in which it is caused to vibrate, in 
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that the frequencies or amplitudes of individual components can increase or decrease 
from moment to moment. Broadly speaking, the properties of the object primarily affect 
which composite frequencies a sound wave has, while manner of stimulation primarily 
affects their temporal characteristics. Differences in size, shape and material constitution 
will lead to a glass bottle vibrating at different frequencies to a cardboard box. Flicking 
the cardboard box will lead to these frequencies unfolding over time in a different 
manner to how they would if you scraped your fingernail along it: the flick will lead to 
the object vibrating briefly, at a high but immediately decreasing amplitude, a scraping 
will lead to it vibrating at a steadier, potentially indefinite duration. As can be seen from 
the table adapted from Gaver (1993b, p. 12) below, although the object–frequency, 
interaction–temporal distinction is true by and large, there are some exceptions. An 
object’s material composition, for example, will affect its damping, that is, how long it 
continues to vibrate after it has been stimulated: the bottle will continue to vibrate after 
being struck longer than the box. Alternatively, different types of interaction can affect 
which frequencies an object vibrates at: a plucked string will vibrate at different 
frequencies to a bowed one.  

Frequency and Temporal Effects 

As well as objects and their interactions, non–vibrating objects in the environment also 
determine the character of the sound waves which reach our ears. In an enclosed space 
some sound waves will travel directly from the vibrating object to the perceiver, but 
others will travel first, and be reflected from, the walls, floor, and ceiling, before hitting 
the eardrums a few milliseconds later. The size of the room affects the size of this delay 
as bigger rooms mean that reflected sound waves have further to travel. The properties of 
the reflective surfaces also have an impact, with wooden walls absorbing more and 
reflecting less frequency components than stone ones. The effect that non–vibrating 
objects have on sound waves and auditory experience receives much less attention from 
philosophers than vibrating objects and their activities, but I shall return to it in Section 

Frequency Domain Temporal Domain

Restoring Force Interaction Type

Density Damping 

Size Internal Structure

Shape
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4 of this chapter and focus on it in detail in Chapter 4.  

Sounds as Individuals 

Varieties of sonicist, mediate, and immediate accounts can be differentiated from one 
another in terms of which elements in this causal picture they take to be auditory 
sensory individuals. Let us begin by considering three ways in which sounds have been 
defined, all of which conceive of them as individuals, which are non–identical to material 
objects. The most straightforward account was mentioned earlier: the sensory 
individuals of audition are sound waves that the vibrating object produces in the 
surrounding air. To hear a sound is to represent these aspects of the environment, and 
attribute them properties such as loudness and timbre. Identifying sounds in this way 
fits with common sense, as well as what a science textbook would say. Sorenson endorses 
this view (2008, 280–283), and Nudds defends something close to it when he says that 
sounds are:  

structures or patterns of frequency components...instantiated by sound waves, that would 
normally be interpreted by the auditory system as having been produced by a single 
source event. 

(2010, p. 290) 

Two other views identify sounds with certain types of event earlier in the causal chain, 
which lead to the production of sound waves. Casati et al. suggest that sounds are 
“monadic events happening to material objects” (Casati and Dokic 2010, p. 98) which can 
be identified with the vibrations of objects: “the vibration of the stuff the [object] is made 
of is the sound” (Casati et. al. 2013, p. 463). A third possibility, put forward by O’Callaghan, 
is to identify sounds with medium disturbing events:  

sounds are the events in which a medium is disturbed or changed or set into motion in a 
wave–like way by the motions of bodies. Events such as collisions and vibrations of 
objects cause the sound events. Among the effects of sounds may be sound waves 
propagating through a medium and the auditory experiences of perceivers. 

(2010, p. 36) 

This differs from Casati and Dokic’s account in that the medium is as necessary a 
component of a sound event as the vibrations of an object (2007, p. 56). The difference 
can be brought out by considering a vibrating object in a vacuum. On Casati and Dokic’s 
approach, there is a sound in this case, albeit an unheard one, but, as there is no medium 
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to be disturbed, there is not one on O’Callaghan’s.  

On all three of these, the sensory individuals of audition, the aspects of the environment 
which are auditorily represented, or, in the case of mediate views, auditorily represented 
in the first instance, are not material objects. This is true even of the latter two views which 
include or identify the vibrations of objects in the events they call sounds. Representing a 
vibratory event or medium disturbance is to represent certain “event–like 
particulars” (ibid., p. 57) as bearing auditory properties such as pitch, timbre, and 
loudness, it is not to represent an object of a certain size, shape, or constitution. Both 
Casati et. al. and O’Callaghan are explicit that hearing a sound is not the equivalent of 
hearing an object. We will see later in this chapter and in Chapter 2, that O’Callaghan is 
doubtful that material objects can be auditorily represented at all, even if the events in 
which they participate might be. While Casati et. al. say:  

The immediate object of auditory perception is just the event that is the sound, and then, 
in virtue of the perception of it we may recognize the thing source... Therefore, we say 
that our awareness of the thing source is caused by our awareness of its sound.  

(2013, p. 3) 

Sounds and the Material 

Any of these three conceptions of sounds could serve as a basis for sonicism. That is, it is 
possible to argue that audition involves the representation of only a medium disturbance, 
vibratory event, or sound wave, and nothing else. Modern day Berkeleyans, however, are 
relatively rare. Matthen comes close when he says that: 

True, objects are characterizable by the sound they make—there are squeaky violins, 
baritone singers, alto saxophones—but the inferential path from auditory experience to 
such dispositional characterizations is quite indirect.  

(2005, p. 285) 

which would suggest that sounds are what is heard and objects inferred. The following 
remarks by Martin suggest that at one point  he held a sonicist view: 7

One may pick out the source of the sound via picking out the sound itself—we might then 
understand the demonstrative expression, ‘that dog’ as involving deferred ostension, 
perhaps as the descriptive phrase, ‘the dog which is actually the source of this sound’.  

 He seems to have given up this view in later work (2012, footnote 17).7
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(Martin 1997, p. 93) 

The majority of philosophers working on audition, however, reject sonicism and try to 
allow that perceivers have some perceptual contact with the material world. O’Callaghan, 
for example, says that “Material things and happenings meet causal requirements on 
auditory perception, and it would be severe to deny they belong among what it seems to 
us we hear” (2013, p. 1), while Kulvicki argues that views which identify sounds with 
events or waves risk putting “ordinary objects at one remove (at least) from the 
perception of sounds” (2014, p. 207). Leddington also worries that if we only hear distinct 
sounds, we risk giving up the idea that what we hear makes objects and their activities 
unavailable for primitive demonstrative reference (2014, pp. 328–333). In short, most find 
it unpalatable to think that only sounds are represented.  

Sounds as Properties of Objects 

There are different proposals as to how perceptual contact is possible. One way is to say 
that rather than identifying sounds with types of event or with sound waves, they should 
instead be considered properties of objects. Unlike accounts that identify sounds with 
waves or types of event, this type of approach has it that audition is quite similar to 
vision, in that the sensory individuals of both are ordinary material objects. It is hence a 
type of immediate view: we hear the material world as directly as we see it.  

Locke held something like this view (1689/1975), and modern versions of it have been put 
forward by Kulvicki (2008; 2014) and Pasnau. Kulvicki argues that we should understand 
sounds as permanent properties of objects on a par with colours:  

Sounds are stable properties of objects that seem to have them. More specifically, sounds 
are dispositions of objects to vibrate in response to being stimulated. Sounds are 
perceived transiently, but they are not perceived as being transient and they are not in 
fact transient. This conception of sounds —the stable property view— casts them in a role 
more akin to colors than other theories do. 

(2008, p. 2) 

Just as we attribute colour properties to an object when the light is switched on, we 
attribute sound properties to objects when they are hit. We have seen that a thing’s size, 
shape and material constitution will predispose it to vibrate at particular frequencies 
when it is stimulated and Kulvicki argues that this should be understood as a 
dispositional property which we perceptually attribute to the material thing. Reflectance 
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theories of colour (such as that defended by Byrne & Hilbert (2003) identify colours as 
dispositions of objects to reflect particular frequencies of light: objects keep their colours 
in the dark, perceived only when they are illuminated; likewise, Kulvicki argues, objects 
also keep their sounds when they are unstimulated, perceived only when they are struck, 
scraped, or otherwise caused to vibrate.  

Pasnau can be thought of as saying that sounds are temporary properties of objects. He, 
like Casati and Dokic, identifies “sound with the vibrations of the objects that has the 
sound” (1999, p. 316), but goes on to say that “[w]e should insist on putting sound back 
where it belongs, among the various sensory properties of objects: among colour, shape, 
and size” (ibid., 324). We might think that on this account the sensory individuals of 
audition are still material objects, but they are represented as taking on a temporary 
property for the duration that we hear them. Hearing a sound is not so much like turning 
on the light and seeing coloured objects as it is witnessing a lump of coal take on an 
orange glow as it heated, and then losing it again as it cools down.  

Sounds and Events 

An alternative way of allowing for perceptual contact with the material is provided by 
mediate accounts of audition, which state that hearing involves the representation of two 
sensory individuals: sound and “sound source”, or “event”, as well as the relation between 
them. On O’Callaghan’s mereological account “Sounds audibly are constituent parts of 
everyday audible events, such as collisions and vibrations, which involve material 
bodies” (2013, p. 19), whereas Nudds suggests that we hear sounds “as apparently 
produced by a source of a certain kind” (2010b, p. 19), which O’Callaghan describes as 
postulating a perceived causal relation between sound and source.  

These views introduce an idea that will receive more attention in the next section and a 
lot more attention in Chapter 3. It is the possibility that the movements and interactions 
of material objects can be auditorily represented without the objects which participate in 
these events being represented themselves. While Nudds, as we shall see, would appear to 
think that auditory representation of material objects is possible (2010b), O’Callaghan is 
sympathetic to the idea that we auditorily represent not material objects per se, but 
rather the events in which they are involved, such as their being struck or scraped (2013). 
  
An immediate account put forward by Leddington would also appear to endorse this 
possibility. He argues that we should think of sounds as properties of events: 

sounds auditorily seem to permeate or saturate the events that cause them...just as colors 
visually seem to permeate or saturate their bearers. And just as we seem to see colored 
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objects rather than objects and their colors, we seem to hear noisy events rather than events 
and their constituent noises.  

(2014, p. 330 – 331 my emphasis) 

This is immediate in that sounds are not conceived of as individuals through which we 
perceive events, but as properties of the sensory individuals which we do represent. As 
with O’Callaghan’s approach, however, the claim here would appear to be that 
interactions of events, but not material objects, are sensory individuals in their own 
right.  

4 Is the Material World out of Earshot? 

Sounds: why bother? 

We have now seen the commitments of a variety of sonicist, mediate and immediate 
approaches. We have also seen that a majority think that perceptual contact with the 
material world is desirable and endorse mediate or immediate views. How are we to 
decide which view is correct? Notice first that the rules of thumb used to help decide on 
the sensory individuals of vision are less obviously applicable here. When it comes to 
perceptual belief we could just as easily say that hearing prompts thoughts about sounds 
with a particular timbre and volume as we could that it prompts thoughts of material 
bodies and their activities: we learn about the chime as much as the ringing bell. 
Similarly, we could say that we attend to elements of the material world, but we could 
just as well say that we attend to the sound waves or medium disturbances which they 
produce. It is not obvious whether I am tracking the mosquito flying around my head, or 
the sound it makes. Only when we consider audition and action do intuitions become a 
little firmer. It seems clear that if hearing poises us for action on any aspect of the 
environment it is the material rather than medium disturbances or sound waves: I aim 
my hand at the mosquito itself, not the air that it disturbs. This alone, however, does not 
seem like sufficient reason to endorse the claim that the material world is represented.  

A different strategy might be to argue that, pace our non–philosophical intuitions, sounds 
as distinct individuals should be rejected, and immediate views preferred on grounds of 
parsimony. Given that material objects and their activities cause auditory experiences, 
are the subject of beliefs derived from auditory experiences, and would appear to be 
plausible subjects of attention and action, why posit auditory intermediaries? We could 
think that disturbances of the air are to audition what reflected light rays are to vision: 
the proximal causes of auditory experience, but nothing more. As well as providing a 
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straightforward account of auditory contact with the material world, throwing out 
sounds would neutralise various controversies as to their metaphysical and perceptual 
status, such as questions as to whether sounds are heard as located (Nudds 2009; 
O’Callaghan 2007, ch. 3; Dokic & Casati 2009), or whether the mediate relation between 
sound and source is mereological or causal. In short: sounds, why bother? I will now 
outline two reasons why we might have to. After that I will look at three difficulties faced 
by mediate and immediate accounts, which suggest that a sonicist approach might have 
to be adopted after all.  

The Case for Distinct Sounds 

Why would we want to resist giving up sounds? First, it seems that we need sounds as 
bearers of auditory qualities such as timbre, pitch, and loudness. We can describe and 
make comparisons about what we hear by appealing to similarities and differences 
timbre, pitch, or loudness: a gunshot is louder than a balloon pop, a double bass makes 
lower sounds than a trumpet, and we can differentiate two people saying the same words 
by saying that each voice has a distinct timbre. It seems obvious that whatever we hear, 
we hear to bear these sorts of property, and equally obvious that they are not the sort of 
properties that can be borne by material aspects of the environment: objects and their 
activities do not seem like they could have pitch, timbre, or loudness. Moreover, these 
properties have clear, if not exact, correlations with characteristics of the environmental 
aspects which have been identified as distinct sounds: loudness, pitch, and timbre, can be 
matched up with amplitude, frequency and spectral composition of vibratory events, 
sound waves, or medium disturbances . Any account which denies that we hear sounds, 8

would have to either show that what we hear does not actually bear such properties, or 
that such properties are in fact attributed to objects and activities. Both options seem to 
fly in the face of common sense, and so present quite a challenge for anyone seeking to 
endorse an immediate account of audition. 

A second reason for wanting to hang on to sounds is that we can make recordings of what 
we hear and play them back. Martin outlines a very natural way of thinking when he 
says: “In sound recording, one captures and reproduces the very sounds that were made 
on some particular occasion” (2011, p. 332). When we playback a recording of a voice, or a 
piece of music, we have more or less identical auditory experiences as we would if we 
were hearing the real thing. If we accept that we hear sounds we can explain this simply 
by saying that playing back a recording leads to sounds being created, which are 
identical or almost identical to the sounds we would hear in real life. Denying sounds, 
risks categorising playback devices as illusion, or even hallucination, generators, which 

 More will be said about these issues in Chapter 5.8
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might strike us as deeply unintuitive. Furthermore, sounds provide an easy way of 
explaining imperfect playback. If we listen to a recording on a small radio, or cheap 
speakers, it is clear that we are not really hearing musicians playing their instruments, or 
somebody really speaking, because of the distortions and peculiarities that these devices 
add to what they play back. This phenomenon can be easily explained in terms of sounds 
being produced, which have similar, but not exactly the same, timbre, pitch, and loudness 
properties as the sounds that were originally captured: we recognise that we are hearing 
a radio because everything we hear has a distinctive tinny timbre. It is much less 
obviously explained on the immediate view. If all we hear are objects and their activities, 
how do we account for the fact that we recognise what events we are hearing, but also 
recognise that such events are obviously recordings rather than the real thing? 

Representing the Material 

If the above arguments are correct, and sounds, in fact, are necessary after all, we might 
wonder whether it is more parsimonious to give up the idea that we auditorily represent 
the material world. The last two paragraphs have given some reason for thinking that 
distinct sounds are heard. I also suggested that the auditory properties they are heard to 
bear, depend on things like frequency, amplitude and spectral composition, which we 
saw earlier in this chapter are determined by a vibrating object’s properties and how it is 
being caused to vibrate. But if we hear sounds why think that we hear material things as 
well? Instead, the medium disturbances, waves etc. can just as well serve as indications of 
objects, in the same way that a plume of smoke might indicate the size and intensity of 
the fire which produced it. In this case we have no reason for thinking that fire is seen 
through the smoke, so why think that we hear material objects as well as the sounds they 
produce? We might accuse mediate theorists of trying to have their cake and eat it, 
arguing that the material world must be auditorily represented solely to protect their 
intuition that the material world cannot really be at one remove.  

Such problems are compounded when we consider that an account of how material 
objects and events are auditorily represented is not obvious. There are three issues here. 
The first, concerns the perceptual status of material objects. As mentioned, both 
O’Callaghan and Leddington express doubts that we auditorily represent objects, even if 
they do think that we represent the activities in which they are involved (more on this in 
a moment). Reasons for this scepticism include: the idea that simply attributing 
properties to objects cannot account for the “essential temporal characteristics” of what 
we hear (O’Callaghan 2007, p. 21); that we do not become aware of objects’ boundaries or 
edges as we do in vision (O’Callaghan 2013, p. 23); seeing a dog informs us of its precise 
shape and size which allows for it to be picked out from its surroundings in a way that 
hearing its bark does not; and mismatches between what we see and what we hear, I can 
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see five birds before me but not know which one is chirping (Matthiessen, 96 – 97), or fail 
to learn just from hearing whether I am listening to two stereo speakers or just one.  

The second issue concerns how events involving material objects are represented. If we 
do not hear objects, then this makes it quite unclear how their movements and 
interactions can be represented. It seems right to say that if we see events, we do so at 
least in part  by representing the participating material objects themselves: seeing a glass 9

falling off the table is a case of seeing it to be at different locations at different moments. 
But if the possibility that objects are heard is given up, an alternative model needs to be 
found, and even if we do allow that material objects are auditorily represented this 
problem does not go away. Seeing objects move, or interact, would appear to depend on 
seeing those objects as bounded, spatially extended individuals, and this is precisely what 
we do not learn about objects through hearing.  

A third difficulty for mediate and immediate accounts concerns the impact of reflected 
sound waves on auditory content. As we saw in Section 3, reflected sound waves affect 
auditory phenomenal character and can lead to awareness of how large a space we are 
in. This suggests that reflected sound waves have an impact on what is auditorily 
represented, but as the mediate and immediate accounts we examined focus only on the 
representation of objects and their activities, they do not obviously have the resources to 
explain what this impact is. Moreover, the sonicist again has a reply, in fact it is the same 
reply that can be given concerning awareness of objects and activities: reflected sound 
waves lead to a change in the auditory properties of a sound, or perhaps to the 
representation of a new sound, from which the listener infers that they are situated in a 
space of a certain size.  

5 The Plan 
The apparent necessity of sounds, as well as the ambiguities and controversies over how 
the material environment can be auditorily represented, suggest that sonicism might be 
the most tenable approach to auditory perception. It seems we might have to say we hear 
sounds, and claims and mediate and immediate accounts require much more detail as to 
how the material world is represented. However, as we have seen, sonicism is the least 
desirable of the three general approaches to audition, with even those who think sounds 
are individuals distinct from the material seeking to explain how we can mediately hear 
the material world through them. If sonicism is to be avoided, mediate theorists require a 

 There is more to visual perception than simply seeing the properties or locations of objects to 9

change, as we shall see in Chapter 3. 
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more precise account as to which aspects of the material world are represented, and how 
they are represented. Immediate theorists need this and a response to the apparent 
necessity of distinct sounds. In this dissertation I shall attempt to show how both 
requirements can be met, and thereby defend an immediate account of audition. I will 
first present what I hope to be a coherent and plausible account of how the material 
world can be auditorily represented, and go on to suggest that once this view is on the 
table, the positive arguments for the necessity of hearing sounds, look much less 
compelling.  

In Chapter 2 I shall suggest that, pace O’Callaghan and Leddington, we do represent 
material objects. While it is true that our awareness of objects through vision and 
audition differs, this is not sufficient to show that they are seen but not heard. Neither 
mismatches with visual cases, nor a lack of perceived spatial extension counts against 
the idea that we hear things.  

Chapter 3 focuses on how the activities of objects can be auditorily represented. Despite 
having shown in the previous chapter that audition does, like vision, involve the 
representation of material objects, I will show that the visual model of event perception 
cannot be applied and present an alternative account. First, I will suggest that we should 
understand audition as involving the representation of temporally extended individuals: 
events are heard as unfolding over time in a manner similar to how shapes are seen to 
extend across space. Second, I argue that hearing events involves the representation of 
two sensory individuals: an enduring material object and the temporally extended force 
being applied to that object.  

The focus of Chapter 4 is reflected sound waves and auditory spatial awareness. I argue 
that reflected sound waves should be thought of as eliciting the representation of a third 
type of sensory individual: we hear objects, forces acting upon them, and the volume of 
surrounding empty space which encloses them.  

Having established how the material world can be auditorily represented I go on in 
Chapter 5 to deal with the two arguments that were made in favour of distinct sounds. 
First, I argue against the claim that loudness, timbre, and pitch, are obviously properties 
that we attribute to what we hear, and so they cannot be used to justify the necessity of 
sounds. Second, I present an alternative account of audio recording and playback: 
playback devices should not be thought of as producers or reproducers of sounds, but as 
presenting auditory images, comparable with the visual images presented by 
photographs and painted canvases.  
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Chapter 2: Hearing Things 

Introduction 
We have seen that the three main approaches to auditory perception can be 
differentiated in terms of which environmental aspects they consider audition to 
represent. On mediate and immediate accounts, the material world is represented either 
in addition to or instead of distinct sounds. As mentioned, some have suggested that 
events involving material objects, but not the material objects themselves, are auditorily 
represented. However, it is arguably more straightforward to say that we hear the 
material world because we hear its material objects. That is, to say that like vision, 
audition involves the representation of medium–sized specimens of dry goods. This is the 
position I shall argue for in this chapter. More specifically, I shall in this chapter defend 
the following: 

Material Object Thesis: The sound waves produced by a vibrating material object 
can elicit auditory representations of that object when they hit a perceiver’s 
eardrums.  

The ‘can’ here is to disqualify bad cases: it might be that an object produces sound waves 
that are at too high or low a frequency, or at too low an amplitude for them to be picked 
up by a listener. Focusing on the validity of the Material Object Thesis (hereafter MOT) 
will allow me to bracket off various other issues which will receive attention in later 
chapters. Firstly, I will focus only on whether and how material objects are represented 
and will leave questions of how events involving those objects might be perceived until 
Chapter 3. Secondly, MOT concerns only vibrating objects, how non–vibrating objects, 
such as walls which reflect sound waves, affect what is auditorily represented will be 
dealt with in Chapter 4. Finally, the positive case that could be made for sound 
perception, as well as claims that what we hear we hear to bear properties such as pitch, 
timbre and loudness, will, for the most part, be left until Chapter 5.  

The structure of this chapter will be as follows. Firstly, I will introduce Auditory Scene 
Analysis, the process by which the auditory system groups frequency components 
together in a way which often corresponds with material objects. I will show how this 
can be interpreted as either leading to representations of material objects or 
representations of sounds. Secondly, I shall argue that endorsing MOT should not be 
taken as endorsing the claim that objects have ‘sound’ properties. After these initial 
considerations have been dealt with I shall look at various arguments that have been 
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made against MOT. In Section 3 I shall examine a group of arguments that I shall term 
‘mis–match’ arguments, as they turn on what we hear not matching up to what we see. In 
Section 4 I shall examine claims by O’Callaghan that auditory representation of material 
objects is implausible because we do not hear where the boundaries and edges of objects 
are, and that therefore we cannot “single out” objects from their surroundings auditorily. 
I shall argue that both sets of arguments can be met, and that we have no reason to doubt 
MOT. 

1 Auditory Scene Analysis as Sound or Object Representation 
Consider an environment in which multiple sets of sound waves are produced 
simultaneously. If the fridge, the clock and the fan all vibrate at the same time then the 
waves which reach our ears will be a mixture of frequency components produced by all 
three. Yet our auditory experience is not of a cacaphonic mix, but of three separate 
elements with separate locations, any one of which can be the subject of attention. For 
experience to be arranged in this way our auditory system needs to be able to determine 
which frequency components come from which source. The means by which this is 
achieved has been named Auditory Scene Analysis, and studied in depth by Bregman 
(1990). He uses the following (often cited) example to illustrate the challenge the auditory 
system faces: 

Imagine that you are on the edge of a lake and a friend challenges you to play a game. The 
game is this: Your friend digs two narrow channels up from the side of the lake. Each is a 
few feet long and a few inches wide and they are spaced a few feet apart. Halfway up each 
one, your friend stretches a handkerchief and fastens it to the sides of the channel. As 
waves reach the side of the lake they travel up the channels and cause the two 
handkerchiefs to go into motion. You are allowed to look only at the handkerchiefs and 
from their motions to answer a series of questions: How many boats are there on the lake 
and where are they? Which is the most powerful one? Which one is closer? Is the wind 
blowing? Has any large object been dropped suddenly into the lake?  

(ibid., p. 5–6) 

This task is very similar to the problem faced by the auditory system, how does it match 
up which waves go with which object? Bregman argues that it achieves this by having an 
evolved sensitivity to various features that sound waves coming from the same source 
tend to share. Here are two examples. First, as we saw in Chapter 1, when stimulated, 
objects vibrate at multiple frequencies simultaneously, causing an object to vibrate 
therefore lead to multiple frequency components being introduced into the air at the 
same time. It is therefore likely that if various frequency components suddenly arrive at 
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the ear simultaneously they were caused by the same material interaction, and our 
auditory system has therefore evolved to group them together. Secondly, frequency 
components produced by the same object are often harmonically related, with overtones 
tending to be integer multiples of the lowest, fundamental, frequency (ibid., ch. 3). Again, 
the auditory system is sensitive to such relations, if frequencies x, y, and z are related in 
this way then they are grouped. These are just two of the cues on which the auditory 
system groups frequency components, there are many others (see Bregman ch. 2 – 3), 
which can compete with one another.  

Auditory Scene Analysis as Object Perception or Sound Perception 

The debate between those for and against MOT can be thought of as a disagreement over 
the type of representations that these grouping processes produce. Nudds, for example, 
has suggested that ASA can be understood as a form of object perception:  

Bregman’s account explains why we experience a segregated auditory ‘scene’ of distinct 
sounds, and he shows how the auditory system organises frequency components in ways 
that in fact correspond to the events that produced them. He does not, however, discuss 
the auditory perception of the objects that are the sources of sounds, and doesn’t draw the 
conclusion that auditory perception is object perception rather than (simply) sound 
perception.  

(2010b, fn. 25) 

As mentioned in Chapter 1 and evident in the first of the passages above, Nudds is a 
mediate theorist, arguing that we hear both sounds and sources. He also uses the term 
sources to refer to events involving material objects as well as the objects themselves. 
However, in what follows I want to decouple his ideas about mediate perception and 
events from the claim that ASA leads to representations of objects. What is important for 
my purposes is his claim that material objects can be heard at all, as this is exactly what 
others have denied.  

O’Callaghan argues that ASA should be construed differently:  the grouping processes 1

lead to representations of sounds, not things. He says: 

 Bregman himself is careful to say that while vision segments the world into objects, audition 1

splits into “streams” which he describes as “perceptual representations” of “happenings” in the 
environment such as blowing winds, or scurrying animals (p. 10). This would suggest that 
although the auditory system latches on to various features of material objects involved in 
happenings it does not represent the objects involved in those happenings per se. This is at least 
suggestive of the idea that audition involves the representation of events but not their constituent 
objects.
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The experienced result [of Auditory Scene Analysis] is a set of distinct temporally 
extended sounds heard as generated in the surrounding space. Audition accomplishes this 
by grouping or bundling audible qualities into distinct auditory perceptual ‘objects’ or ‘streams’. 
A set of grouping principles that involves assumptions about the objects of auditory 
perception enables us to associate correctly the low pitch with the soft volume and 
faraway location, and at the same time to group correctly the high pitch with the loud 
volume and nearby location, without mixing things up into a garbled ‘sound soup’ of high 
pitch, nearness, soft volume, low pitch, loud volume, and distance. Our ability to group 
correctly the qualities of auditory perceptual objects or streams grounds our ability to discern 
complex individual sounds in the environment on the basis of information arriving at the ears. 
Auditory scene analysis amounts to sound perception precisely because the auditory 
system invokes principles founded upon assumptions that capture genuine regularities in 
the world of sounds.  

(2007, p. 18) 

If we focus only on the grouping mechanisms of ASA then it is not immediately obvious 
which of these two interpretations is the correct. One tentative reason for preferring the 
object interpretation, which was mentioned in Chapter 1, is parsimony. If the auditory 
system is grouping frequency components together in a way which often corresponds 
with material objects , and prompts thoughts about material objects, why not suppose 2

that it represents material objects? One way in which O’Callaghan’s position could be 
defended would be to say that thinking of ASA in terms of object perception cannot 
properly accommodate how we learn about events in the world through hearing, another 
is to say that sounds are required as bearers of auditory qualities. As mentioned, both of 
these issues will be addressed in later chapters. Another way of claiming that ASA does 
not lead to representations of objects is to attack the very idea that auditory 
representation of material objects is possible. It is arguments of this type which I shall 
focus on in the second half of this chapter. Before that however, I will argue that 
endorsing MOT need not mean endorsing the idea that sounds are properties of objects.  

2 Sound Properties vs. Material Properties  
The idea that sounds should be considered as properties of objects goes back as far as 
Locke (1689/1975) and we saw in Chapter 1 that Pasnau and Kulvicki have put forward 
contemporary versions of the same idea. On both accounts, a ‘sound’ is not held to be an 
individual distinct from a material object, such as an medium disturbance or sound 

 Nudds says that “Auditory perception, like vision, functions to tell us about objects in our 2

environment” (2010b, p. 6). 
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wave, but rather a type of property possessed by an object. They differ in whether they 
conceive of these properties as temporary or permanent properties of the object. Pasnau 
would appear to say that objects are only heard as possessing sound properties when 
they are vibrating, comparable to seeing coals to acquire an orange glow when they are 
heated above a certain temperature. In contrast, Kulvicki identifies sounds with stable, 
dispositional properties of objects, and so thinks of sounds as properties that an object 
has permanently, which are revealed when it is caused to vibrate. In the same way that an 
object might be thought to keep its colour in the dark, Kulvicki argues that they keep 
their sound when unstimulated.  

An initial reason to be suspicious of approaches such as these can be seen if we recall 
why some have thought the sensory individual approach to perceptual content necessary 
in the first place. As we saw in the previous chapter one of the initial motivations for 
thinking of perceptual content in terms of sensory individuals was to explain the co–
instantiation of properties. We saw that the many properties problem could be solved by 
the visual system positing subjects to which multiple properties can be predicated. It was 
also suggested that a similar structure might be involved in all sensory modalities 
(something might be felt to be cold and rough, or smelled to be sweet and flowery), and 
similarly, sounds are often thought of as particulars to which loudness, and timbre, and 
pitch, are attributed. However, a theory which holds that sounds are properties of 
material objects would appear to be saying that audition is an exception, in that it is 
mono–attributional, with only one type of property being auditorily predicated to an 
object. Although this is not fatal to the sounds as properties approach, it is nevertheless 
worthwhile to consider alternative ways in which MOT could be fleshed out.  

Material Properties 

What other types of property could we attribute to objects? A suite of possible candidates 
is available when we consider the types of physical properties which determine how 
objects vibrate. In Chapter 1 we saw that things like size, material constitution, density 
and shape affect the frequencies at which an object vibrates. The size of an object, for 
example, affects the lowest frequencies, with the bigger the object the lower the 
vibrations; shape influences both which frequencies and how these frequencies change 
over time; damping –how quickly an object stops vibrating– depends on, among other 
things, the material out of which an object is made, with wood having a much higher 
damping than metal for example (see Gaver 1993b, p. 11 – 12 for a brief review of these 
types of effect). The idea that audition might involve attributing these types of properties 
to objects has been tentatively suggested by Nudds, Casati and Dokic, and Gaver. Casati 
and Dokic suggest that “One can auditorily perceive the constituting matter as well as the 
internal structure of sources” (2009, pp. 103–104), Nudds says:  
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The grouping process results in sets of frequency components that are treated by 
subsequent processes as having been produced by a single source. These sets of 
components carry information about those sources, and the fact that we can perceive 
various properties of the sources of sounds means that the auditory system must extract 
that information. Exactly what information is extracted and how it is extracted is still, for 
the most part, unclear. We can perceive how many sources there are, and often where 
they are; we can perceive various features of sources; and are able to recognise sources as events 
of certain kinds or involving certain kinds of object.  

(2010b, p. 14) 

While Gaver says:  

Considering the physical attributes of sound producing events is useful in driving 
intuitions about the sorts of perceptual dimensions and features that might characterise 
everyday listening .  3

(1993b, p. 18) 

Both Nudds and Gaver are hesitant to specify exactly which physical properties might be 
attributed to objects. However, both, cite various studies showing that listeners are adept 
at identifying what sort of objects have elicited a given auditory experience and 
spontaneously describe what they hear in terms of objects and their properties (and the 
events in which they are participating). Subjects have been found to be very good at 
identifying the material constitution of objects from what they hear (Wildes & Richards, 
1988), the lengths of steel rods dropped on the ground (Carello, et al. 1998), and even the 
shapes of steel plates when they are struck (Kunkler–Peck and Turvey 2000). Moreover, in 
free–identification tasks subjects spontaneously described what they heard in terms of 
objects and what was happening to them, such as ‘paper tearing’ .  4

If physical, material, properties such as these are attributed to material objects then, as 
well as fitting better with the idea that a given modality involves the attribution of 
multiple properties, this is arguably a more satisfying way of spelling out MOT than 
sound properties. Recall that one of the reasons for endorsing a mediate or immediate 

 Although Gaver uses the term “sound producing events” here, it is clear he means to include the 3

objects participating in these events as well.

 It is interesting also to note that the subjects of these tasks spontaneously talk about objects, 4

their properties and what they are doing rather than in terms of pitch, loudness or timbre. This 
might give us pause when we consider claims that it is obvious that what we hear we hear to bear 
audible properties such as pitch, timbre and loudness.
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account of audition is that this allows for perceptual contact with the material world 
itself, not simply the sounds it produces. However, if the only type of property we hear an 
object to possess is its (temporary or permanent) sound property, then this means that we 
in fact cannot be said to hear an object’s size, or density, or material constitution. These 
properties remain at one perceptual remove, in that our knowledge that an object is big 
or small, or made of wood, would still require some sort of post–perceptual inference 
from the perceived sound property. If we adopt a material properties approach to MOT 
then properties such as these might be within earshot after all.  

Even considering the causal connections and the studies just mentioned, it is still 
difficult to specify precisely what material properties we might auditorily attribute to 
objects. Should this lack of specificity count against the approach in general? I suggest 
not. If we consider philosophical and psychological discussion of visual perception we 
find precisely the same ambiguities between precisely what properties are visually 
attributed and how this relates to the physical characteristics of objects. As with the 
proposal I have just sketched, we decide which properties are in contention for visual 
attribution through reflection on our experiences and how they correlate with aspects of 
the physical world.  

We can see then, that thinking of MOT as involving the attribution of properties such as 
size, shape, material constitution and density is preferable to the idea of sounds as 
properties. By thinking of audition as involving only the attribution of a single property 
Kulvicki and Pasnau are conceding too much to those who consider sounds to be distinct 
from material objects. Starting an investigation into auditory perception with the 
question: ‘what is a sound?’ inclines even those who do not accept that sounds are 
distinct particulars to search for some single physical correlate with what we hear. In 
this section, I hope to have shown that this is not necessarily the case: audition can send 
a message about multiple properties at a time.  

3 Mismatch Arguments 
Now that we can see that MOT is best thought of as involving the attribution of multiple 
physical properties we are well placed to examine the arguments that have been made 
against the thesis. In this section I will consider three arguments against MOT, all of 
which turn on a lack of correspondence between audition and vision. 

Matching Up 

Matthiessen argues that we do not hear material objects on the grounds that audition 
supplies insufficient information about them, evidenced by our inability to 
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demonstratively refer to them, and the fact that we sometimes do not know what we hear 
until we look:  

knowledge about which sound we hear is sometimes not very informative. Often we want 
to single out the thing that made the sound. The sentence “I’m listening to the chirping of 
one of those five goldfinches, but I can’t tell which one I hear” can describe an everyday 
situation, whereas “I’m looking at one of those five goldfinches, but I can’t tell which one I 
see” sounds a bit stupid. Obviously, the sentence “I hear a chirping” does not go as far as 
the sentence “I hear this bird (or Tweety) chirping”. Talk about hearing things is richer 
than talk about hearing sounds. It includes a thesis about which thing is the source of the 
sound...Sometimes it not so easy to find out which thing we hear, and then we have to 
turn our head or get closer to single it out.  

(2010, p. 96 – 97) 

Determining why this argument fails will provide ammunition which can be used in 
defending MOT against other arguments, and so it will be useful to investigate in some 
detail. At root, Matthiessen’s argument betrays a certain visuocentrism of which we 
should be wary . If some aspect of the world is represented by both vision and some 5

other modality we should not expect the other modality to represent it in the same way as 
vision. To return to the ‘message’ metaphor, it is perfectly coherent to think that different 
modalities can send messages about the same aspect of the environment and yet do so in 
different languages, each with their own structural peculiarities and limitations. We 
might also think that while two messages can overlap in some of the information they 
provide, there might also be some information unique to each message.  

Consider touch. O’Callaghan accepts that this modality does represent material objects 
along with vision (2008, p. 804), but is also happy to allow that vision and tactile 
perception are structurally different: 

This traditional picture does not necessarily rule out that there could be ‘common 
sensibles’ accessible to more than one modality. For example, shape properties might be 
experienced through vision and through touch. What the traditional empiricist 
conception assumes is that these experiences are modality–specific and distinctive. There 
is, therefore, a distinctively visual way of experiencing shape that differs from the tactile 
experience of shape. (ibid., p.170)  

 O’Callaghan warns against a different type of visuocentrism: we should not assume that all 5

modalities represent material objects simply because vision does. We might call this object 
visuocentrism. My concern here is with what we might call correspondence visuocentrism: judging 
whether or not a non–visual modality represents a given environmental aspect on the basis of 
how similar it is to vision.
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If we accept that both vision and touch involve the representation of material objects 
then it seems obvious that they do so differently. That touch is phenomenologically 
different, attributes different types of property (e.g. temperature but not colour), and 
involves different types of sense receptor, are not reasons to give up the idea of tactile 
object perception. Importantly, these differences mean that it is possible for tactile and 
visual perception of the same material object to come apart. Imagine you are eating 
dinner with a friend, as you are talking you shift your foot and rest it against the table 
leg...until it moves, as it was in fact not the table’s leg but your companion’s. You can see 
and touch the same object without realising that they are one and the same. Again, 
imagine receiving two messages about the same subject, without realising that they are 
about the same subject.  

Given these considerations it is easy to think of a situation in which it would not seem 
stupid to say “I’m looking at one of those five goldfinches, but I can’t tell which one I see”. 
Imagine you hear five birds singing simultaneously. All of them have different calls and 
so are easy to differentiate from one another. Only a single bird is perched before you 
(the others are nearby in the aviary but outside your field of view) but you can’t tell by 
looking whether it is the one chirping, the one warbling, the one cheeping, the one 
twittering or the one cooing. In this case it seems perfectly correct to say that you cannot 
tell which bird you see.  

As with touch it is perfectly possible to argue that vision and audition, on some occasions 
represent the same material object, without representing it as the same object. The 
situation can be described as of five material objects being auditorily represented, and 
one being visually represented; that the visual cannot be matched up with any of the 
auditory, does not count against the claim that we auditorily represent material objects. 
Matthiessen’s argument fails because he implicitly assumes the conclusion of the 
argument he is trying to make. The reason why the sentence above sounds wrong to 
Matthiessen is because he already assumes that ‘those goldfinches’ must be cashed out in 
terms of a visual perceptual demonstrative. However, to allow visual but not auditory 
demonstration of objects begs the question. MOT is the claim that we do auditorily 
represent material objects and so can refer to them.  

Two Sounds, One Object 

A second, similar argument is put forward by O’Callaghan, who considers cases in which 
two sounds are heard as coming from the same object:  

The suggestion that auditory objects or streams are just ordinary objects that possess 
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sounds qua properties is unsatisfactory because audition is capable of representing, 
without error, distinct audible particulars where only a single ordinary object exists. 
Subjects reliably segregate distinct auditory objects or streams that come from a common 
object, ascribe to these auditory streams distinct audible qualities, and count the streams 
as distinct sounds. So, for example, you might hear the very same vehicle produce a 
humming sound while simultaneously generating a knocking rattle, or hear both a high–
pitched whine and the sound of a voice produced by a loudspeaker. Distinct audible 
particulars; single ordinary object.  

(2007, p. 20) 

This argument can be resisted by simply denying that the situation described involves 
the representation of only one object. Rather, it involves two auditorily represented 
objects and one visually represented object, which matches up to neither of them. It is 
one part of the car which is humming and another part which is rattling, both of which 
can be considered material objects in their own right with their own set of perceived 
material properties, but neither correlating with what is seen: the whole car. Notice also, 
that each of the two heard objects might potentially be seen. If it is the loose hinge of the 
boot which is rattling, you could go behind the car and look at the boot as it rattles: the 
object you see would correlate with one of the object’s you hear. If you altered your 
viewing angle so that the rattling boot and the humming engine were in your field of 
view simultaneously, the objects you hear would match up entirely with the objects you 
see.  

There is a class of cases which cannot be explained in this manner. You could tap the 
desk at the same time that I am scraping it, for example. Situations like this are best 
characterised as hearing two things happening to the same object and will be dealt with in 
the discussion of event hearing in the next chapter.  

Spectral Integration 

A third argument against MOT, which also relies on a mismatch between vision and 
audition can be found in Matthen: 

...sounds combine even when they come from different places. Though it may be clear 
from the quality and direction of the sounds that the violins are playing C and the violas 
G, it is also the case that the two together sound a fifth. (It is not invariably the case that 
these will combine: whether the violins and violas will merge or stay separate depends on 
other musical cues. In the simplest case, they might be playing a tune in unison, at 
different pitches. In this case, they will be heard as one unit...This phenomenon of 
simultaneous, or spectral, integration marks a radical difference between sounds and 
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colours or odours. The complexions of two persons standing next to each other never 
combine into a single whole; nor do their perfumes—but their voices might...Spectral 
integration is a producer–independent auditory experience, and this shows why sounds 
do not enter into an attributive relation with their producers. Since musical sounds are, 
so to speak, free both to be heard independently, and to combine, they are perceived as 
existing separately from their producers.  

(2010, pp. 286–286) 

Spectral integration is a form of mismatch because while there are two vibrating objects 
–the strings of the viola and violin– our auditory experience is as of a single thing. The 
difference between this case and the goldfinches or the car is that here auditory 
perception is wrong, it is sending a less accurate message about the world than vision. 
Hearing the violin and viola as one unit should not be thought of them as contributing to 
the creation of a single combined sound, but as creating the illusion of a single material 
object when in fact there is two.  

It is telling that Matthen uses a musical example. We saw in the discussion of ASA above 
that the auditory system uses features such as simultaneous onset and harmonic 
relations as cues to group disparate frequency components together. Music, as Bregman 
(1990, ch. 5) and Nudds (2010b, p. 22) point out, often involves the exploitation of such 
cues: if we hear the violin and viola as one it is plausibly because the frequency 
components that each produces will be harmonically related to one another. More 
complex cases, such as when two voices of a fugue merging and separating can be 
thought of as the auditory system making different decisions on how to group frequency 
components based on the competing cues which emerge as the music progresses.  

Music is not the only case of auditory systems miscounting the number of vibrating 
objects in the vicinity. An example that we will return to in later chapters is that of stereo 
and mono speakers: if a recording of one person singing is played back on two stereo 
speakers, the frequency components produced by each speaker will be grouped together 
and our experience will be as of one source, not two; if a song with multiple parts is 
played back on a single speaker, different frequency components produced by this one 
object will be grouped separately and our experience will be as of multiple sources, not 
one. As all of these cases can be thought of as the result of mis–firing grouping 
mechanisms, all can be thought of as illusions, and none are a threat to MOT.  

4 Three–Dimensional Structure & Singling Out 
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Hearing Spatially Extended Objects 

A different set of arguments against the ‘sounds as properties’ view, which might also be 
used against MOT, are made by O’Callaghan: 

Sounds are unlike ordinary tables and chairs – you cannot grasp or trace a sound – and 
sounds are not heard to be properties or qualities of tables and chairs, since sounds do not 
seem bound to ordinary objects in the way that their colors, shapes, and textures do.  

(2008, p. 804) 

It makes little sense, on the other hand, to suggest that we hear bounded, connected, 
cohesively moving three–dimensional constructions from surfaces as such. Audition is 
spatial, but I have never heard the boundary between two surfaces, nor have I heard 
something to complete spatially (at a time) behind an occluder. Instead, it seems that I 
hear sounds, and that sounds give clues to ordinary material objects.  

(ibid., p. 817) 

The complaint here against MOT can be put as follows: although hearing often allows us 
to locate in space –more or less– where material objects are, it does not tell us exactly 
how those objects fill out space. We can hear that there is a bell to our left, and we might 
be able to tell from hearing that it is a large bell rather than a small one, but unlike 
vision, we cannot tell from hearing how the object is extended in space: its shape, where 
its boundaries are, the contours and curves of its surfaces. This contrasts with both 
vision and touch. We can see the precise shape of the bell’s mouth, and feel how its 
shoulder curves through space by tracing our fingers over it. Furthermore, other 
perceived properties of the bell can be seen or felt as bound to these surfaces: the colour 
and shininess of the bell are seen to infuse its exterior; its coolness and smoothness felt as 
your fingers move across it.  

While it is true that audition does not present objects as extended in space in the same 
way that vision does, this cannot be a reason in and of itself for rejecting the idea that 
material objects are auditorily represented. The following three considerations 
demonstrate why this is so. First, we saw in Section 3 that simply because a given 
modality does not represent a particular type of property that vision does, is no reason to 
give up the idea that that modality does not represent material objects. An inability to 
feel what colour an object is does not count against the tactile perception of objects, for 
example. Why should audition’s silence on objects’ shapes count against MOT? Second, I 
suggested in Section 2 that we can think of audition as attributing material properties to 
objects such as shape, size and density. On this account, although audition does not send 
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a message about the dimensions of the portion of space that an object fills, it still might 
send some message about objects’ shapes. Third, if we accept that audition involves 
representing the material constitution of objects then it arguably represents aspects of 
their “rich spatial structure” which are, in fact, unavailable to vision. Tapping an object 
can reveal whether it is made from stone or polystyrene, and so shows its density, or it 
might reveal whether it is solid or hollow. This can be thought of as representing how an 
object extends in space on the inside. You cannot tell whether you are looking at a real 
apple or a hollow fake, but you can hear it if you drop it on the ground and listen; if you 
are searching for a place to hang a picture, you tap the wall to find an (invisible) hollow 
part through which to drive a nail.  

Singling Out and Discrimination 

A different way of interpreting O’Callaghan’s argument would be to focus on the role 
that boundedness and spatial extension play in singling out objects from the rest of the 
environment:  

It is counterintuitive to say you can auditorily single out material objects because 
auditory experiences do not reveal three–dimensional solid bodies with rich internal 
spatial structure as such. Nor does audition clearly distinguish distinct material objects 
engaged in an audible happening from each other. You may hear clapping but be unable 
to single out each of two individual hands; you may hear the stomping of a foot but be 
unable to distinguish the foot from the floor.  

(2011, p.23) 

On this interpretation, rather than being a mark of object perception in and of itself, 
perceiving an object’s boundaries and edges can be thought necessary to discriminate it 
from its surroundings, and discrimination is a good way of sorting the perceived from the 
unperceived. In addition to the remarks above O’Callaghan says: “Plausibly, perceiving a 
particular thing requires being able to differentiate, discriminate, or distinguish it from 
the surrounding environment” (ibid., p. 8) and cites works by Strawson (1959), Dretske 
(1969, p.20), Martin (2007), and Siegel (2006) as making a similar claim. Siegel, for 
example, says “If S sees o, then S’s visual phenomenology differentiates o from its 
immediate surroundings” (ibid., p. 434). Whilst Martin gives the following example: 

Suppose one sees a continuous red wall. The wall itself may be composed of bricks, 
although the discontinuities between the bricks may not be visible. In this case how 
things look to one as one stares at the wall depends on how (parts) of each of the bricks 
are. Had the middle brick been green, for example, and still part of the wall, then the wall 
would not have been a uniform red expanse. At the moment it looks to you as if there is a 
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red expanse before you, and that holds in virtue of each brick being red and that redness 
being visible. Do you thereby see any of the individual bricks? Not obviously so. After all, 
none of the individual bricks is segmented out for you in the visual array as a possible 
object of visual attention.  

(2007, p. 706) 

In this case, even if is right to say that a particular individual brick is a (partial) cause of 
the perception of a uniform expanse of red (if it was some other colour we would not see 
a uniform red), this is insufficient for it to be perceived, as it cannot be picked out and so 
is not a possible target for attention. What is more, this case would seem to show that 
visually discriminating something, and hence perceiving it, is closely tied to perceiving 
its boundaries. Imagine that if you get closer to the wall you can in fact make out the 
discontinuities between the bricks: each is bordered by a thin filling of cement, also 
painted red. It seems right to say that because I can now see the boundaries of the brick –
where it ends and the rest of the world begins– I thereby see the brick.  

The claim that this type of spatial singling out is necessary for perception is strengthened 
when we consider touch. As we have seen O’Callaghan thinks that touch is like vision 
inasmuch as both involve the representation of material objects. Here too, it seems that 
boundary perception is necessary for perceiving objects. Imagine walking barefoot on 
grass. Although you might feel a generally grassy texture on your soles you might not be 
able to feel any specific blade, and arguably, this entails that you are not perceiving any 
specific blade but simply an expanse of grassiness. However, just as with the individual 
bricks each blade could potentially be segmented out. If there were a single blade on a 
smooth marble floor you might well be able to detect it if you stand on it with your bare 
foot. Moreover, it seems that part of this detection would be feeling the shape of the blade 
against your skin, thereby knowing where the blade stops and the floor begins. We can 
now see why the lack of auditory boundary perception is a problem for MOT. If we 
cannot hear the boundaries of an object we are not able to differentiate it from the rest of 
the world, and if we cannot hear where the object stops and the rest of the world begins 
then perhaps it is wrong to say that we hear the object at all. Notice also that attributing 
properties like density or hollowness to an object does not allow for discrimination, as 
they concern an object’s internal structure, rather than how it relates to the surrounding 
world.  

A response to this argument would go as follows. Firstly, while we should accept that 
discrimination is required for perceiving an object, we should reject the claim that spatial 
discrimination is necessary. As we saw in Section 1, ASA involves frequency components 
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being grouped in ways which correspond to material objects. Whether this grouping is 
possible in a given situation depends upon factors such as how many other objects are 
producing sound waves at that moment. While we might not be able to differentiate a 
particular pair of hands clapping in the midst of an entire audience applauding, we 
might be able to if we moved our ears right next to that particular pair of hands so that 
the sound waves they generate are amplified in comparison to the surrounding 
frequencies. This type of picking out might be thought comparable to moving closer to 
Martin’s wall. By saying that perceptual discrimination need not be spatial, we might still 
think that MOT is a plausible position.  

It might be objected here that such an approach is simply stipulation. The meaning of 
“discriminate from surroundings” is being stretched, purely to accommodate MOT. At 
best, arguing for non–spatial discrimination might be thought to return us to the 
stalemate we saw in Section 1: it is not obvious whether ASA should be understood as 
non–spatial segmentation of frequencies into material objects or simply the 
segmentation of frequency components into sounds.  

It is here, however, that a more robust means of defending MOT emerges. Spatial singling 
out cannot be a good criterion for deciding what audition represents as this would 
appear to exclude sounds from what is auditorily represented as well. Recall that 
O’Callaghan identifies sounds with medium disturbing events at the surfaces of vibrating 
objects. A feature of this view is that sounds have locations and are heard to be located: 
“For simplicity, we can treat the location of the disturbing event at a time as the surface 
of interaction between the object and the medium” (2007, p. 85–86). But if sounds have 
locations, they must also have shapes, in that they have boundaries where they end and 
the rest of the world begins. It does not seem possible to disentangle an aspect of the 
environment having a location, with that same aspect having a shape. The shape of an 
object can be thought of as its very specific location: my laptop’s shape in space consists 
of all and only the places at which it is located. Similarly, a sounds shape is the region of 
space is the region at which it is located. Perhaps the whole of one side of an object is 
vibrating and disturbing the air. The sound in this case would be the exact shape of the 
medium disturbance, and therefore the same shape as the surface of the object. The fact 
that some sounds might have less clearly defined boundaries does not count against this 
idea. Perhaps the centre of the surface of an object is vibrating at a high amplitude and 
these vibrations peter out the further away from the centre that they are until eventually 
fading to nothing. In this case the sound itself can be thought of as petering out or fading 
away as well. But this does not entail that the sound is boundless, and therefore 
shapeless. A cloud of smoke might not have clear boundaries but it is nevertheless 
bounded in some sense: there are parts of the world at which that cloud is obviously 
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located and parts of the world which it is not. What is more we see the cloud of smoke as 
bounded; despite boundaries not being clearly defined we can nevertheless see it to have 
some shape, we can trace its outline in the air with our fingers. O’Callaghan accepts that 
sounds have spatial boundaries, albeit unclear ones: 

Though sounds appear to have clear temporal boundaries that circumscribe durations, 
the spatial boundaries of a sound are less obvious. Unlike objects, whose spatial 
boundaries are relatively clear and whose temporal boundaries are more difficult to 
discern, events are characterized by clear temporal boundaries but by spatial boundaries 
that may be unclear.  

(2007, p. 58) 

Yet if we do hear sounds of the type O’Callaghan proposes, we do not hear them to have 
edges and boundaries, clearly defined or not, despite their having them. Why not? It 
seems the most obvious answer here is that audition is just not in the business of 
representing whatever it represents as extending over space in the way of vision or touch. 
While it sends a message about the location of sounds, it remains silent on exactly how 
they extend in the world. But exactly the same argument could made for the auditory 
representation of material objects: we hear objects at locations but we do not hear 
exactly how they extend in space.  

Conclusion 

In this chapter I hope to have shown that the arguments that have been made against 
MOT fail, and that as object representation is a more parsimonious interpretation of ASA 
it should therefore be prefered over approaches which spell out ASA in terms of sound, 
not object representation. Auditory representation of material objects is plausible so long 
as we do not expect what we hear to always match up with what we see, nor use this 
matching up as a criterion for auditory representation of objects, nor expect audition to 
represent objects in the same way as vision. However, up until now I have put the issue of 
how we hear the interactions of material objects on hold. It is this issue which I shall turn 
to now.  
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Chapter 3: Hearing Events 

1 Hearing Objects Move 

We saw in the previous chapter that two arguments against the idea that we hear 
material objects, mis–match and singling out, fail and that there is therefore some reason 
to think that material objects are represented in auditory perceptual content. However, 
up until now I have set aside the question of whether and how we represent events 
involving those objects. It is obvious that different things happening to the same object can 
lead to differences in the phenomenological character of auditory experiences: hearing a 
chair dragged over a wooden floor sounds very different to hearing a chair slammed 
down upon it. It is equally obvious that the auditory experiences caused by vibrating 
objects lead to beliefs about how those objects have been caused to vibrate: I can learn, 
just from hearing, whether the floor has been struck or scraped. The most plausible way 
of explaining differences in phenomenology and beliefs formed is by saying that what is 
happening to an object affects the content of auditory perception. The question is how. 

As with our awareness of material objects, the sonicist has a straightforward answer: 
different ways of stimulating an object lead to it producing different sounds. That is, a 
scraped floor will disturb the air differently to a struck floor and the corresponding 
differences in sound waves produced will lead to the auditory system representing 
sounds with different timbres and durations. From the properties a given sound is heard 
as having, inferences can be made as to what is happening to an object. As many 
accounts wish to avoid the severe view, it is often suggested instead that our awareness of 
events through hearing is a case of our hearing events. The belief that a floor is being 
scraped is due to my auditorily representing the floor being scraped. We saw in Chapter 1 
that Heidegger said: “We hear the door shut in the house and never hear acoustical 
sensations or even mere sounds” and when contemporary proponents of mediate 
theories argue that we hear “sound sources” through hearing sounds they mean that we 
hear the activities of material objects through hearing sounds. As we shall see in this 
chapter, however, describing how such events can be auditorily represented is no mean 
feat.  

What Events might be heard? 

Before going any further it will be useful to get clearer about what types of events are in 
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contention for being heard. It is obvious that certain types of occurrence will remain 
forever out of earshot: you will never hear a chameleon change colour, nor a thought 
strike your interlocutor. Mediate and immediate theorists typically suggest that the 
events we hear are movements (Nudds 2014, p. 473) or “interactions of materials” (Gaver 
1993b, p. 6). This can be seen from the various examples given: doors slamming 
(Heidegger), keys jingling, feet stomping (O’Callaghan 2011), bells ringing (Leddington 
2014), balls rolling (Nudds 2014), and glass shattering (Kulvicki 2014) . Why think that 1

these are the sort of events we auditorily represent? One reason is that, unlike colour 
changes or the striking of thoughts, interactions and movements of objects often result 
in those objects vibrating so as to produce sound waves. We saw in Chapter 1 that 
different types of interaction lead to objects vibrating in characteristic ways, in 
particular, the pattern of vibration over time. Broadly speaking, while an object’s 
permanent properties, such as its mass or density, influence which frequencies it vibrates 
at, the manner in which it is stimulated affects the temporal characteristics of those 
component frequencies such as their onset pattern and amplitude (Gaver 1993b). If, for 
example, an object is struck it will receive a short burst of energy, leading to it vibrating 
at a high but immediately decreasing amplitude. A scraping, on the other hand, will 
involve a longer, steadier, stream of energy being imparted, and so will lead to an object 
vibrating for longer (potentially indefinitely) and at a steadier amplitude. The temporal 
characteristics of vibrations are inherited by the sound waves that they produce: the 
brief vibrations of an impact will lead to an equally brief burst of sound waves hitting the 
ear; the steadier vibration brought on by a scraping will lead to a steady stream of sound 
waves. If we think of the struck and scraped floor, it seems clear that our awareness of 
what is happening to it depends in some way upon the characteristic patterns of sound 
waves produced by different types of event. Moreover, temporal similarities of sound 
waves suggest why auditory experiences brought on by the same type of thing happening 
to different objects are somewhat similar: a collision still sounds like a collision whether a 
floor or a cymbal is struck, hearing a ball roll sounds somewhat similar to hearing a 
bottle roll. Gaver says: 

different sorts of interactions produce a wide range of characteristic amplitude and 
frequency patterns; it is probable that these patterns specify the acts that cause them.  

(1993b, p. 11, my emphasis) 

But can specification of events be understood as representation of events? And if it does, 

 We might divide these types of events further into activities, like scrapings or rollings, which have 1

no natural end point, and accomplishments, like strikings and smashings, which do (see Vendler 
1957).
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how should these representations be characterised? We can see through a comparison 
with our visual perception of events that these are not straightforward questions to 
answer.  

Hearing Vs. Seeing Movements 

In the previous chapter I argued that we have some reason to think that material objects 
are auditory represented. If this is correct then audition is more similar to vision than 
some have supposed. It is also clear that we can see the types of event that proponents of 
mediate and immediate theories suggest that we hear: we can see a ball rolling, or a chair 
being dragged. An initial thought might be, then, that if we both hear and see material 
objects, and events are “things that happen or occur either at moments or through 
periods of time, that can be seen or heard” (Bennett 1988, p. 2), we might hear events 
involving those objects in a way similar to how we see them. However, it is clear on 
reflection that the visual model of seeing events cannot be straightforwardly applied to 
audition. Consider watching a ball rolling down a bowling lane: arguably seeing this 
event involves seeing the lane itself, and seeing the ball to change its location and 
orientation as it rolls over and over . As we saw in the previous chapter, however, if 2

audition represents material objects at all, it does not represent how they fill out space, 
and filling out space seems to be precisely what is needed to see the bowling ball roll 
down the lane. We might be able to learn through hearing that the ball rolled down the 
lane for a certain length of time, but we would not learn whether the finger holes of the 
ball were pointing towards the ceiling when it was halfway down the lane, nor whether it 
veered to the left or right before reaching its destination. If we do not hear events in the 
same way as we see them, through the representation of material objects and their 
changing properties, how do we hear them? A different model of auditory event 
perception is required. The aim of this chapter is to provide one.  

In Section 2, I shall give more details of the visual model. In particular, I shall suggest 
that various accounts of seeing change or movement can be thought of as having two 
components: the sequential attribution of properties to a represented material object, 
and a specious present, or temporal window, in which discriminable changes in properties 
at short durations lead to experiences of change. Once these features are laid out we will 
be in a better position to see how similar or different hearing movement is to seeing it. In 
Section 3 I will examine a proposal by Kulvicki which can be thought of as an attempt to 
adapt the visual model so that it is a better fit with audition: rather than hearing 
movement through hearing changes in an object’s location, we hear it through hearing 

 We will see in the next section that there is more to seeing movements than simply seeing 2

changes in location. 
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other aspects of its appearance to change. I will argue that this proposal fails: auditory 
event perception is not plausibly thought of as involving the sequential attribution of any 
type of property to an individual. This issue demonstrates quite how different an account 
of auditory event perception needs to be from the visual and in Section 4 I shall examine 
a different approach, found in O’Callaghan and Leddington, in which events involving 
material objects are heard as individuals in their own right, rather than via the 
representation of objects and their properties. I shall extend this approach by suggesting 
that our representation of temporally extended events can be usefully compared to our 
representation of spatially extended, shaped objects. In the final section I will return to 
the question of how event hearing relates to object hearing, and put forward an account 
in which event perception is conceived of in terms of the representation of two sensory 
individuals simultaneously: a vibrating material object and a temporally extended force 
applied to that object.  

2 The Visual Model 

Property Sequences and the Specious Present  

We have seen that on the sensory individual thesis perceptual content consists in 
properties being attributed to individuals, and that the orthodox view is that our visual 
systems represent material objects . In describing this approach, both Clark and Cohen 3

refer to properties being instantiated at “spatio–temporal locations” or “spatio–temporal 
regions” (Clark 2000, p. 40; Cohen 2004, my emphasis). It would seem that the temporal 
location they are referring to is the present moment. Although properties can be attributed 
to different objects located at different places in egocentric space, they are only placed at 
one temporal location: now. A starting point for how this framework could accommodate 
event perception would be to say that it involves attributing the same individual different 
properties at successive ‘now’s: the event of a chameleon changing from red to yellow 
involves seeing it to be first red, now orange, and now yellow; we see the seconds hand of 
a clock sweep across the clockface by seeing it to be at one location, then another, then 
another. If an object is represented as having exactly the same properties for some 
duration it is still clear that we are seeing the object, but we are not seeing it to change, 
move, or participate in any other type of event. We can say then, that the sequential 
attribution of properties to objects is a necessary component of seeing events.  

This is not to say that sequential property attribution is sufficient. Most philosophers 

 I shall assume in what follows that vision involves the attribution of properties to objects rather 3

than places as Clark suggests. 

 42



interested in perception over time endorse something like William James’ chiasmus: “A 
succession of feelings, in and of itself, is not a feeling of succession” (James 1890, Vol. I, p. 
629). A well worn example used to illustrate this is to compare the experience of looking 
at the seconds hand of a clock with looking at its hour hand. If you stare at the hour 
hand long enough you will see, after a while, that it has moved, but at any given moment 
it will look entirely stationary; if you look at the seconds hand, however, it seems right to 
say that you see it moving, it changes location as you watch. In both situations the object 
is moving, and in the case of the hour hand you do, after a while, attribute it a different 
location property now than you did a moment ago, so why don’t we see it moving in the 
same way that we do the seconds hand?  

James, and many philosophers after him, differentiated successions of experiences from 
experiences of succession by appealing to the notion of a specious present. He says: “the 
practically cognized present is no knife–edge, but a saddle–back, with a certain breadth 
of its own” (ibid., p. 609). What is meant by this is that we do not experience the world as 
a series of ultra–thin instants, but rather at short, but extended, durations at a time. There 
are a variety of opinions and controversies as to how we should understand this claim, 
but I shall not consider them here and instead limit myself to introducing some 
hopefully fairly uncontroversial features of specious present theories . Phillips describes 4

the “core” (2011, p. 3) of specious present theories as follows: 

The dynamic content of our experience at short timescales is metaphysically dependent 
on the content of experience over longer timescales. 
(ibid.) 

The duration of the “longer timescale” varies from theory to theory. James himself 
suggested that the specious present was up to a minute in duration, but this seems quite 
unlikely and most contemporary accounts put it as much lower –in the region of 300ms– 
one and a half seconds .  5

But what is the nature of this dependency? One way in which it has been laid out is to 
conceive of the specious present as a temporal field, or temporal window, comparable to 
the visual spatial field (e.g. Phillips 2011, p. 363; 2014, p. 5; Dainton 2008a, p. 634). When 
we consider our visual experience it is clear that we take in our surroundings not point 
by point but a ‘chunk’ of space at a time. Even if our visual experience consisted of a 

 For example the debate between retentionalist and extentionalist conceptions.4

Dainton (2000, p. 171) estimates it to be about half a second or less, Lockwood “a second or a 5

second and a half’ (2005, p. 381), and Strawson about 300ms (2011).
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single point of colour on a black background it would still be a point of colour at a 
particular location relative to the location of the black background; if the dot were 
removed, we would see an expanse of blackness. The spatial field allows us to perceive 
spatial relations between objects: a red triangle and a green circle are not only perceived 
simultaneously but also as adjacent to each other . Similarly, different elements seen 6

within the duration of a single specious present are taken in in a single “gulp” (Lockwood 
2005, p. 365), or, as Dainton puts it, are “diachronically co–conscious” with one another 
(2010, p. p.135), in the same way we might think of different individuals contained in a 
single spatial field as synchronically co–conscious.  

Within this framework, perceiving an object to change involves attributing it 
discriminably different properties within a single temporal window. Hoerl says: 

For us to see an object moving, the position of that object at the beginning of the interval 
covered by one specious present and its position at the end of that interval must be such 
that I can visually discriminate between them. 

(2013, p. 18) 

While Phillips suggests how such a model can be used to differentiate cases of perceived 
and unperceived change:  

The most obvious case in point is that of slow change. Here we can think of perception as 
having a ‘temporal window’, and of an object needing to change a sufficient amount 
within that window in order for change to be perceived. Thus, if the temporal window for 
vision is n seconds long, and an object must change position by u degrees of visual angle 
for it to be in a noticeably different position, then we can think of change as being 
perceptible only if the object is changing position at a rate greater than or equal to //n 
degrees per second...In cases where an object moves at a slower rate than this, we may 
remain in experiential contact with the object and its features throughout an interval in 
such a way that our experience changes as the object changes position and yet fail to 
perceive change as such.  

(2014, p. 5) 

If something changes at a quick enough rate so that it is attributed one discriminably 
different property at the end of a single specious present than from the beginning then 
the change is perceived; if that thing is changing more slowly so that it is not 

 I will discuss another type of visual experience which depends on the representation of these 6

relations in Section 4
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discriminably different at the end than from the beginning of a single specious present 
then the event, the change, is not perceived. This model of seeing change across time can 
be thought comparable to seeing variation across space. Imagine you are standing before 
a large, somewhat sub–Rothkoian, painting. It consists entirely of a large block of red, 
gradually changing horizontally from a deep merlot colour at the far left of the canvas, to 
a brighter fire engine shade at the far right. When you stand far enough away you can 
take in the whole colour gradient in one ‘gulp’, you can see the variation in colour spread 
out before you. The light being reflected by one end of the canvas to the other is 
sufficiently different for the visual system to attribute different colour properties to 
different parts of the canvas. Consider a second case in which you are a few steps closer 
and the painting is only 15 cm or so from your nose. In this case, although there is a 
difference in the frequency of light reflected by the portions of the painting at the left 
and right of your visual field, it is too small to be be detected by your visual system and 
you attribute the canvas a uniform red. 

We can think of cases of perceived and unperceived change in a similar manner. If an 
object changes sufficiently so that it is discriminably different at one end of a single 
specious present to the other then change, and so an event, is perceived. We take in the 
the difference in one gulp in the same way that we take in the colour gradient of the 
whole canvas in one gulp. Different properties of the same type are diachronically co–
conscious in the first case and synchronically co–conscious in the latter. If on the other 
hand a property does not change by a discriminable degree within a specious present we 
perceive it as stable and unchanging, just as we would see an unchanging, uniform red if 
we stand too close to canvas.  

On this model, visual experience of movement, can be thought of as simply another case 
of visual experience of changing properties: we see the seconds hand to move due to it 
adopting discriminably different locations (as opposed to colours, or any other type of 
property) within a single temporal window. The hour hand’s moving remains 
unperceived because it is not discriminably different within a single spatial field.  

3 Hearing Events as Sequential Property Attribution 

Changing Appearances  

In Section 1 it was suggested that auditory representation of movement cannot be a case 
of hearing objects to be at different locations at different moments. If we represent 
material objects at all, we do not hear objects as extended in space and so movement of 
objects cannot be explained as seeing their location and orientation in space to change. 
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However, as we shall see now, on a proposal of Kulvicki’s (2008), hearing events is 
structurally similar to seeing events in that involves the sequential attribution of 
properties, but differs in which type of properties are changing.  

We saw in the previous chapter that on Kulvicki’s stable disposition view, material 
objects are immediately represented in audition, and attributed stable ‘sound’ properties, 
akin to visually attributed colours. I also suggested that this view could be improved 
upon: we do not attribute a single type of ‘sound’ property to an object but rather a suite 
of material properties such as mass and density. However, Kulvicki’s account of event 
perception can be applied just as easily to my approach as it can to his. At root, this 
approach attempts to draw parallels between hearing what is happening to an object and 
seeing its appearance change as the light illuminating it changes. His first step is to draw 
on a particular account of colour constancy (we will see another way that colour 
constancy has been explained in Section 5). He says: 

The green grass at dusk looks like green grass illuminated oddly. The grass at noon on a 
sunny day looks like grass illuminated brightly, while on a cloudy day it looks more softly 
illuminated. These are all aspects of the object’s appearance, and some of them concern 
the illuminant. Visual experience reveals aspects of the illuminants that allow one to see 
color in the first place. 

(ibid., p. 9) 

How can the grass look different at dusk and noon, and yet still look to be the same 
shade of green? One way, which fits well with Kulvicki’s remark that the light affects 
“aspects of the object’s appearance” is the idea that seeing illuminated objects involves 
the attribution of two types of property: intrinsic, stable, colour properties, and 
illumination dependent appearance properties. The grass at noon and dusk is attributed 
the same colour property but different appearance properties. Such an approach to 
colour constancy is endorsed by Shoemaker (2006) and, arguably, Schellenberg  (2008).  7

As with any other type of property that an object might be visually attributed,appearance 
properties can be seen to change: 

Change the spectral composition, brightness, orientation, or spatial extent of illumination 
and you notice these events...These events do not seem to affect the colors of things, but 
they crucially involve perception of things’ colors. Spotlights move quickly across the 
room. Phenomenologically, perception of their motion is tied to the revealing of things’ 

 Matthen at least interprets her position this way (2010, p. 226).7
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shapes and colors as the lights move across the otherwise dark space. We see many events 
by seeing things’ colors...In an extreme, rave–inspired version of this scenario, lights of 
many colors twirl, pulse, blink, brighten, and dim, making everything seem like it’s 
something that’s happening. We see many events by seeing things’ colors...Things are 
similar with sounds.  

(Kulvicki 2008, pp. 12–13) 

Seeing the appearance of an object to change as illumination conditions change can be 
thought of as just another case of sequential property attribution to an object. In the 
same way that seeing the chameleon change colour, or the seconds hand move, involves 
perceiving the object to have different colour or location properties at different 
moments, seeing its appearance change synchronously with the light involves 
attributing different appearance properties at different moments. At the same time other 
properties of the object remain stable: the chameleon keeps it shape throughout its colour 
change, the clock hand retains its size while moving, and the floor keeps its colour as the 
light illuminating it fades. We can interpret Kulvicki’s account as saying that audition is 
structurally similar: hearing what is happening to a material object is a case of 
attributing it a suite of stable material properties (or a single stable sound property) for a 
certain duration, but, simultaneously, attributing it different appearance properties in 
sequence for that same duration.  

We are now in a position to see how this account would explain the difference between 
hearing a wooden floor scraped and hearing it struck. The differences between these two 
experiences can be thought of as the result of different sequences of appearance 
properties being attributed to the object depending on how it is stimulated. Hearing a 
floor being struck and hearing it being scraped, can be thought of as comparable to 
looking at the floor as a spotlight dims and looking at the same floor as the spotlight 
flickers: differences in stimulation result in the object cycling through different 
appearances, but in both cases, the floor is attributed the same stable colour property 
throughout these changes. We might think the same is true in audition: regardless of 
which way the floor’s appearance is changing, it is attributed the same stable material 
properties (woodenness, solidity) throughout the event. Alternatively, the appearance 
properties approach can explain why hearing the same type of thing happening to 
different objects results in somewhat similar auditory experiences: all strikings sound 
like strikings, and all scrapings like scrapings, because the characteristic vibration 
patterns caused by different types of interaction, result in characteristic patterns of 
appearance properties being attributed.  
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Problems with Properties 

Unfortunately, this approach runs into serious difficulties. Specifically, if we consider the 
differences between audition and vision more carefully we will see that it is quite 
implausible to think that auditory event perception involves the sequential attribution of 
any type of property to material objects. That is, the visual model cannot be adapted for 
audition by changing which properties are perceived to be changing, it should be rejected 
outright.  

We saw in Section 2 that seeing events is not simply a case of attributing sequences of 
properties to objects but that the rate of change must be quick enough so that an object 
looks discriminably different at one end of a single specious present to another. 
Appealing to the specious present helps explain why slow property changes are not 
perceived: if an object is not changing sufficiently quickly then it is not attributed 
discriminably different properties within a specious present and so movement is not 
perceived. We can begin to see the difficulties of explaining auditory event perception in 
terms of changing appearance properties by noting that there is no auditory equivalent 
of slow change cases. While it is perfectly possible that a spotlight might dim so slowly 
that you do not see the appearance of the object change –only that it has changed, after 
the fact– it is not possible for the floor to be scraped so slowly that you do not notice it 
being scraped until after it has been. Neither is it possible to find an auditory analog of 
‘no change’ cases: if the clock has stopped, or the light illuminating the floor is steady, we 
will represent the object and its properties, but not represent any property to be 
changing. But again, we never simply hear the floor and its stable properties in the way 
we can simply see the floor and its stable properties, but only ever the floor being struck, 
scraped, or stimulated in some other way. It seems that if we do auditorily represent 
material objects we only ever represent them as involved in some interaction or other, 
never doing nothing.  

This aspect can also be seen by noticing that auditory experiences cannot be ‘paused’ or 
‘decomposed’ in the same way as visual experiences. Visual experiences of events can be 
paused in that any property an object is seen as changing from, to, or through, is one that 
it could be potentially be seen to have indefinitely: the clock might stop so that we see the 
seconds hand to remain between the ‘3’ and the ‘4’, the chameleon might choose to stay a 
particular shade of orange rather than continue on to yellow, and you might stop turning 
the dimmer knob just before the spotlight completely fades to black. Similarly, if a video 
recording was made of any of these events, the individual frames would depict objects 
with stable colour, location or appearance properties: an orange chameleon, a stopped 
clock, a half lit floor. That visual event perception can be broken down in this way is a 
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good reason to think that it involves sequential property attribution, as it shows that 
sequences can be halted arbitrarily, meaning that what would have been a temporarily 
attributed property becomes a more permanent one. This is not to deny the necessity of 
the temporal window, but only to highlight that visual perceptions of change are built 
from attributions of potentially static properties, in the same way that seeing the 
variation of the sub–Rothko can be thought of as built from various shades of red, any 
one of which could have been seen to fill the entire canvas.  

Auditory perception, however, cannot be paused, and neither does it decompose in the 
same way as vision. Although a scraping event can stop at any moment this does not lead 
to an auditory ‘freeze frame’ of a the floor in a particular static state, rather, as stopping 
the scraping means the object ceases to vibrate and therefore stops producing sound 
waves, we hear only silence. The same is true even if more artificial means are used and 
an audio recording of a scraping is made and then cut into snippets. Regardless of how 
coarsely or finely the recording is cut there will never be a slice of audio the playback of 
which presents a floor to which nothing is happening: if a snippet is of a very short 
duration it will be heard simply as a click (Gelfand 2009, p. 170), unidentifiable as a floor 
being scraped. If increasingly long snippets are played back then eventually one will 
sound like a floor being momentarily scraped, but there will be no auditory snippet 
between these two extremes of simply ‘the floor’. I take this examples to show that 
auditory experience cannot represent objects with static properties, and if this is correct 
then any attempt to apply the visual model will fail. Explaining event perception in terms 
of changing properties requires that any property attributed as part of a sequence is one 
that an object could potentially have indefinitely. Without auditory perceptions of 
unchanging objects there are no elements from which perceptions of changing objects 
can be constructed.  

4 Events as Sensory Individuals 

Events before Objects 

On the visual model, and Kulvicki’s adaptation, the representation of material objects 
can be thought of as perceptually prior to the representation of their movements. 
Material objects are the aspects of the world that the perceptual system represents and it 
is via the representation of their properties changing over time that movement is 
perceived. We have just seen that such a model is not a good fit for audition and I turn 
now to an alternative found in Leddington (2014) and O’Callaghan (2011), both of whom 
argue that audition represents events themselves, rather than their participating objects. 
O’Callaghan argues for a mediate account of auditory perception in which we hear 
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sounds and hear them as parts of events: 

Sounds audibly are constituent parts of everyday audible events, such as collisions and 
vibrations, which involve material bodies.  

(2011, p. 19) 

he goes on: 

Objects figure in occurrences that involve more than just audible sounds. When you hear 
a sound, it also is plausible that you may hear a broader occurrence that includes more 
than just a sound. Such more encompassing events, I claim, are something you hear when 
you hear what I have called the sources of sounds. Furthermore, such audible sources 
audibly include sounds as constitutive parts.  

(ibid.) 

Leddington (2014) can be classified as an immediate theorist, arguing against the idea 
that sounds are individuals distinct from ordinary events: 

Strictly speaking, objects do not make sounds—events do...While you may say, “That’s the 
bell,” in identifying a sound source, such a claim is implicitly understood as elliptically 
picking out an event by picking out an object involved in it. The idea that only events can 
make sounds is part of our ordinary, untutored conception of sound... Thinking of the bell 
as what makes the sound easily leads to thinking of the sound as independent of its 
source, since, after all, they have very different persistence conditions. On the other hand, 
if we think of sound sources as events, then we don’t have this problem. When the event 
ends, the sound ceases. Moreover, as the sound changes, the event does, too. And you seem 
to hear the change in the event, but not merely in virtue of hearing a change in the sound.  

(ibid., p. 330) 

On his account the term ‘sound’ does not refer to an individual, nor a temporary or stable 
property of an object, but to a property of an event: 

...the event auditorily seems to have a certain feature: it’s noisy. On this view, sounds 
auditorily seem to permeate or saturate the events that cause them...just as colors visually 
seem to permeate or saturate their bearers. And just as we seem to see colored objects 
rather than objects and their colors, we seem to hear noisy events rather than events and 
their constituent noises.  

(ibid., pp. 330 – 331, my emphasis)  
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If sounds are heard as located, then they are heard as part of the physical world. (Again, 
however, the question remains: what sort of part? Are they heard as properties of events? 
Or as constituents of them? Properties, I think.)  

(ibid., p. 332) 

These views differ in how they conceive of the connection between hearing sounds and 
hearing events. Sounds are either heard to saturate events, in the manner that colours 
are seen to saturate objects, or heard as parts of events, in the manner that we see the 
front facing surfaces as parts of a larger object. I would like to focus here on what they 
have in common. On both accounts, we hear events (mediately or immediately) and we 
do not hear them by hearing their participating objects.  

I suggest that the best way to interpret this idea is as a claim about how the movements of 
objects are auditorily represented. On this account we hear the same types of interaction 
events as we see, but they are represented in a different way. Rather than a sequence of 
properties being attributed to an enduring object individual, these accounts can be 
understood as saying that the movement of an object is represented as a single, 
temporally extended, individual. Consider again the scraped floor. On the account outlined 
in Section 2, seeing this event involves two represented objects, floor and chair, and 
attributing different location properties to the chair for a certain duration. On the event 
account of audition the same movement is represented as a ‘scraping’ individual, 
extending over a certain duration. As we saw in the previous chapter, seeing a material 
object involves representing it as a bounded individual, taking up a particular portion of 
the environment. We can think of events as being heard to extend over a time in a similar 
manner: hearing a striking or a scraping is to represent a single entity, spread over a 
duration of time.  

That events in the world can be perceived as individuals is not especially unusual. On all 
three of the accounts we have looked at as to what sounds are, we hear events, be they 
vibrations, medium disturbances or waves. The idea that movements of objects are 
represented as individuals in their own right also has some precedent in “direct realist” 
accounts of speech perception. According to Fowler (e.g. 1996) hearing a person speak 
should not be understood as hearing sounds they produce but as hearing a movement: 
“the articulatory objects of perception are actual, phonetically structured, vocal tract 
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movements, or gestures” (Diehl et al., p. 152) . O’Callaghan and Leddington’s approach can 8

be thought of as extending this to encompass ordinary ecological movements as well.  

Temporal Shape 

We saw in Section 3 that there are various features of auditory perception (a lack of slow 
change and no change cases, a lack of pausing, and differences in decomposition) which 
tell against the possibility that hearing events consists in the sequential attribution of 
properties within a specious present. We might ask how, exactly, event approaches 
provide a better account. How should we think of temporally extended sensory 
individuals if not as enduring feature bearers with changing properties? The answer can 
be found by continuing the analogy between temporal and spatial extension: a modest 
extension of ideas concerning the specious present as a temporal window allows for a 
comparison between hearing events and seeing the shapes of objects. This provides a way 
of understanding temporally extended individuals which better accounts for audition’s 
differences with vision.  

In Section 2 we saw that the visual model of seeing properties change over time can be 
compared with seeing properties vary across space: if an object has discriminably 
different properties within a temporal or spatial window, then change or variation 
respectively, are themselves perceived. However, the idea of a temporal window presents 
a second way in which we might think of the representation of temporally extended 
individuals. We can think of events as being heard as having a temporal shape. Recall the 
many properties problem introduced in Chapter 1. Often, when this is introduced colour 
and shape properties are presented as equals: a sensory individual possesses both a colour 
and a shape: a green triangle, a red square etc. (e.g. O'Callaghan 2008, p. 807, Cohen 2004, 
p. 2). However, Clark points out that the two are actually quite dissimilar: whereas 
represented colour can be punctate –a single point in the visual field can be represented 
as having a colour (ibid., p. 18), the shape of an individual cannot: you can’t have a single 
point of circularity or triangularity. This is arguably because shape perception depends 
on the visual field, on being able to take in our environment one spatial chunk at a time, 
in a way that colour perception does not. As Clark puts it, there is a “special place for 
shapes” (p. 19) and that “Perception of shape seems to require perception of relational 
properties” (p. 20). Recall that the visual field allows for the perception of multiple objects 
simultaneously, and relations between them such as ‘next to’, ‘to the right of’, etc. Seeing 

 Direct realist accounts can be contrasted with motor theory accounts put forward by Liberman 8

and colleagues (e.g. Liberman and Mattingly 1985/1991). The former, holds that we hear a speaker’s 
actual articulatory gestures, while the latter holds that we hear the speaker's intended gestures. See 
Diehl et al. (2004) and Fowler (1996).
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a single object to be of a particular shape would seem to depend on the representation of 
a similar type of spatial relation: seeing a triangle depends on seeing three lines extended 
in space and seeing that they stand in certain spatial relations to one another. Perceiving 
shape like this can be put in a way which recalls Phillips’ claim about the “core” of 
specious present theories: the content of our perception of a smaller region of the visual 
field metaphysically depends upon on the content of a larger region. Seeing the corner of 
a triangle as a corner of a triangle, depends on seeing the entire figure.  

Seeing shapes extended in space provides a way in which we might model temporally 
extended sensory individuals. Hearing an event is not like taking in a colour gradient in 
one gulp, but seeing a shape in its entirety. Note that conceiving of temporal dependency 
in this way is not an especially large departure from either the sensory individual 
framework or the views on temporal perception which we have examined so far. Clark 
accepts that spatial relations within the visual field can be represented, and the specious 
present is often conceived of in terms of a temporal window. The temporal shape model 
simply allows that similar relations can hold between what is heard within a temporal 
window, as between what is perceived within the visual field: shapes are seen as filling 
regions of space and movements of objects heard as filling regions of time.  

Like the sequential attributional model, the temporal shape model provides a way of 
explaining how similar types of event sound similar. We saw that sequential attribution 
could explain how two events of the same type, but different objects, sound similar: 
hearing one object being struck and then another being struck is a case of attributing a 
similar sequence of appearance properties to both. On the temporal shape account, the 
similarity is explained in terms of similar events giving rise to sensory individuals with a 
similar temporal shape: two impacts sound somewhat similar in the same way that two 
triangles, an isosceles and scalene, look somewhat similar.  

Unlike the sequential attribution model, however, temporal shape provides a 
straightforward account of the differences between visual and auditory event 
perception. We saw that there is no auditory equivalent to slow change, no change, and 
pausing cases. That is, auditory perception does not present objects to which nothing is 
happening. On the temporal shape account, we do not hear unmoving objects for the 
same reason that we do see unshaped objects. Seeing the world through a spatial window 
entails that all we see is shaped, hearing it through a temporal window entails that all we 
hear unfolds. It also accounts for the differences between auditory and visual 
decomposition. As the sub–Rothko is built from different shades of red, tearing it up will 
result in individual pieces of different shades, but if a drawing of a triangle were ripped 
up, the individual pieces would not depict triangles, or triangularity. If a scrap of triangle 
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is seen in isolation it will be seen as having some shape, in the same way that we still hear 
something, a click, when presented with an audio snippet. But what we see will not be 
seen to bear the necessary spatial relations with other elements for it to be seen as a 
triangle; similarly, a snippet of scraping heard in isolation does not bear the necessary 
temporal relations with other elements in a specious present for it to be heard as a 
scraping.  

Objects and Events 

We can now turn to a second issue for event views: the perceptual status of material 
objects. The quotations which began this section showed us that Leddington and 
O’Callaghan are sceptical as to whether material objects can be heard. The same 
sentiment can be found when O’Callaghan suggests that: 

Hearing is notable in that it is plausible that you do not auditorily experience ordinary 
material objects as such, while you do auditorily experience their activities.  

(2011, p. 23)  

However, he goes on later in the paragraph to consider a second, weaker, position: 

Nevertheless, the account does permit that on auditory grounds you could become aware 
of ordinary material things. And, if you hear them, you even may hear material objects to 
be constituents of audible occurrences. Any audible material objects, however, audibly are 
constituents of audible happenings in a way that differs from sounds. They are more like 
protagonists or sufferers of audible occurrences that involve sounds. Thus, for example, 
you may hear the keys and hear them to be that which jiggles and jingles. The 
mereological account has the resources to explain auditory awareness as of ordinary 
objects. I remain neutral here about whether any such hearing of material objects is mediate or 
immediate, and about whether it supports demonstrative singular reference.  

(ibid., my emphasis) 

I will suggest here that this second option is the more desirable. We have already seen in 
the previous chapters some reasons for thinking that material objects are auditorily 
represented. First, the characteristics of the sound waves reaching the ear are determined 
by the properties of the vibrating object just as much as they are by the activity in which 
that object is involved (Ch. 1). Second, the auditory system tends to group sound waves 
together in a way that correlates with individual objects (Ch. 2, Sec. 2,). Third, thoughts 
which audition prompts about material things and their stable properties are no less 
immediate than the thoughts it prompts about their activities (Ch. 2, Sec. 2). Moreover, we 
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also saw that two types of argument which have been made against the idea that we hear 
things, fail: mismatches between what we hear and what we see are not grounds for 
giving up the idea that we hear things any more than it is for giving up the idea that we 
see them; not hearing boundaries or spatial extension counts just as much against our 
hearing sounds as it does our hearing objects.  

We also saw at the beginning of this section that despite differences in the structure of 
perceptual content, event views can be thought of as claiming that audition represents 
the very same temporally extended aspects of our environment as vision, but differing in 
how they are represented. We auditorily represent the movements of objects as 
individuals in their own right, but visually represent them as objects with changing 
properties. If this is correct then it is difficult to see why we should give up the idea that 
objects are heard, as we are after all hearing the same aspects of our environment as we 
are seeing. If you hear the floor being scraped, and I see it, do we not perceive the same 
event?   9

The question now becomes how. Another reason for scepticism about the possibility of 
hearing objects might be that it is difficult to see how it fits in with event views as they 
have been introduced so far. How can the representation of objects fit with the idea that 
temporally extended events are the sensory individuals of audition? One possibility is 
that auditory content is the reverse of visual: we see events through seeing objects and 
their properties, might we hear objects through hearing events and their properties? One 
way in which this could work would be to say that material objects are represented as 
properties of events. That is, hearing a scraped floor might be to represent a scraping 
individual with a certain ‘wooden’ property, which would be shared with a collision event 
involving the same object. Hearing a clang on the other hand, would be to represent a 
collision event with a certain metallic property. 

While this type of approach might be possible, I shall not pursue it further here as I think 
there is a more compelling account available. There is parity in how object and activity 

 This point also fits with metaphysical accounts in which events are held to supervene on their 9

objects. Bennett says: “Events are not basic items in the universe; they should not be included in 
any fundamental ontology...events are supervenient entities, meaning that all the truths about 
them are logically entailed by and explained or made true by truths that do not involve the event 
concept. Similarly, all the truths about universities come from truths about people and buildings 
and equipment; all the truths about ecological niches come from truths about plants and animals 
and weather and terrain” (1998, p. 12; see also Lombard 1986). It might also be thought to fit, 
accounts that try to collapse the distinction between objects and events, such as those proposed by 
Goodman (1966) and Sider (2001).
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affect sound waves, and parity in the immediacy of our awareness of each, and in the 
following I will suggest an account of auditory content in which object and movement 
are equal partners, with neither being represented as secondary to, or dependent on the 
representation of the other. Key to this approach is the idea that we hear objects as 
sufferers of events: we represent objects and we represent temporally extended forces as 
acting on those objects.  

5 Auditory Parsing 

Seeing the Light: Multiple Sensory Individuals in Vision 

On the auditory parsing view, hearing events involves the representation of two types of 
sensory individual: an enduring material object with unchanging stable properties, and a 
temporally extended representation of the force applied to that material object. In a 
moment I shall set out what I mean by a force, and how it can be thought of as 
temporally extended, but first I will lay out the general thrust of this approach. Firstly, 
notice that theories of perception which posit the representation of multiple sensory 
individual types within a single modality are, although not common, not especially 
unusual. In fact, we have seen this exactly sort of approach in the mediate accounts of 
Nudds and O’Callaghan, who both posit representations of sounds, sources, and a 
relation between them. Multiple sensory individuals can also be found in theories of 
vision: as mentioned in Chapter 1, although Clark and Cohen are often portrayed as 
arguing that vision represents either places or object, Cohen at least, suggests that both, 
are in a sense, represented (Cohen 2004, sec. 3.3; see also Clark 2004); in the next chapter 
we shall see that philosophers such as Martin (1992) argue that we see not just material 
objects but also the empty space between them.  

The visual approach most similar to auditory parsing, is Matthen’s account of colour 
constancy, which he calls scene parsing (2010). Recall that in Section 3, we saw that one 
way in which we can think of an object to look the same but different in different light is 
in terms of it being attributed two types of property simultaneously: its intrinsic colour 
property and an illumination dependent “appearance property”. On the scene–parsing 
account, the same phenomenon is explained not in terms of two properties being 
attributed to a single object, but as two types of sensory individual being represented 
simultaneously:  

The various causes of receptor activity at a point are separated out and differently treated. 
These separated flows of information result eventually in our awareness of different 
kinds of environmental stimulus.  
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(ibid., p. 243) 

Visual processing, Matthen suggests, involves the parsing of retinal stimulation into that 
relating to objects and that relating to the ambient illumination of the current scene. In 
other words, vision does not just involve the representation and attribution of properties 
to material objects, but also the representation of, and attribution of properties to, the 
light illuminating them.  

Drawing on work by Golz and MacLeod (2002), he suggests that the properties an 
illumination individual is represented as having (for example its colour and brightness) 
is calculated through the detection of scene–wide features, rather than features of 
individual objects: “If [the visual system] finds, for instance, that all of the brightest 
places in the visual field are sending mostly red light to the eye, then it infers that the 
scene is...being illuminated by red light...” (2010, p. 242). This process, however, does not 
lead the visual system to represent the brightest places as containing red objects; rather, 
the light hitting the retina from these locations leads to a representation of an illuminant 
which does not have determinate location properties but instead infuses the whole scene. 
That is, illumination individuals are different in type to object individuals, whereas 
Matthen defines a represented material object as a “spatio–temporally confined and 
continuous entity which can move and take its features with it”, it is clear that he does 
not consider illumination to be represented in the same way. Specifically, he suggests 
that:  

Illumination is sensed as voluminous...The impression of reddish illumination that one 
gets at dusk is not merely a matter of seeing a lot of reddish objects....In a ray, the motes of 
dust reflect colored light—but in such a way that the illumination is sensed, less directly 
but nevertheless sensed, between the motes of dust. Such visual data are a result of the 
system extracting the illuminant and ascribing it to the observer’s environs, rather than 
to any particular stimulus in it. 

(2010, p. 244) 

We can think, then, of illumination as being represented as spatially unconfined, as 
being located in the environs generally, rather than at a specific location. The similarities 
shared and the differences between seeing grass at noon and grass at dusk can be 
thought of in terms of the same material object, with the same colour properties, being 
represented in conjunction with a different, indeterminately located, illumination 
individual in each case.  

It is important to emphasise that by suggesting that vision involves the representation of 
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multiple individuals rather than multiple property types Matthen is still claiming that 
the same aspects of the environment are being represented. The visual system is simply 
carving up the world in a different way, distributing information about the world across 
two individuals rather than one. We can think of the appearance properties and scene–
parsing approaches as involving a message being sent about the same aspects of the 
environment, but structuring it differently: a single subject with two predicates in the 
case of the former, and two subjects in the latter. 

Hearing the Force 

I suggest that hearing the activities of objects can be thought of as having a similar 
structure to scene parsing. On the auditory parsing view, hearing an event is a case of 
representing both the object and the force applied to it as sensory individuals in their own 
right. Scene parsing produces representations of material objects and the light 
illuminating them through the detection of scene–wide cues; auditory parsing produces 
representations of material objects and how they are being stimulated to them through 
the detection of cues spread out temporally across the sound wave. We can begin to see 
what auditory parsing amounts to by considering again the hearing of a scraping, this 
time, however, the chair is dragged across the wooden floor of the living room straight 
onto the vinyl floor of the kitchen. When the chair moves off the wood onto the vinyl 
there is an obvious qualitative shift in auditory phenomenology and we might well be 
able to tell from hearing exactly what is happening. On the previous two views I have 
examined, such an experience would be described as the hearing of two events: either as 
attributing one object and then another a sequence of appearance properties, or as 
hearing a wood scraping event followed by a vinyl scraping event (as there is a clear 
divide between the wood scraping and the vinyl scraping, rather than a gradual change, a 
sonicist would likely say simply that we hear one sound and then another). However, 
there is arguably an aspect of the experience that neither of these accounts can properly 
capture: it seems as though we are hearing the scraping continuing on from the wood onto 
the vinyl. On the account I am proposing here, this case is explained in terms of a single 
force represented as unfolding throughout the duration of the experience: in the earlier 
moments a wooden floor individual is represented simultaneously with the force 
individual, in the later moments a vinyl floor is represented. We can think of the scraping 
force as being audibly spread over the floor and then the vinyl, analogous to the way in 
which we can see two objects standing next to each other as being illuminated by the 
same voluminous light.  

Handel suggests a model for sound production which splits apart things and forces in a 
similar way to that which I propose here:  
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One model for sound production is based on two possibly interactive components, the 
source and the filter. The basic notion is that the source is excited by energy to generate a 
vibration pattern composed of separate sinusoidal components or vibration modes. This 
pattern is imposed on the filter, which acts to modify the relative amplitudes of the 
components of the source input...Thus the acoustic properties underlying timbre arise 
from the physical processes (e.g. banging, blowing, scraping) that excite the source and the 
physical material and shape (moist mouth tissue, wood plates, metal bars, conical pipes) 
of the objects that create the filter.  

(1995, p. 427)  

He uses different terminology (“source” for stimulating force and “filter” for the vibrating 
object), and intends his model as a way of describing sound wave production rather than 
auditory perception, but the division he makes is close is to the structure I am proposing 
for auditory perceptual content. On the auditory parsing account we auditorily represent 
both vibrating material objects and the movements of objects which lead to energy being 
transferred, what Handel calls the “physical processes” and I am calling force. 

What do I mean by a ‘force’? I suggest that can think of forces as the movements of 
stimulating objects, and their perceived relation to the stimulated object. Recall that the 
reason objects vibrate when they interact with other objects is that mechanical energy is 
transferred from stimulator to stimulated. Although we have seen that the sorts of events 
that we hear are described as simply “movements” or “interactions” of objects, I suggest 
that this term should be restricted so as only to include the stimulator, not the 
stimulated. The events that we have been considering, we might think of as lopsided in 
that the interaction between two objects results in one of them vibrating much more 
than the other, and so generating the majority of sound waves: the cymbal and the bell 
vibrate a good deal more than the stick or the clapper. What is interesting to notice about 
these cases also is that our awareness of each object can be thought of as lopsided as well: 
often, we tend to learn much more about how the non–vibrating object is moving than 
we do the vibrating one: we learn that the chair is moving across the floor, or the clapper 
has moved through the air at some speed towards the bell. But while we might say that 
we learn that the vibrating object is vibrating we often learn little else about it is moving: 
the floor does not move, and even if the bell sways to and fro after being struck, we do 
not learn this from the auditory experiences its vibrations cause. When it comes to 
properties that the object is heard to bear the situation is reversed: we learn from hearing 
that the bell is large and metal but not so much about the material that the clapper was 
made from. I suggest that this lopsidedness enters into our auditory representation of 
the event as well: the movements of one object are represented, and the material 
properties of the other. On this account only the former is represented as having 
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temporal shape: we hear an unfolding movement and an enduring material object. 

The second aspect of represented forces concerns the relation between these movements 
and the vibrating objects. Consider scene parsing again, although Matthen does not focus 
on this, it seems right to think that if illumination and object are represented, then the 
relation between the two is also: the light is seen as illuminating the objects in the scene, or 
conversely, the objects as being illuminated by the light. We might think a similar relation 
is perceived to hold between representations of stimulator movement and stimulated 
object. Consider again these remarks of Gaver:  

Objects vibrate when force is exerted on and then removed from a system that is 
otherwise at equilibrium...different sorts of interactions produce a wide range of 
characteristic amplitude and frequency patterns; it is probable that these patterns specify 
the acts that cause them.  

(1993b, p. 11, my emphasis) 

On auditory parsing, movements are heard to be exerted on objects. O’Callaghan suggests 
that we think of objects as “sufferers of audible occurrences” and this, I suggest is close to 
how we should think of the relation between stimulated objects and stimulating objects. 
Objects’ vibration patterns can be thought to “specify the acts which cause them” in that 
they lead to the representation of the stimulating movement and represent that 
movement as causing the object to vibrate, in the same way in which we might think 
ambient illumination is represented as illuminating material objects.  

Is it plausible to suppose that such a relation is heard to obtain? Various philosophers 
and psychologists have suggested that we see causal relations (Bayne 2009; Butterfill 
2009; Siegel 2009; Scholl and Tremoulet 2000), and Nudds has suggested that causal 
relations might be heard too. Part of his account of how we hear the material world 
through hearing sounds involves the claim that sounds are heard as having been produced 
by sources of a certain type (2010, p. 118). Auditory parsing postulates a similar relation 
between different individuals: force and thing, instead of source and sound.  

Conclusion 

Both mediate and immediate accounts state that we hear the movements and 
interactions of objects. In this chapter I hope to have shown that is not by any means 
straightforward. We have seen that the visual model of event perception is not a good fit 
for audition, even if it is adapted in the way in which Kulvicki suggests. Auditorily 
representing events cannot involve attributing sequences of properties to objects. I have 
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argued that theories in which interactions are represented as temporally extended 
individuals in their own right are on the right track: we need not think that the audition 
carves the world up into material objects just because it seems plausible that vision does. 
I have suggested two ways in which event views might be developed. The first was the 
idea that we can think of events as having temporal shape, as being perceived as extended 
over time in a similar way to how we see objects extend over space. This, I argued, allows 
us to explain what all experiences of the same type of event (impacts, scrapings etc.) have 
in common, as well as providing a better account as to why we never hear unmoving 
objects, and why auditory experience does not decompose in the same way that visual 
experience does. With the second, auditory parsing, I aimed to show how we can 
auditorily represent the activities of objects and the objects themselves. I suggested that 
hearing what is happening to an object involves representing the material object and the 
type of force which is being applied to it as separate sensory individuals. Splitting 
individuals in this way, captures our ability to track an application of force across 
multiple objects, as well as the lopsidedness in our awareness of that which is 
stimulating and that which is stimulated.  

In the following chapter I shall suggest that auditory parsing can be extended further by 
arguing that auditory experiences in reverberatory environments lead to the 
representation of a third type of sensory individual: the volume of empty space 
surrounding listener and vibrating object.  
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Chapter 4: Hearing Spaces 

Introduction 
In the previous two chapters I have argued that vibrating material objects and their 
movements are auditorily represented. Moreover, they are represented as separate 
sensory individuals. My aim in this chapter is to argue that auditory perceptual content 
can also involve the representation of a third type of sensory individual: the volume of 
empty space surrounding the perceiver. The claim that auditory perception involves the 
representation of three types of sensory individual might be considered implausible for 
reasons of parsimony. Those who resist the idea that audition carves up the world into 
separate object and movement individuals would baulk at the idea that we should add a 
third. However, while the previous two chapters have tried to show that auditory 
representation of objects and movements is plausible, at least as plausible as the 
possibility that we represent distinct sounds, my argument in this chapter is less 
cautious: hearing space is the best explanation as to the awareness of space which we gain 
through hearing.  

1 Reverberation 
My argument so far has been that when sound waves produced by vibrating objects 
reach the eardrums, they elicit auditory representations of the object and the force being 
applied to it. However, not all sound waves at the ear have travelled there directly. When 
an object vibrates it will typically emanate sound waves in many directions, similar to 
how ripples in a lake will spread out from the location of a dropped pebble. In an 
enclosed space, some of these sound waves will travel to, and be reflected from, the 
surfaces which enclose that space, before then travelling to the ear. The circuitous route 
that these waves take mean that they will reach the ear a moment after the direct ones 
do. As the object continues to vibrate a mixture of direct and indirect waves hit the ears. 
When it stops, and the direct waves cease, reflected waves will continue to arrive for a 
few brief moments until they are absorbed by the surrounding surfaces. This physical 
process is known as reverberation.  

The characteristics of a given room can affect the behaviour of reflected sound waves. 
The size of the room affects how long it takes for reflected sound waves to reach the 
perceiver. In a large hall sound waves will have further to travel back and forth to the 
walls than they would in a smaller room, meaning that there will be a longer delay 
between the arrival of the direct and reflected sound waves. The properties of the walls 
themselves also affect reflected sound waves: materials such as concrete or stone are 
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more reflective than wood or plaster, leading to sound waves being bounced back and 
forth for longer before they fade away; bumpier surfaces scatter sound waves that hit 
them more diffusely than smooth one .  1

It is clear that things sound different depending on the room they are in. Hearing a clap in 
a cathedral is quite different from hearing a clap in a pokey caravan. Although we might 
be tempted to consider auditory experiences elicited by reflected sound waves in terms of 
echoes, the experiences I am focussing on here are phenomenologically quite distinct 
from how we would normally think of echo experiences. Echoes sound like repeats, 
duplicate sounds: you shout into a cave and hear ‘echo, echo, echo....’. There is no one 
shouting back at you but you could describe this episode as it seeming as though there 
were. Reverberation experiences are not, obviously at any rate, auditory repeats: a clap in 
a cathedral does not become applause. The differences and similarities between 
reverberation and echoes will be examined in more depth later but an initial reason for 
these qualitative differences might be found in the time it takes for reflected sound waves 
to get to the ear. O’Callaghan emphasises that a longer time gap is required for the 
“distinctive multisound echo experience” (2007, p. 127). He goes on: 

When secondary sound waves arrive at the ears less than about fifty milliseconds after 
primary sound waves, the result is an experience as of a single sound located between the 
two wave sources. Between roughly fifty milliseconds and two seconds, the result is an 
experience as of a primary sound and a distinct but somehow causally related secondary 
sound or echo. When the arrival delay is greater than about two seconds, the experience 
is as of two separate and entirely unrelated sounds.  

(ibid.) 

Reflected sound waves in most rooms arrive at the ear less than 80ms after the direct 
ones (Rossing et. al 2002, p. 527) , meaning that, on this view, they might either contribute 2

to the perception of a single sound, or to the experience of a “somehow causally related” 
second sound. Whether or not reverberation should be thought of in either of these ways 
will be discussed later in this chapter. Clearly though, reverberation involves much 
shorter delays between direct and reflected sound waves for it to be obviously an echo 
experience.  

 For a detailed summary of the physics of reverberation see Rossing et al. (2002, ch. 23).1

 Rossing et al. say that in most rooms early reflected waves hit the ear between 50 and 80ms after 2

direct waves, but go on to say that “intimate” sounding concert halls can have delays as little as 
20ms. 
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The size of the delay required for echoes means that bonafide echo experiences are few 
and far between (when was the last time you shouted into a cave?). In contrast, 
experiences of reverberation are commonplace: practically every enclosed or partially 
enclosed space leads to the reflection of sound waves. Although it is most apparent in 
large rooms with reflective walls, even reflections generated in smaller rooms can colour 
auditory experience. Moreover, we notice when reverberation is not where we would 
expect it to be, or has a different character to what we would normally expect. Anechoic 
chambers –rooms specially designed with surfaces that do not reflect any sound waves at 
all– reportedly give people headaches if they stay inside them for any significant length 
of time. In music production artificial reverberation is added to almost everything that is 
recorded in a studio: audio engineers would never record an electric guitar straight into a 
mixing desk without adding artificial reverb to it, and even music made entirely 
electronically, with synthesizers and samplers, has artificial reverberation very liberally 
applied. Finally, if the dialogue in a film has recorded badly, filmmakers often have the 
actor redub their lines in a recording studio at a later date. Care is taken to make sure 
that the rerecording has been treated with just the right amount of artificial reverb so 
that the lines sound like they are being recited in the same room they were originally 
recorded. Despite the ubiquity of reverberation it is interesting to note that while the 
perception of echoes has received some philosophical attention, very little has been 
written about reverberation. 

Belief and Representation 

The main concern of this chapter is the types of beliefs that experiences of reverberation 
can cause. In particular, it seems that listening to an event in an enclosed space can lead 
to beliefs about the size of that space. A very straightforward way of describing the 
difference between the cathedral and the caravan clap is that the former sounds like 
something happening in a much larger space than the latter. Consider also, the following 
horror film–esque example: you wake up in the pitch dark, with no idea where you are. 
All is silent. You shout into the gloom “hello?” and on hearing your voice realise 
immediately that you are in a vast enclosed space. How does what you hear lead to this 
knowledge?  

The fact that we can form true beliefs about the amount of space around us, as well as 
the way the size of a room can affect phenomenal character, suggests that reflected 
sound waves affect the content of auditory perception in some way. That is, which 
individuals and properties we represent are determined not just by the vibrating object 
and the manner in which it vibrates, but also the way in which sound waves are reflected 
in a room. The following three sections will examine three ways that reverberation might 
affect auditory representation in such a way as to lead to beliefs about the size of a room.  
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The next section will focus on whether beliefs about space are plausibly derived from 
perceiving distinct sounds. That is, by the representation of atmospheric rather than 
material aspects of our environment. It could be that reflected sound waves lead to 
sounds being represented with different auditory properties, or to extra sounds being 
represented. If this is the case then we might think that sounds indicate volumes of space 
in the same way that Berkeley thought they indicated material objects. That is, we form 
inferences about space from the sounds we represent. Although we have seen that 
sonicists are rare, this approach is still worth looking at in some depth as it is an option 
for mediate theorists, particularly those that do not want to extend the environmental 
aspects which audition represents beyond sounds and sources. Whereas sources 
(material objects, their activities, or both) are perceived through sounds, it still might be 
that we become aware of other aspects of our environment simply from making 
inferences from sounds and their properties. Adopting some sort of mediate theory does 
not mean that all knowledge arrived at via what is perceived is a product of mediate 
perception. I might, if I adopt a mereological account of visual perception, see the whole 
of a cat via the perception of its facing parts, but I might still use this perception to infer 
that the back door is open. I shall argue that reducing experience of reverberation to 
sound perception fails: it does not seem likely that beliefs about space can be derived 
from the representation of sounds alone.  

Rather than explaining awareness of space purely in terms of sound we might instead 
look to visual awareness of space as a model for auditory awareness. In Sections 2 and 3 I 
will examine two possibilities. The first is another type of inference strategy, one that 
does extend the types of thing that can be auditorily represented. One way we might 
become aware of the size of a room through vision is by visually representing the 
boundaries which enclose it; from seeing that the walls, ceiling and floor are located 
where they are we might make an (unconscious) inference about the volume of enclosed 
space. Potentially, beliefs about space could be derived through what we hear in a similar 
manner. That is, it might be that in addition to vibrating objects and their movements we 
also auditorily represent the non–vibrating, surrounding surfaces, and these serve as the 
basis for which judgements about space can be made. If this were the case it would 
already be a departure from all philosophical theories, of any stripe, which have gone 
before as it would admit more than sounds and sources into auditory content. It is 
however, an option for mediate and immediate theorists: mediate theorists can simply 
say that we perceive walls through sounds in the same way that we perceive sources, 
rather than inferring them; Heideggerians can say that we hear walls directly, in the 
same way that we hear objects and their activities directly.  
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I will argue however, that this approach does not work either, and suggest in Section 4 
that we should instead adopt a different visual model: the possibility that space itself is 
perceived. That is, we do not form beliefs about space through hearing something (sound 
or wall) and making an inference, but through auditorily representing empty space. As with 
the possibility that we hear walls, this would be to extend the types of thing that can be 
auditorily represented beyond that which other frameworks allow. However, we will see 
that there is some precedent for this in vision, with Martin and others suggesting that we 
see locations between objects as empty. I will argue that although we do not hear specific 
locations as empty in the same manner that we do visually, reflected sound waves do 
nonetheless lead to our representing the general volume of empty space surrounding us.  

2 Reverberation as Hearing Sounds 

A very straightforward way of accounting for reverberation experiences in terms of 
sounds is to say that direct and reflected sound waves lead to the representation of two 
sounds. Sound waves that come straight from the handclap lead to a representation of 
the sound of the handclap, whereas the reflected ones that arrive a moment later lead to 
the representation of the sound of the reverberation of the handclap. We can account for 
the beliefs we form about a volume of space in terms of an (unconscious) calculation 
from the length of the delay between hearing the first sound and the second, similar to 
how we might judge the height a ball bounces from the duration between its first bounce 
and its second. The larger the room or the higher the bounce, the longer the duration 
between the first sound and the second.  

However, this straightforward approach has a major problem: if the reflected sound 
waves lead to the representation of a second sound, then by all contemporary accounts 
of what sounds are this would be to undergo an illusion. The reason for this is that all 
accounts of what sounds are, specify that sounds depend on vibrating objects for their 
existence, and reverberation experiences are elicited not by objects vibrating so as to 
cause sound waves, but by walls reflecting them. As we have seen, O’Callaghan identifies 
sounds with events in which a medium is disturbed by a vibrating object and is also quite 
explicit that “passing along or redirecting a pre–existing sound wave is not sufficient for 
producing a sound” (2007, p. 127). We have seen that Nudds identifies sounds with 
“structures or patterns of frequency components...instantiated by sound waves, that 
would normally be interpreted by the auditory system as having been produced by a 
single source event” (2010, p. 290), and identifies source events, as we have seen, with 
when material objects “are struck, tapped, scraped, broken, or otherwise caused to 
vibrate” (2009, p. 70, my emphasis). Theories of perception which posit widespread 
illusions are not generally considered acceptable and, as we have seen, we find 
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reverberation everywhere. Is there a reason for thinking that an exception could be made 
for reverberation? That is, can we think of the experience of reverberation a tolerable  3

illusion? There are two ways in which we might.  

Reverberation as an Evolutionarily Generated Illusion 

In Chapter 2 we saw an argument made by Matthen against the idea that we auditorily 
represent material objects. That we can hear two objects, a violin and a viola playing 
simultaneously, as one, he suggested, was sufficient to show that audition is not in the 
business of sending messages about material objects. My response was to suggest that 
having this type of experience should be thought of as undergoing an illusion: due to the 
way our auditory system has evolved, sound waves are grouped together as one on the 
basis of various cues, such as harmonic relationships between frequencies and 
synchronous onset. Cases like Matthen’s, as well as the case of stereo speakers playing 
back the same thing simultaneously, are cases of misperception in which the auditory 
system groups frequency components together as a single object when in actual fact 
there are two. Stereo speakers then, produce tolerable illusions because they can be 
explained in terms of a mis–match between our current technology rich environment 
and the one in which our auditory system evolved. We might think that explaining 
reverberation in terms of illusory sounds is tolerable for the same reasons. Due to the 
way our auditory system has evolved, it mistakenly classifies reflected sound waves as 
having been produced by a second vibrating object.  

However, it does not seem like this approach will work. Firstly, enclosed environments, 
unlike the playback of recorded sounds, can be found not only in manmade 
environments but in the natural world as well, for example in caves or canyons, meaning 
that reverberation would not have been alien to our evolutionary ancestors in the same 
way that stereo speakers were. This already makes it quite implausible to think of 
reverberation experiences as the result of misfiring grouping mechanisms. Moreover, 
such an approach does not fit well with the fact that reverberation provides veridical 
beliefs about the space around us. In the case of stereo speakers, it is clear that audition 
is misinforming us about the state of the world: we have an auditory experience as of one 
object, when in fact there are two speakers producing sound waves. As we have seen, 
experiences of reverberation allow for true beliefs about the amount of empty space 
around, and so saying that reverberation is a case of hearing illusory sounds would be to 
say that we consistently gain true beliefs about our environment through having illusory 
experiences.  

 I borrow this term from O’Callaghan (2007, p. 137).3
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Reverberation as Hearing Echoes 

A different way in which reverberation experiences might be made tolerable is by 
reducing them to echo experiences. As both are produced by reflected sound waves we 
might think that they are, at root, the same type of perceptual experience. But what are 
echoes? A frequently made comparison is between hearing an echo, and seeing the 
reflection of an object in a mirror: 

Mirrors facilitate our seeing the very objects and events that occur in front of them, albeit 
with distortion of place and perhaps qualities, as with an aged or funhouse mirror. 
Likewise, reflecting surfaces allow us to hear the very sounds that occur in front of them, 
albeit with distortion of place and time. But just as there is no new object that you see 
when you look in a mirror, there is no new sound that you hear at a reflective surface.  

(2007, pp. 128 –129; see also Casati & Dokic 2009, p. 99 and Martin 2012, p. 347)  

On this account, looking at an object’s mirror reflection can be thought illusory because 
it is as if an object is at one location when in fact it is at another. Similarly, hearing an 
echo can be thought of as hearing a sound to be located at one place, when in fact it is 
located at another. Echoes, O’Callaghan argues, are, like mirrors, tolerable illusions (ibid., 
p. 139), and so if reverberation experience can be reduced to echo experience then 
perhaps it will turn out that they are tolerable too. Moreover, the mirror analogy might 
be thought to hit the sweet spot between illusory and informative experience which the 
evolutionary approach could not. Seeing a reflection is misinformative in that we see an 
object to be in a place that it is not, but at the same time seeing an object in a mirror 
could provide correct information about the layout of our immediate environment. 
Specifically, seeing a reflection while knowing that it is a reflection will allow for the 
locating of the mirror itself. Similarly, hearing the echo of a firework at the brick wall 
behind you (ibid., p. 110) is misinformative in that it is as if another firework has exploded 
after the real one, but it also informs you of the approximate location of the reflective 
surface.  

But can reverberation experience be reduced to echo experiences? There are a number of 
reasons for thinking that it cannot. If we look at the reasons why O’Callaghan thinks that 
mirrors and echoes are tolerable, it is not obvious they can be applied to reverberation. 
First, as mentioned in Section 1, echo experiences are relatively rare, a “special case” 
occurring “only in quite special circumstances” (ibid., 138). It is only if a theory of 
perception postulates widespread illusions that we should be suspicious: there is nothing 
wrong with a theory of vision which classifies muller–lyer arrow as illusory as our 
encounters with this phenomenon are few and far between. As we have seen, however, 
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reverberation experiences are pervasive, so they cannot be excused in the same way. Such 
a difference might not be fatal for this approach, mirrors and mirrored surfaces are, after 
all pervasive also. If mirrors are tolerated, why not reverberation? A second reason that 
O’Callaghan gives for tolerance of echoes goes as follows: 

[echo] illusions are explicable. Quality illusions occur because filtering and scattering that 
occur at reflecting surfaces distort information contained in sound waves. Illusions of 
place and time occur because sound wave reflection mimics the situation in which a 
sound source exists at the reflection site. So there are external states of affairs that 
explain why experience attributes the properties it does when the illusion occurs. Because 
of this, the illusions in the case of echo perception are also predictable once the 
mechanisms of ordinary sound perception are known. (2007, p. 138) 

The line of argument here seems to be that as we know how echo experiences and 
reflection experiences come about, through the reflection of sound waves and light rays 
respectively, as well as the way our auditory and visual systems function, we should 
tolerate them. But it is not obvious what work explicability and predictability are doing 
in this case. All illusions can be explained, or at least in principle explained, as the 
product of some state of explicable external state of affairs coupled with the 
idiosyncrasies of a particular perceptual modality. Explicability, in and of itself, cannot 
make mirror illusions tolerable and so cannot be used as a way of making reverberation 
a tolerable illusion.  

A different way in which echoes might be made tolerable is to say that they are not so 
much illusions as a way of hearing the original sound: 

Consider the somewhat common experience of walking toward an intersection and 
hearing the sound of a drum that seems to be coming from a building ahead of you. When 
you arrive at the intersection you hear that the drumming is in fact down the street to 
your left, and that your prior experience was the result of hearing the sound only as 
reflected from the building. Though you hear the sound thanks to reflected sound waves, 
hearing it is still a way of hearing the drumming. Awareness of ordinary events by means 
of echoes is not a deficient way to be auditorily aware of such events.  

(ibid., p. 134) 

Again, a comparison with mirrors is obvious. Arguably, in some sense we see the car 
behind ours by looking in the rear view mirror. On this account we might think that 
echoes and reflections are not illusions at all, but simply ways of perceiving the original 
sound or thing. Even if this makes mirrors and echoes acceptable, non–deficient ways of 
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perceiving, the phenomenal dissimilarities between hearing a vibrating object and 
hearing it reverberate mean that the same argument cannot be applied here. Hearing 
reverberation is not perceptually similar to hearing the vibratory events which produced 
it. Multi–track recording equipment makes it quite straightforward to artificially add 
reverberation to a recording, and then removing the original so that only the 
reverberation remains. But unlike hearing just an echo, hearing just the reverberation 
would tell you little about the original recording. If reverberation cannot provide 
awareness of the vibratory events which produced it then it is not comparable to the 
drumming or the mirror cases and so implausible to think of it as a way of hearing a 
sound.  

Another difficulty for this approach is that on reflection it is not obvious how thinking of 
reverberation as echoes really can explain our knowledge about volumes of space through 
hearing. In the case of O’Callaghan’s firework, sound waves bounce of the brick wall 
behind us and we learn the location of that surface, in the same way that we might learn 
the location of a mirror by seeing reflections within it. Reverberation experiences occur 
in enclosed spaces, spaces with surfaces on all sides, and so if reverberation were an echo 
experience we would expect it to be like an echo experience but scaled up, as revealing the 
locations of all the surrounding surfaces, but this is patently not the case. A clap in a 
church can lead to awareness that you are in a large space, but not that you are standing 
closer to the wall on your right than the one on your left, or whether the roof slopes more 
steeply on one side of the room than the other. If reverberation and echo experiences are 
really of the same type then we would expect reverberation to provide knowledge of 
where the reflective surfaces in the room are in addition to our knowledge of the volume 
of space. The problem here is not that we gain an imprecise awareness of where the walls 
are, but that unlike the firework case we gain no awareness at all. While standing in a 
funfair hall of mirrors might be a quite disorienting experience, it does not seem as 
though you would lose track of where the walls are while at the same time learning the 
approximate size of the space you were in.  

Finally, work in psychoacoustics suggests that the auditory system processes reflected 
sound waves which arrive quickly after direct ones in a different way to those which 
arrive later. We saw in Section 1 that in most rooms reflected sound waves arrive at the 
ears less than 80ms later than direct ones, but with delays this short listeners do not hear 
them as separate sounds (Rossing et al., p. 528). Studies of a phenomenon known as the 
“precedence effect” place subjects in an anechoic room and present them with pairs of 
identical sounds (for example, clicks), one played very shortly after the other, from 
different speakers at different locations. The idea here is to simulate an idealised case of 
reflected sound waves hitting the ear after direct ones. Strikingly, if the delay between the 
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first (‘direct’) click, and the second (‘reflected’) click is under a certain duration (between 
5ms – 50ms depending on the type of sound ), the second click is not perceived as 4

separate, but instead as “fused with the original or leading sound to yield the percept of a 
single source” (Litovskya et al., 1999, p. 1636). Moreover, the location of the second click is 
suppressed, with the sounds perceived location being largely determined by the location 
of the first click  (ibid., p. 1634). Results such as these add weight to the idea that 5

reverberation experience is different in type from echo experience. At short durations, 
reflected sound waves are fused with direct ones, rather than treated by the auditory 
system as separate entities.  

Reverberation as Affecting Audible Qualities 

The precedence effect suggests a third way that reverberation experiences might be 
accounted for solely in terms of sound perception. Rather than reflected sound waves 
leading to the representation of an additional (illusory or non–illusory) sound, they 
instead contribute to the audible properties that a single sound is represented as having. 
In the experiments outlined above, it is mentioned that although when the simulated 
reflections arrive very quickly after the simulated direct sound waves they are described 
as being heard as “fused” with the original sound, but this does not mean that they had 
no impact at all on the auditory experience:  

We emphasize the fact that echo threshold is not the threshold of detectability of the lag; 
lead–lag sounds and lead–only sounds can be distinguished easily based on overall sound 
quality...listeners are usually able to distinguish between trials in which a lag is present 
and trials in which the lead is presented alone.  

(Litovskya et al., ibid., 1634) 

Potentially, the reason why listeners can make this type of differentiation is because the 
sound which is heard is heard to have a different timbre depending on whether there are 
two clicks or one. Different perceived timbres could form the basis for inferences about 
the size of a space. Consider the way that old–fashioned transistor radios add a 
characteristic tinny timbre to the music which is played through them. Hearing a guitar 
or singer with a particular tinny timbre would allow you to infer that what you are 
hearing is being played through a radio rather than live in your kitchen. The main reason 
why transistor radios add this particular timbre is due to the size of their speakers: the 

 5 – 10ms for clicks (Yang and Grantham, 1997), 40 – 50ms for speech (Lochner and Burger, 1958).4

 Litovskya et al. (1999) provide a review of psychological and physiological work on the 5

precedence effect.
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smaller the speaker is, the tinner what is played back through it is heard to be. Imagine a 
transistor radio aficionado, who has listened to so many of these things that he can tell 
just from the particular character of added tinniness whether he is listening to a Sony 
TR–55 model with a 1 inch speaker or a Sony TR–63 with a 1.2 inch speaker. One way we 
could describe this case is by saying that he is making an inference about the size of the 
speaker from the type of timbre it is adding to playback. If reverberation affects the 
timbre of sounds we might suppose that a similar type of inference is taking place. 
Whereas the aficionado can recognise the effect a large, medium or small speaker can 
have on sounds, everyone can recognise the effects of large, medium, or small spaces, 
even if these inferences are made entirely unconsciously.  

This approach is a very straightforward way of accounting for the beliefs about space 
which we gain from auditory experiences. However, if we think about the 
phenomenological character of reverberation it begins to look much less plausible. 
Consider another example of listening in a large space and a small space, this time not of 
a short sound like a clap, but a longer one like a sustained note being played on a cello. 
The difference between the two cases cannot be explained solely in terms of changes in 
timbre. In the cathedral, your auditory experience will be wider than in the caravan, 
what you hear is heard to fill the room: a change of room is not equivalent to a change of 
transistor radio because the spatial aspects of the experience will change. This aspect of 
auditory experience has not gone unnoticed by acousticians, especially those interested 
in how to design concert halls, who have studied how different rooms can affect 
listeners’ “spatial impression”, defined by Morimoto as the “spatial extent of the sound 
image” (Morimoto 2002, p. 1).  

In light of this, we might alter the auditory properties account and say that a space does 
not just affect the timbre of a sound, but also its girth, how large a portion of egocentric 
space it is heard to occupy. The sound of a cello in a caravan is heard to be leaner than it 
is in a church. James described the sound of thunderstorm as “more voluminous” than 
the squeaking of a slate pencil (1890, p. 134), and we might say that large reverberant 
spaces auditorily enlarge sounds so that hearing them is more similar to hearing 
thunderstorms than pencils.  

Arguing that reverberation affects both girth and timbre, however, still does not properly 
account for the phenomenology of reverberation experiences. Hearing a cello in a 
church, you do not have the impression of an enormous cello surrounding you, rather 
you hear the cello to be at a specific location in egocentric space and its reverberation as 
having a different, less determinate spatial location. Again, this feature has been picked 
up by acousticians who have found that listeners discriminate between two separate 
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elements in a single auditory experience: the location and width of an auditory source 
and the overall “spatial envelopment” (Morimoto and Maekawa 1988; Morimoto 2002). 
Large spaces do not make pencil–like sounds have the auditory appearance of 
thunderstorms. Rather, the spatial aspects of an experience of reverberation are more 
like hearing the lean squeak and the voluminous thunder simultaneously: two different 
aspects with different spatial properties. Despite their other difficulties, approaches that 
reduce reverberation to hearing a sound or an illusory sound can deal with these spatial 
features of reverberation much more easily: by saying that two sounds are represented 
(one of which might be illusory), it can simply be said that one sound is represented as 
having a determinate location, whereas the other is more thunder–like, with a less 
determinate spatial location. The only way that a proponent of the auditory properties 
view would be able to account for this is by arguing that a single sound can have spatial 
parts which we hear as being in relation to one another: one for the cello, one for its 
reverberation. But the idea that a single sound can have multiple spatial parts which can 
be heard as standing in relations to one another is difficult to make sense of and few 
would endorse it . These problems are exacerbated when we realise that this approach 6

would entail not just that sounds are heard to have spatial parts, but that some of their 
spatial parts are heard to have determinate properties and some indeterminate.  

3 Reverberation as Hearing Walls 
If the arguments above are correct it seems that our awareness of space through audition 
cannot be explained in terms of inferences made from represented sounds. Beliefs about 
space cannot be accounted for by the sonicist, and mediate theorists should not endorse 
a hybrid account whereby beliefs about space are inferred from sounds rather than 
perceived through them. This means that in order to account for awareness of space we 
will need to extend what we allow to be represented in auditory perception. The question 
now becomes: what is this extra element? In Section 4 I shall argue that we become 
aware of empty spaces because we hear empty spaces. In this section I examine whether 
our beliefs about space are derived not from representing spaces themselves but material 
aspects of our environment other than sources. That is, other than vibrating objects and 
their movements.  

The possibility that audition represents aspects of the material environment other than 
simply objects and movements can be found in these remarks of Nudds:  

This pressure wave interacts with other objects in the environment and is differentially 
reflected by surrounding surfaces. These interactions alter the pressure wave in 

 Nudds explicitly rejects the idea (2009, p. 81).6
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characteristic ways. The structure of the vibration that is transmitted to the ears by the 
pressure wave therefore carries or embodies information, not only about the objects and 
events that produced the pressure wave, but also about the environment within which the 
events that produced it occurred. 

(2010a, p. 286) 

Although these remarks do not amount to an explicit claim about what else in our 
environment audition represents, they do throw up two possibilities: other, non–
vibrating objects , and surrounding surfaces. One of the reasons why vibrating objects 7

and their movements are in contention for being auditorily represented is that the 
properties of an object, and how it is stimulated have a uniform effect on the character of 
sound waves and therefore the character of auditory experience. So too do reflective 
surfaces and their properties, and so too we should consider the possibility that they are 
auditorily represented. 

If it were the case that walls were represented then this might mean that we can make 
inferences about space. This would be analogous to one way in which we might think we 
become aware of empty space visually. O’Shaughnessey, for example argues that 
“Perception is of ‘positivity’, all the way” (2002, p. 334) and that we perceive “objective 
phenomenal realities like material objects, or colours, or relations” (2002, p. 328). 
Although these remarks are made about the possibility of absence perception in general, 
they can easily be applied to our visual awareness of spaces. We see the walls, the floor, 
and the ceiling and use this perceiving of positivities to make inferences about a 
negativity: the volume of empty space they enclose. So it might be with auditory 
awareness of space: we hear the positive and infer the negative. 

However, this approach falls prey to one of the criticisms I made against the 
reverberation as echo strategy. We saw that hearing echoes to be located can serve as a 
basis for the locations of surfaces that are reflecting sound waves: we learn where the 
brick wall is from the echo of the firework, in the same way we learn the whereabouts of 
the mirror through seeing reflections in it. Hearing walls could be thought of as similar 
except that instead of hearing the echo and judging that there is a surface at the same 
place, we simply hear the surface itself. However, we saw that if we try to scale up this 
approach to echo experience to reverberation experience it is difficult to say how we 

 Although non–vibrating objects other than the enclosing surfaces can affect the sound wave, I 7

shall here focus only on surfaces as only they are relevant to our awareness of empty spaces. 
However, the arguments I make here against the possibility that we hear surrounding surfaces 
count just as much against the hearing of non–vibrating objects.
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learn about the size of a space without learning about the location of its surfaces. Exactly 
the same trouble befalls the idea that we hear walls: if we become aware of the size of a 
space through hearing its enclosing boundaries and drawing inferences, why do we not 
learn the locations of these boundaries? Learning how big a square is by seeing its sides 
involves seeing the locations of those sides relative to one another.  

In fact, other than the causal aspect and resisting the conclusion that we auditorily 
represent empty spaces, it seems we have no other reasons for thinking that enclosing 
surfaces are represented. Consider the reasons given in Chapter 1 as to why material 
objects and their movements are in contention for what is heard. Firstly, auditory 
experiences caused by vibrating objects frequently lead to the effortless forming of 
beliefs about those objects, their properties, and their activities. When an object vibrates 
we are often in a position to learn something about its material properties, in Chapter 2 I 
endorsed the idea that we have good reason to think that we auditorily attribute these 
type of properties to objects, but we learn very little about reflective surfaces themselves: 
not their location nor their size or shape. In the first section of this chapter I mentioned 
that the character of reverberation experience can be affected not only by the distance of 
walls but also their absorbency and bumpiness, but neither is obvious that hearing 
reverberation leads to beliefs about the properties either. Presumably, sound engineers 
and others who work in audio have developed keen enough ears so that they can hear the 
difference between reverberation produced by bumpy, smooth or absorbent walls, and 
perhaps this could be explained in terms of what they have learned affecting the 
properties and individuals they are able to auditorily represent. However, it is very far 
from obvious that the average listener would be able to do this, certainly much less so 
than their being able to determine from what they hear that they are in a large or small 
space. 

Neither is it obvious that we can attend to surrounding surfaces. We have seen that 
Auditory Scene Analysis involves the auditory system separating the sound waves which 
reach the ear into groups which correspond to vibrating objects –in a noisy environment 
we can choose to attend, to single out, the humming fridge, the ticking clock, or the 
whirring fan. Again, the same cannot be said, in any obvious way, for surrounding 
surfaces: you cannot attend to the wall on which the clock is hung nor the floor on which 
the fridge stands. Finally, what we hear poises us for interactions with material objects: 
you take aim at the mosquito based on where you hear its whine to be. But audition does 
not obviously poise us for interactions with surfaces: you might hear that the pitch black 
room is very large but you will still hold out your arms in front of view to avoid walking 
into a wall.  
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4 Reverberation as Hearing Spaces 

In the last two sections we have seen that neither inference strategy is particularly 
appealing and that we should therefore take seriously the possibility that empty space is 
heard, not inferred. That is, when reflected sound waves hit the ears they do not lead to 
changes in how many sounds are represented, nor what properties they are represented 
as having, nor to representations of the surrounding surfaces. Rather, they lead to a 
representation of the space enclosing the listener and the vibrating object, with the 
length of the delay between the arrival of direct and indirect sound waves determining 
how large a space is represented. Unlike surrounding surfaces, volumes of space can be 
thought of as meeting the rules of thumb for being potentially represented. In addition to 
the beliefs we form about spaces it is at least prima facie plausible to think that they can 
be attended to, and poise us for action. Consider again the example of the filmmaker 
redubbing dialogue. As she plays with the controls of the artificial reverberation effect, 
she listens again and again to the dialogue as it was recorded in the original room. Her 
task is to twiddle the knobs in order to make the re–recorded dialogue sound like it was 
uttered in a space like that one. Similarly, it seems like the awareness of space that 
audition affords can also poise us for action. Learning that we are in a large room 
through hearing our voice reverberate might well make us feel exposed, vulnerable, and 
so we might adapt our movements accordingly. If however, we learn that we are in a 
cramped space we might feel the opposite: confined, with little room to maneuver, and 
for this reason move about with greater care.  

Hearing and Seeing Space 

What can be said about how spaces are represented? In Chapters 2 and 3 I argued that 
audition was similar to vision in that it represented material objects and their activities 
but that it did so in a distinctive manner: material objects are represented as bearing 
properties that they are not seen as bearing, such as hollowness, and are not represented 
as extended in space; auditory perception of movement involves the simultaneous 
representation of a temporally extended movement individual, rather than through the 
sequential attribution of properties to a material object. What are the similarities and 
differences between auditory and visual representations of space?  

A good place to start is with accounts of space perception in vision. Martin argues that, 
pace O'Shaughnessey, vision does in fact send messages about a negativities such as 
empty space: 

we can think of normal visual experience as experience not only of objects which are 
located in some space, but as of a space within which they are located. The space is part of 
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the experience in as much as one is aware of the region as a potential location for objects 
of vision.  

(Martin 1992, p. 199; see also, for example, Richardson 2010) 

Rather than seeing an arrangement of objects and judging that they are separated by 
space, we see the spaces between things. However, the idea that audition works in the 
same way is explicitly denied by Nudds:  

Unlike visual experience, auditory experience does not represent empty places—it does 
not represent places as unoccupied.....Unlike our visual experience, our auditory 
experience of space is exhausted by our awareness of spatial relations between sound 
sources and us, and between sound sources and other sound sources.  

(2009, pp. 88–89) 

There is an obvious difference between seeing and hearing: we might hear a bell ringing 
to our left and another to our right but not whether there is a third, stationary, silent, 
object in between or simply empty space. For this reason Nudds suggests that we should 
consider audition more similar to touch than vision (ibid.): we could close our eyes and 
reach out to touch the bells on the left and right, but still be none the wiser as to whether 
there is a third object in between, until someone turns on the lights. Vision is, as Nudds 
puts it, more “determinate” (ibid.) than either audition or touch, in that the messages sent 
when we hear or feel are compatible with a larger number of ways the world could be. 
Relatedly, it would seem that our visual perception of space would appear to depend 
upon our perceiving objects as spatially extended, a feature we saw in Chapter 2 that 
auditory perception lacks. Our seeing that there is a space between two bells or between 
two fingers is arguably part and parcel of seeing objects as bounded, as seeing where they 
stop and the rest of the world begins. If we cannot hear where objects stop, how can we 
hear where empty space starts?  

While it is clearly true that we do not hear space in the same way that we see it, the 
preceding sections have given us reason for thinking that auditory experience of space is 
not “exhausted” by awareness of the locations of sound sources, and neither does hearing 
space depend on hearing the edges of objects. We have seen that audition is in actual fact 
phenomenologically dissimilar to touch: putting your fingertips on the rim of a glass 
while standing in a cathedral is, all other things considered, experientially identical to 
putting them on the rim of a glass in a caravan. I suggest that it is right to say that no 
message is sent concerning the specific locations of empty space but wrong to say that it 
sends no message at all. Rather than hearing space to be located to the left of a source, or 
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as between two sources, it is represented as being simply ‘here’, in the general vicinity.  

We have already seen various ways in which sensory individuals can be spatially 
indeterminate. Firstly, I argued in Chapter 2 that audition can be thought of as informing 
us about the size or shape of an object without representing how that object is extended 
in space. In the previous section I argued that it was implausible to think that we hear 
the boundaries enclosing a space and through their perception make an inference about 
the volume of space which they enclose. Arguably, however, the reverse is true: we hear a 
large bell and infer that we are in the presence of a bounded object, we hear a volume of 
space and infer that it has boundaries, but without perceiving those boundaries. 
Secondly, sound sources can be represented as being located all around us, or as being 
present but as having no location (e.g. O’Callaghan 2007, p. 33), such as the engine noise 
filling the plane’s cabin, or a rumble of thunder. Thirdly, in the previous chapter we saw 
that on Matthen’s scene–parsing account, although the cues for how a scene is 
illuminated might spread across the whole scene –a bright patch here, a shadow there– 
these clues led to illumination conditions being represented as a scene–wide sensory 
individual. In all of these cases, an aspect of the environment is represented but it is not 
represented as having precise spatial boundaries.  

Auditory representations of space should be thought of as being similarly indeterminate. 
We hear the size of a space to be large or small without hearing where its boundaries are, 
in the same way that we might hear an object to be of a certain size without hearing its 
boundaries. As well as accounting for the types of beliefs for which audition allows, a 
third, indeterminately located, sensory individual also provides a straightforward way of 
accounting for the spacious phenomenology of auditory experiences. We have seen that 
the principle disadvantage of reducing reverberation experiences to changes in the 
properties attributed to sounds was that it could not account for the voluminousness 
that a reverberant environment adds to auditory experience. We have also seen that 
sound or illusory sound approaches, by postulating multiple individuals with different 
locational properties fared better. The view I endorse here has this advantage also as it 
holds that multiple individuals, with different locational properties, are represented 
when reflected sound waves hit the ears.  

Conclusion 

Reverberation is a pervasive aspect of auditory experience yet has received almost no 
philosophical attention. Moreover, the beliefs about empty space it can cause, as well as 
its voluminous phenomenology, cannot be explained solely in terms of the 
representation of sounds nor non–vibrating surrounding surfaces. In this chapter I have 
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argued that a better approach is to think of reflected sound waves as producing auditory 
representations of empty space. Heideggerian approaches should be amended so that 
spaces are heard directly in the same way as objects and their movements; mediate 
theorists should consider that we hear spaces through sounds in a similar manner to the 
way we hear objects and movements. This account of auditory spatial perception is 
similar to some accounts of visual spatial perception in that space is represented as a 
potential but unutilised location for material objects, but dissimilar in that space is not 
heard as having a determinate location, nor dependent on the perception of bounded 
objects.  

In this chapter and the previous two I have suggested that it is plausible to think that 
audition represents three types of environmental aspect: objects, their movements, and 
now spaces. In the next chapter I will argue that we should think that auditory 
perceptual content is exhausted by the representation of these three types of individuals. 
That is, audition does not represent distinct sounds at all.  
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Chapter 5: Hearing Sounds? 

Introduction 
In Chapter 1 I said that there were two challenges facing those who want to resist a 
sonicist account of audition. One concerned how the material world could be auditorily 
represented. In the past three chapters I have tried to show how we might respond to 
this: we represent material objects, the forces acting upon them, and –sometimes– the 
volume of empty space surrounding them. This framework could be adopted by 
proponents of either mediate or immediate accounts, and so one reason we might have 
felt forced to adopt sonicism has been neutralised. What I have not yet dealt with is the 
perceptual status of sounds, understood as waves, medium disturbances, or vibratory 
events. In Chapter 1 we saw two reasons for thinking that sounds might be represented. 
First, what we hear would seem to bear properties such as pitch, loudness, and timbre, 
and these seem more plausibly properties of vibrations or air disturbances than material 
objects. Second, I mentioned that a very natural way of thinking about audio recording 
and playback was as the capture and reproduction of sounds.  

There are two routes which could be taken here. The first is to accept that we do hear 
distinct sounds and endorse some form of mediate view. Doing this would require 
explaining how things, forces, and spaces can be heard through waves, vibrations, or air 
disturbances. As has been mentioned, there are at least two ways of understanding what 
O’Callaghan calls the “audible relation”, between sound and source: we might hear 
sounds as parts of events, or we might hear sounds as having been caused by events. In 
this chapter, however, I shall take a second route and argue for an immediate, sound–less 
approach to audition. That is, I shall argue against the idea that distinct sounds are 
necessary as bearers of audible properties, and provide an alternative account of audio 
playback in which it is not conceived of as sound reproduction.  

1 Sounds as Bearers of Audible Qualities 
Even if the previous three chapters have proven convincing and you accept that a bell 
being struck can lead to auditory representations of that bell, the force applied, and the 
enclosing space, it is still hard to shake the idea that you hear a chime, and hear it to bear 
a certain pitch, timbre, and loudness, similar to how you would see the bell to bear a 
particular colour, shape, and texture. It is also seems as though we can refer to the 
auditory properties of sounds to compare and contrast different auditory experiences: 
we can say that the sound of a gunshot is louder than the pop of a balloon, and that a 
piano and violin are playing notes with different timbres but of the same pitch. Those 
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who claim that we hear distinct sounds are explicit in saying that timbre, pitch, and 
loudness are properties that we hear sounds to have. O’Callaghan for instance says that 
sounds are “are particular individuals that possess the audible qualities of pitch, timbre, 
and loudness, possibly along with other inaudible properties.” (2007, p. 17 my emphasis), 
and that:  

Though...sounds are not qualities or properties at all, sounds do bear audible attributes 
whose metaphysical footprints more closely resemble those of the visible or olfactory qualities. A 
particular individual might change from being scarlet or sweet at one time to being 
indigo or sour at another, and a sound might change from being high–pitched and loud to 
being low–pitched and quiet.  

(ibid., p. 72) 

Matthen also is quite explicit in saying that sounds are heard to bear pitch, timbre, and 
loudness of varying intensities, and that this should be understood in a similar way as 
our seeing objects to bear colours:  

Musical sound has pitch, timbre...and loudness. Each of these components is 
independently intensifiable: a sound may be higher or lower in pitch, purer or richer in 
timbre, and louder or softer than another.  

(2010, p. 100) 

and 

We have seen that sense–features are experienced as possessing intensifiable components
—each experienced colour has a red–green, a blue–yellow, and a dark–light component; 
each musical sound has pitch, loudness, and timbre; and so on.  

(ibid., p. 117) 

Finally, Nudds suggests that attention can be directed at either sources and their 
properties, or at sounds and theirs: 

When we hear a sound we can attend to the source of the sound and its properties—what 
it is, how it is, where it is, whether it is moving, and so on; or, we can attend to the sound 
itself and its properties — its pitch, timbre, loudness, and so on.  

(2009, p. 69) 

Moreover, the three candidates for what sounds are, can all be thought of as having the 
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physical characteristics: frequency, amplitude, and wave shape, which “causally 
explain” (O’Callaghan 2007, p. 73–74) our experiences of pitch, loudness, and timbre 
respectively : a change in a sound’s  frequency very often leads to a change in the 1 2

experience of pitch, a change in amplitude to a change in the experience of loudness, and 
a change in wave shape to a change in the experience of timbre. While cautioning that 
the the link between audible properties and the physical characteristics need not be as 
strong as identity (ibid.), the fact that auditory properties supervene on the physical 
characteristics of sounds, bolsters the case that we auditorily represent sounds and 
represent them as having these properties.  

These changes in experience can easily be explained in terms of the physical 
characteristics of sounds affecting which pitch, loudness, and timbre properties are 
attributed to them. We could say that pitch, loudness, and timbre, are identical to the 
frequency, amplitude, and wave shape of sounds, or they could supervene on the physical 
characteristics in some weaker sense (O’Callaghan 2007, p. 75). Whatever the strength of 
the claim, the case for hearing distinct sounds is bolstered by the fact that the properties 
we take sound’s as being heard to bear, are closely correlated with the physical 
characteristics we know waves, medium disturbances, or vibrations have.  

In the following I will suggest how the immediate theorist can account for experiences of 
pitch, timbre, and loudness. I will argue here that although these experiences, by and 
large, correlate with the physical characteristics of sounds this does not necessarily 
mean that we represent any of these aspects, nor attribute them auditory properties. We 
can I shall argue, think of loudness and pitch as properties of forces and objects 
respectively, and that timbre can be thought of as not referring to any one auditorily 
attributed property but rather as a way of describing the overall qualitative character of 
auditory experiences.  

Such a plan might be thought a fool’s errand: it is as phenomenologically obvious that 
what we hear bears loudness, timbre, and, pitch, as it is that we see objects to bear 
colours, textures, and shapes. Before looking at each audible property in turn, we might 
begin to deflate this intuition by considering Nudds’ suggestion (mentioned above) that 

 It is obvious that sound waves have these characteristics, O’Callaghan argues that medium 1

disturbances can be thought to have them as well (2007, pp. 83–86), and there is no reason to think 
that vibratory events do not have them as well.

 As frequency, intensity, and wave shape can be thought characteristics of sound waves, medium 2

disturbances, and vibrations, I will use the term ‘sound’ generally to mean any of these three 
unless otherwise stated.
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we can direct our attention either to sounds and their properties or sources and theirs. 
That this is possible does not strike me as obvious: scrape the table with a pen and listen 
to the source only, the woodenness of the table and the strength of force applied to it, 
now do this again, but direct your attention towards the sound’s timbre and loudness. 
Was there any difference between attending to one and the other? It does not seem to me 
as though there is. This contrasts with the pronounced phenomenological shift as we 
redirect our attention between sources. You can at any moment choose to attend to either 
the ticking clock, the humming fridge, or the whirring fan, pushing the other two into 
the background. Clearly, these considerations are not decisive, but the claims of mediate 
theorists are not obviously borne out on phenomenological grounds.  

Re–attributing Loudness  

Let us begin by considering loudness. It is obvious that we describe what we hear in 
terms of volume: music can be too loud, people can speak too quietly. We say things like: 
‘could you speak up?’ or ‘turn that racket down’, and these can be thought of as requests 
to alter an individual’s perceptual properties, equivalent to ‘inflate the balloon’ (so as to 
make it bigger), or ‘paint the wall a brighter colour’. I suggest here that an immediate 
account of audition can accept that ‘loudness’ refers to a property of an individual, but 
deny that that individual is a sound. Instead, loudness can be equated with the intensity a 
force is represented as having.  

The physical property of sounds on which loudness is said to supervene is the combined 
intensity of each of its constituting frequency components. Here, differences emerge 
between accounts which identify sounds with wave and sounds with vibrations or 
medium disturbances. O’Callaghan argues that we should prefer the latter as it better 
explains “loudness constancy” (2007, pp. 86 – 87). If you listen to the hum of the fridge as 
you back away from it, your experience changes, but we might resist the idea that what 
you hear you hear to be getting quieter, in the same way that it would if the fridge were 
switched off and the hum slowly faded away. But if we represent sound waves, it seems 
we are forced to say that in this case we do infact hear the sound get quieter: sound 
waves become less intense as they propagate, and if this is what we hear, and loudness 
supervenes on intensity, the sounds we hear get quieter, the further we are from their 
source. If, on the other hand, we identify the medium disturbing event which causes the 
sound waves, then this peculiarity is avoided: the intensity of medium disturbing events 
remains constant as we move away, which explains why we do not hear the sound itself 
to be any quieter as we move away. O’Callaghan describes the difference between hearing 
the same sound near and far in terms of a difference between“loudness” and the 
“experience of loudness”: 
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Sounds construed as medium–disturbing events therefore exhibit the patterns of activity 
that determine frequency and intensity, which in turn determine pitch and loudness. It 
follows on this account, however, that the effects of changes to sound waves as they travel 
through the medium do not alter the audible properties of a sound itself. Though wave 
distortions may affect the experience of pitch, the sound’s pitch need not change. Though 
degradation of waves may affect the experience of loudness, the sound’s loudness is unaffected by 
such changes.   3

(ibid., p. 87) 

On this account, the hum itself is heard to have the same loudness in the kitchen and the 
living room, but the experience of its loudness differs. Arguably however, there is a better 
way of describing the difference available here. As you move away, the loudness of the 
hum remains constant, but its perceived location changes. Consider another case, you hear 
a table being hit some distance away, and and then a table being tapped much closer. The 
intensity of the sound waves produced by both events might be more or less the same at 
the point they reach your ears, and you could say that although you hear their actual 
loudness to differ, their experienced loudness was pretty much the same. While this is 
possible, it is arguably equivalent to saying that the toy cow you hold up in front of you is 
visually experienced as being the same size as the cows outside in the field; while both 
objects project the same sized outline on the retina, it seems much more plausible, 
especially if we have a commitment to the outward orientation of perception, to describe 
our experience as seeing a small object nearby, and a large object far away.  

However, if loudness can be identified with hearing intensity at a distance, this approach 
can be utilised just as easily to provide an immediate account of loudness. Rather than 
perceptually representing the intensity of a medium disturbance, we represent the 
intensity of the force which caused that medium disturbance (and the sound waves which 
it caused). The difference between hearing a tabled tapped and hearing it thwacked can 
be explained in terms of hearing a quiet sound or loud one, but it is just as easily 
accounted for in terms of a hearing a less forceful and a more forceful collision. 
Alternatively, I hear a steady and continuous force being applied to the fridge motor, 
which I hear to remain constant but increasingly further away as I walk out of the room. 
Immediate accounts have nothing to fear from loudness.  

Dissolving Timbre 

 He also puts it in slightly different terms: “Moving closer to a source, for example, increases its 3

apparent loudness relative to other sounds though one perceives it to have the same 
volume” (ibid., p. 147). 
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Let us turn to timbre. A piano, a guitar, and a violin can all play the same note, with the 
same level of intensity and yet our auditory experience is qualitatively different in each 
case. It is natural to think the reason for this is because we are hearing three sounds, 
which have the same pitch and loudness properties, but different timbres. The physical 
characteristic of sounds that is most frequently tied to timbre, what Handel calls its 
“classic cue” (1995, p. 430) is wave shape, or as he puts it “spectral shape”: the frequencies, 
and amplitudes of a sound’s frequency components (sometimes referred to as harmonics 
or partials). The difference between a guitar playing one note and a piano playing the 
same note, can be explained to some degree by differences in which frequency 
components they are composed from ; a song played through a transistor radio sounds 4

‘tinny’ because the lower frequency components are missing.  

However, it is well known that timbre does not depend only on spectral shape. The 
American National Standards Institute says “Timbre depends primarily upon the 
frequency spectrum, although it also depends upon the sound pressure and the temporal 
characteristics of the sound” (2004; see also O’Callaghan 2007, p. 88 Handel 1995), and 
has given timbre a famously negative definition: “the quality of a sound by which a 
listener can tell that two sounds of the same loudness and pitch are dissimilar”. For the 
same reasons timbre has also been given a famous nickname: “the psychoacoustician's 
multidimensional waste–basket category for everything that cannot be labeled pitch or 
loudness” (McAdams and Bregman 1979).  

Attack transient are often given as examples of how timbre can be affected by temporal 
factors. The attack transient, or onset, is the very earliest part of a sound wave, produced 
just as an object is starting to be stimulated. Musical instruments have characteristic 
attack transients, and tampering with these very often impedes recognition of what that 
instrument is. This happens, for example, when a recording of an instrument is made 
and then played back in reverse so that its attack transient occurs at the end not the 
beginning. Even if the instrument plays a long sustained note, so that a good portion of 
what you hear will have the same spectral shape as if it were played forwards, what you 
hear will sound very different to how it would were it played forwards. A reversed piano 
has been described as sounding like a reed organ, a reversed electric guitar can sound 
like bagpipes. Similarly, if recordings of instruments are made and played forwards, but 
with the first few milliseconds, and therefore their attack transients removed, it is 
extremely difficult to be able to identify what is being played. Listeners confuse French 
horns with saxophones, and trumpets with oboes (Berger 1963, see also Rossing et al. 
2002, p. 147). 

 We will see how they can still be heard to have the same pitch in the next section.4
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However, if timbre does not correlate with any one physical characteristic of sounds, the 
case for it being a property which we perceptually attribute to sounds is somewhat 
diminished. It could be that altering the attack pattern of a sound leads to it being 
attributed a different timbral property a few milliseconds later, and that is what impedes 
recognition in the cases described, but this need not be the case. Why this is can be seen 
by considering Handel’s suggestion that timbre perception can be compared to face 
perception: 

I would like to suggest that perceiving sound objects is much like perceiving faces. A face 
percept is emergent; a face is made up of features like eyes, ears, lips, nose and 
complexion but its “look” is based on the spatial configuration of these features. Similarly, 
a sound percept is emergent, it is made up of features but its timbre is based on partly on 
the temporal interaction of those features  

(Handel, p. 458, see also O’Callaghan 2007, p. 89) 

‘Emergent’ can be understood in more than one way. An emergent property would be a 
case of multiple physical characteristics leading to a perceptual system to attribute a 
single property: the tiny stones which make up the gravel on the pathway, all contribute 
to the visual system attributing a single, ‘rough texture’ property to the path, for 
example. However, this does not seem obviously the right way to think about face 
perception, in that we do not think that a particular configuration of features leads to the 
visual system attributing a particular facial property to a head. Rather, we think of a face 
having an overall “look” which depends on its features and their configuration, but is a 
product of them and their properties, not a property in and of itself. Similarly, we can 
think of spectral and dynamic characteristics as affecting the overall sound of a sound, 
without thinking that they lead to the attribution of a single emergent timbral property.  

However, if timbre is merely a term to describe the overall character of an auditory 
experience it can be quite easily accommodated by an immediate view. Rather than being 
re–attributed to forces, as in the case of loudness, it instead can be dissolved, there is no 
timbral property for which immediate theories need to account. In Chapter 3, we saw 
that on a scene parsing account, the overall look of grass at dawn, or a floor lit by a dim 
spotlight, can be thought the product of the representation of multiple individuals, and 
their properties, at one time. Grass at dawn looks the way that it does, because we are 
representing the grass to have a particular colour, and simultaneously representing the 
light illuminating to have a different colour. An immediate account of timbre can have 
the same form: we represent an object and its material properties, a type of force and its 
properties, and taken together an auditory experience of a particular character emerges. 
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When we compare timbres, this can be thought a way of describing how similar or 
different the overall appearances of two object–force pairs representations are. We can 
explain the different timbre that an instrument takes on when it is reversed in terms of 
different objects and forces being represented: the characteristic way in which a trumpet 
is caused to vibrate is obscured when the tape is reversed, and perhaps the material 
properties of the trumpet itself as well. Instead, the sound waves that come from the 
reversed recording lead to representations of different forces being applied to a different 
object.  

Re–attributing Pitch 

The final auditory property is pitch, which is said to supervene on the frequency of 
sounds. At a very simple level we can say that the higher the frequency of a sound the 
higher the pitch it is heard as having.  Things get more complex , however, when we 5

remember that almost all objects, when stimulated, are inclined to vibrate at multiple 
frequencies at the same time. In these cases when the frequencies at which an object 
vibrates at are multiples of the lowest fundamental frequency, or even when the higher 
frequencies are multiples of a ‘missing’ lower frequency, we hear pitch.  

Like loudness, pitch can be dealt with on an immediate account through re–attribution, 
except in this case it is moved from sounds to objects, rather than forces. We saw in 
Chapter 2 that Kulvicki suggests we think of sounds as properties objects are heard to 
bear. Auditory systems, he argues, are similar to visual ones in that they function to 
track constancies: we can see that the grass is still green at dawn, and can hear that the 
floor is still has the sound it does whether it is being struck or scraped. He describes pitch 
as a “constancy” of which we keep track, and that “[T]he way an object sounds is not 
determined solely by its pitch” (2008, p. 10). However, if sounds are the properties that 
audition attributes, akin to colours attributed in vision, it is not entirely clear to me how 
these remarks should be interpreted. Do we attribute a sound property and a pitch 
property? Is pitch an aspect of a sound property, in the same way that we might think hue 
or saturation are for colour?  

We have seen that although I agree with Kulvicki that objects are auditorily represented, 
I disagree about which properties they are attributed. On the account I endorse, we do 
not attribute ‘sound properties’ to objects, but rather, when objects are struck we 
perceptually attribute them a suite of material properties, I suggest that pitch can be 
thought of as simply another one of those properties.  We can hear objects to bear similar 
or different pitch properties, in the same way that we can hear them to be the same size, 

 Although this is still a very simplified account of the relation between frequency and pitch.5
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or made out of different materials.  Because the same fundamental frequency can be 
accompanied by (or in ‘missing fundamental’ cases, implied by) different harmonically 
related frequency components, objects with different material constitutions, can still be 
heard to have the same pitch.   

There are many other issues concerning pitch, not least how it relates to music and 
melody, the function of pitch perception (why do sound waves with harmonically related 
frequencies lead to pitch experiences?), and the fact that intensity and duration would 
also have an effect on pitch perception .  However, these seem to be questions that any 6

account which identifies pitch with properties of sounds needs to answer just as much, 
and for these reasons pitch experiences do not endanger an immediate account of 
audition.   

3 Audio Playback and Auditory Images 

Hearing Copies, Seeing Images 

Another reason why we might want to hold on to sounds is that they provide a 
straightforward means of accounting for auditory recording and playback . It is natural 7

to think that pressing record on a dictaphone or a mobile phone captures sounds, and 
that pressing play reproduces them. This idea can be found in O’Callaghan who says audio 
playback and recording can be thought of as “information about the original sound event 
[being] through technical means transduced, preserved, transmitted, and reproduced as a 
new sound” (2007, p. 141), and also in Martin who compares hearing a recording with 
seeing a photograph: 

Sound recordings and photography both give us contact with particular objects and 
events in the past...[but] they do so in contrasting ways. In sound recording, one captures and 
reproduces the very sounds that were made on some particular occasion, and there is no image 
or other representational device involved in the recording and reproduction. In 
photography, one captures and re–presents the visual appearance of an object, but the 
individual photographed and the event captured are not, themselves, reproduced or now 
available for sight...So we have something present in the auditory case which is absent in 
the other: the sound itself comes to be reproduced in a way that visible particulars are not—
and something present in the visual case which is absent in the other: we have an image 
of the past individual, the past event which we encounter with the photograph, of which 

 See Rossing at al., chp. 7.6

 I became particularly interested in audio playback after reading Maarten Steenhagen’s paper: 7

Sounds as perceptual mediators (manuscript). 
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there is no echo with the sound recording .  8

(2012, p. 332 my emphasis) 

If a recording of a bell were made, then playing back that recording would lead to the 
same or similar sounds coming out of the speaker. Such a view fits easily with the three 
conceptions of sounds we have seen. Pressing play leads to speaker vibrating, which 
disturbs the air, which causes sound waves. On any account of what sounds are, pressing 
play can be thought of as leading to a veridical experience: sounds are produced, and they 
are heard . If we endorse soundless audition, however, things are not so straightforward. 9

Firstly, there is a risk that listening to recordings will need to be categorised as illusory, or 
even hallucinatory. Consider the following further remarks of Martin: 

Were sounds just aspects of objects, or the events themselves from which the sounds 
come, genuine reproduction would require the re–creation or persistence of the original 
object or event.  

(ibid., p. 346) 

Imagine making a recording of a bell being struck and playing it back at a later time. It 
seems right, in a sense, to say that we have a auditory experience as of a bell being struck, 
yet there is no bell or striking force around. Without invoking sounds, how can this be 
explained except as a case of misperception?  While this is not a knockdown argument 10

against immediate theories, it seems quite unintuitive as it is much more natural to think 
of audio equipment as in the business of taking in and reproducing sounds than as 
illusion generators.  

One way an immediate theorist might respond is to point out that experiences of audio 

 Martin does not explicitly argue for thinking of sounds in this way. He says: “I want to take them 8

as given, for I am not sure that a better argument can be given in favour of the contrast between 
auditory and visual reproduction than just to notice the relevant features of the situation”. (2012, 
p. 332)

 I will say a little more about this in a moment.9

It could be argued that the illusion problem is suffered to some degree by mediate accounts 10

rather than immediate. If sources are perceptually represented as well as sounds then arguably 
hearing an audio recording is still to undergo half an illusion: the perception of sounds would be 
veridical, but they would be heard as parts or products of illusory sources. Potentially, the mediate 
theorist would have some wiggle room here by arguing that in some cases sounds can be heard in 
the absence of their sources (e.g. O’Callaghan 2011, p. 6). As my interest is in defending soundless 
audition, however, this possibility will not be examined further here.
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playback are very rarely cases of trompe l'oreille; walking into a cafe with a radio playing 
in the corner, or a supermarket with speakers fixed to the walls does not normally lead to 
false beliefs about there really being musicians performing nearby. Hearing a recording 
is normally somewhat like hearing the original, but almost never exactly the same. This 
difference might be used to argue that hearing recordings is not really having an 
experience as of a particular event, and so listening to recorded audio is not illusory after 
all.  

However, this actually reveals a deeper problem for immediate accounts. How can this 
‘same but different’ quality be accounted for by immediate views? On mediate and 
sonicist accounts, the tinniness of the radio or boominess of the supermarket speakers 
can be explained as hearing sounds that have similar, but not identical auditory qualities 
to those that were originally produced. Sounds made by the radio have a tinny timbre, 
and those of the speakers have a boomy timbre, while in each case still being 
recognisably similar to the sounds originally recorded. It might seem as though the only 
option an immediate theorist has here is to say that the same recording can lead to 
representations of slightly different events depending on playback the device, but this is 
problematic. First, because this does not seem a good description of the phenomenology. 
Imagine listening to the same recording on multiple devices, in each case what you hear 
will be, despite the distortions that each playback device brings, recognisably the same 
event, with the same objects, and the same forces applied to them: large wooden things 
will still sound large and wooden, hard strikings will still sound like hard strikings. 
Second this returns us to the original problem: immediate theorists seem forced to 
explain hearing recordings in terms of misperception. In the rest of this section I will 
propose a way in which listening to recorded audio can be accounted for on immediate 
theories in a way that does not invoke illusion, and explains the ‘same but different’ 
quality of imperfect playback. My approach shall be to affirm something that Martin 
explicitly denies: the possibility of auditory images .  11

Before going on, it is worth briefly mentioning an issue which arises here, but which I 
will not dwell on. Firstly, there is the question of whether hearing the sounds produced 
by a speaker counts as hearing the original sound or a duplicate (Martin ibid.; O’Callaghan 
2007, ch. 10 ). Although thinking of recordings as duplicates might seem intuitively 
correct, intuitions become murkier once we consider cases of synchronous reproduction, 
such as when a lecturer’s voice is amplified through a PA system, rather than recorded 
and played back at a later time (O’Callaghan 2007, p. 141). As my interest here is in 
defending an immediate account of audition, and thereby denying that we hear sounds 

 See above (and 2012 p. 346)11
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at all, I will not consider this issue further.  

Visual Images 

Seeing visual images seems like a good example of perception as of a thing or scene, 
which is non–illusory, yet at the same time clearly not that thing or scene. We can see 
that the photo is of an apple tree, and yet at the same time it is perfectly obvious that 
what we are looking at is a photograph, not an apple tree. Neither are we inclined to 
think that the photo leads us to hallucinate an apple tree. But then what is it to look at a 
picture? In the following I will outline three ways in which picture perception might be 
differentiated from ordinary perception. My interest here is not to give an exhaustive 
account of all the positions which could be taken on what it is to see a picture, nor to 
determine what the fundamental character of picture perception is, nor whether each 
position I mention is mutually exclusive. Rather, I aim to show that regardless of which 
of these criteria you adopt, hearing recorded audio can be thought a form of image 
perception. 

First, Martin suggests that we should think of pictures in terms of the appearance of 
objects: 

a visual image presents the appearance of something which it does not exemplify...To 
recognize an image for what it is, on this view, will be to see that it presents an 
appearance which it does not exemplify.  

(Martin 2012, p. 343)  

On this account, seeing an image is to see an object as having an appearance of another 
object while at the same time recognising that it is not that object. The photo will present 
the appearance of an apple tree but at the same time is patently not an apple tree.  

Second, pictures might be identified by the lack of proper perspectival relations between 
depicted objects and ourselves. If I look at a tree in real life, I will see it as in front of me, 
to the side, near, or close by. If I move while keeping the object in my line of sight these 
relational properties change (Harman 1990, p. 8): a moment ago it was close to me and to 
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me right but now it is presented as further away and to my left.  However, relational 12

properties do not change if I am looking at a depicted tree: although I can see the photo 
itself as being located at a certain point in egocentric space, a which changes as I move, 
altering my viewing angle does not alter relations to that which is depicted. If the photo 
is of the tree in the distance, changing my location will not allow for me to take a closer 
look, nor can I go around so as to look at its other side. On this account, part of seeing a 
picture is to see its depicted object, and recognise that you do not stand in certain spatial 
relations to this object.  

Finally, pictures can be identified by their two–foldness, a notion first introduced by 
Wollheim, who says: 

The spectator is, and remains, visually aware not only of what is represented but also of 
the surface qualities of the representation.  

(Wollheim 1980, p. 214–215) 

The claim here is that picture perception consists in awareness of that which is depicted 
and the surface on which it is depicted. I am aware of the apple tree, but also aware of the 
coloured ink on the surface of the photograph. There are different ways in this claim can 
be interpreted. One is to say that when we are looking at a picture we are simultaneously 
perceptually aware of both the surface and the depiction at all times. Another is to think 
that while we might perceive both, we typically attend to what is depicted (Nanay 2011), 
and tend to ignore the surface (Levinson 1998, p. 229) but can shift our attention towards 
it if we want.  

Auditory Images 

I suggest that listening to auditory playback can be thought of as image perception. 
Pressing play leads to our perceiving a speaker as auditorily depicting objects, forces, and 
spaces. If this is correct then immediate theories have an account of listening to 
recordings which does not rely on illusion, and provides a sound–less way of accounting 
for imperfect playback.  

 The idea that perspectival relations can be used to differentiate picture and non–picture 12

perception can be found in Cohen and Mesikin (2004). O’Callaghan discusses these issues in 
relation to hearing recordings, as well as the similarities and differences between hearing 
recordings and seeing pictures at length (2007, ch. 10). However, he is concerned with whether we 
should think of hearing recordings of sounds as hearing the originals, rather than whether 
auditory images of sound sources are possible. 
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In Chapter 2 I argued that when objects vibrate so as to produce sound waves, we 
auditorily represent those objects and their properties. I suggest that the same is true 
when speakers vibrate: we auditorily represent the object itself, and some of its 
properties, such as its size. However, speaker perception can be thought of as unique in 
the same way that Martin suggests picture perception is unique. That is, speakers can be 
thought of as being perceived to exhibit an appearance that they do not exemplify. I hear 
the radio in the cafe to be small and crackly, but also hear it to simultaneously bear the 
appearance of a certain person speaking, or of instruments being played. Hearing the 
same song on different speakers can be thought of as equivalent to seeing the same 
image printed on different surfaces: if they are playing the same song, the radio and the 
speakers exhibit, to some degree, the same appearance.  

Second, what we hear when audio is played back, lacks perspectival features. Hearing 
music coming from a tiny speaker on a shelf lacks the expansive quality that hearing a 
real group of musicians would have. The singers voice might be very prominent ‘at the 
front of the mix’ but she will remain there wherever we move in the cafe, we cannot 
move so that we are behind her and closer to the drums. Consider also reverberation in 
recorded music. As mentioned in the previous chapter, almost all modern music is either 
recorded live, and so has a natural reverberation, or has had artificial reverberation 
added to it in post–production. I have argued that we auditorily represent spaces, and on 
the account I am proposing here, recordings depict spaces alongside things and forces. 
Part of seeing a photograph is seeing objects to be located in a different pictorial space: I 
can have a picture showing a vast savanna hung up in my pokey flat, and see that it is not 
part of the space in which I am situated. Similarly, a recording of gregorian chanting in a 
large cathedral leads to my representing a second, pictorial, space, separate to where I 
am.  
  
Finally, listening to audio playback can be thought to exhibit two–foldness, in that we can 
hear the playback device, and what it plays back, simultaneously. We are perceptually 
aware of the radio’s small size and crackly–ness, but at the same time the properties of 
the objects, forces, and spaces it is depicting. As with picture perception I leave open the 
question of whether these folds are perceived simultaneously or one at a time, but it is 
interesting to note that like picture perception, although we can direct our attention to 
the speaker itself, most of the time when listening to audio playback we ignore the object 
which does the depicting. If we lack a decent hifi, we make do with a tiny radio and are 
able to listen past its shortcomings as a depiction device.  

There are, then, striking parallels between seeing pictures and hearing recordings. 
Immediate theories can avoid having to explain hearing recording as misperception, and 
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explain imperfections in audio playback, in terms of the hearing of auditory images. 
Speakers need not be thought of as sound producers, nor hallucination generators, but as 
auditory canvases. 

Conclusion 
In this chapter I have tried to show that neither auditory properties, nor audio recording 
and playback threaten, immediate views of audition. First, I argued that loudness and 
pitch can be thought of as properties we attribute to forces, and objects respectively. The 
fact that sounds possess intensity and frequency, and that these are closely connected to 
experiences of loudness and pitch, does not entail that we represent sounds. An 
experience of a ‘high pitched’, ‘loud’ sound, can be described as an experience of an 
intense force being applied to a small object. Timbre, I have suggested should not be 
thought of as a property at all, but rather a word to describe the overall quality of an 
auditory experience, depending on the representation of multiple sensory individuals 
and their properties.  

We have also seen that there is an interesting and rich account of hearing recorded audio 
available to immediate theories. This can be used to avoid having to classify hearing 
recorded audio as a form of illusion, as well as explaining the differences between 
hearing real events and recorded ones, and the ways in which playback devices can alter 
the audio they play back.  
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Conclusion 
In this text I have tried to develop an account of auditory perception which does not 
begin with questions about what sounds are, but questions about how the material world 
might be auditorily represented. I have tried to show that once we explain how objects, 
events, and spaces are heard, we do not have reason to think that we hear sounds as well. 
Audition, like vision, sends messages about ordinary objects, their activities, and spaces, 
albeit in quite a different way. It does not, however, send messages about sound waves, 
medium disturbances, or vibrations.  

Despite the ubiquity of sounds in philosophical treatments of audition, it is generally 
considered a plus for an account if it allows for perceptual contact to be made with the 
activities of material objects. We do, after all, use it mainly to form beliefs, keep track of 
and act upon these aspects of the world. I have suggested here, however, that questions 
about how we auditorily represent the material require more attention. While we have a 
fairly clear idea of what we mean when we say that we see the bell being struck, or the 
floor being scraped, this same is not true for audition. Can we be thought to hear 
material objects? How is hearing an event different to seeing it? Moreover, a focus on 
sounds and sources, has meant that reverberation, and the awareness of space it provides, 
has been largely ignored despite its prevalence in auditory experience. In Chapters 2–4, I 
have tried to address these issues by suggesting how objects, their activities, and the 
spaces enclosing them, are auditorily represented. 

Chapter 2 defended the claim that material objects themselves are sensory individuals of 
audition. We saw that there are a number of reasons for thinking why this might be the 
case: Auditory Scene Analysis groups frequency components together so that they match 
up with vibrating material objects, the material properties of objects influence how they 
vibrate (and therefore the sound waves they produce) in a uniform manner, and we 
effortlessly form beliefs about these properties just from what we hear. I have argued 
that this idea can be defended from two objections. Firstly, we should not decide whether 
or not we hear objects on the basis of whether or not auditory experiences can be 
matched up with the material objects that we see. Secondly, although audition does not 
inform us of how precisely material objects are extended in space, this in and of itself is 
no reason to reject the idea we hear objects, especially as we can still auditorily single out 
objects in other ways.  
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In Chapter 3 I put forward a way in which the activities of material objects might be 
represented. We saw that the visual model of movement and changed is not a good fit for 
audition. Seeing objects move would seem to require seeing how they extend in space, 
and this is something audition does not do. Moreover, we saw that the sequential 
attribution of properties does not explain the peculiarities of audition. I suggested an 
alternative model based on two ideas. First, temporally extended aspects of our 
environment are not represented through the attribution of different properties to an 
enduring individual. Rather, they are represented as being extended in time, in the same 
way that objects are represented to be extended in space. Second, auditory event 
perception consists not in representing material objects as changing their location, but 
as being stimulated by a force of a particular type and intensity.  

Chapter 4 focussed on how we become aware of empty space through audition. I argued 
that the beliefs we form about space from auditory experiences are not plausibly the 
results of inferences made from perceiving sounds, echoes, or objects. Instead, reflected 
sound waves lead to our auditorily representing volumes of empty space. Such an idea is 
quite similar to some accounts of vision, and I suggested that although we see but do not 
hear the specific locations of spaces, this is no reason to give up the idea that space is 
heard, not inferred.  

Having established a framework for how the material world might be auditorily 
represented I returned in Chapter 5 to sounds. We saw that there are two reasons for 
thinking that sounds might be required by an account of auditory content. First, they 
might be thought necessary as bearers of audible properties: pitch, loudness, and timbre. 
Second, sounds seem to be required for a proper explanation of listening to recorded 
audio. However, we saw that auditory properties are not, in the case of loudness and 
pitch, necessarily properties we attribute to objects, and, in the case of timbre, not 
necessarily properties at all. Moreover, immediate theories have available a 
straightforward and plausible account of hearing recordings by comparing such 
experiences to picture perception.  

The idea that we hear sounds is a very intuitive one, and I am aware that by proposing a 
soundless approach to auditory perception I am flying in the face of what many people 
would consider common sense. On my approach, nouns like ‘clang’, ‘thud’ and ‘sawing’ 
are best understood not as referring to individuals which possess timbre and loudness, 
but as picking out pairings of objects and the forces applied to them. Hearing a clang is 
not a bright, trebly noise, but an impact force applied to a metal object, thuds and 
sawings are, respectively, impact forces and scraping forces applied to wooden objects.  
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As a philosophical account of perceptual content, however, I do not think that what I 
have put forward here is particularly revisionary. First, explanations of perceptual 
content in which multiple, related, sensory individuals are represented are unusual but 
not unheard of. Indeed, exactly these types of account have been proposed by others to 
make sense of the idea that we hear sounds and the material world: if we auditorily 
represent sounds and sources, why not forces and things? Second, different proposals 
about what aspects of our environment are perceptually represented are common in 
vision. We have seen, for example, that there is disagreement as to whether the sensory 
individuals of vision are better thought of as places or material objects, as well as 
whether illumination is represented as an individual in its own right, or as a property of 
objects. In fact, two of the sensory individuals that I propose for audition have visual 
equivalents. I say that we hear, as well as see, things and spaces. Only the claim that we 
hear applied forces as individuals can be thought a significant departure from other 
theories of perception, and even here parallels can be drawn with claims that causality 
can be seen. Finally, variations of the specious present doctrine are very frequently 
invoked in discussions of seeing change. Given audition’s unique temporal features, it 
seems worthwhile to try and apply this same idea when considering how change is heard.  

Even if this text has not been entirely successful in persuading the reader to give up 
sounds, I hope to have shown that auditory perception poses a unique set of challenges 
concerning objects, time, and space.  
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