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Abstract 
This paper proposes an enhancement to the low latency Pre-
Registration handoff mechanism for Mobile IPv4 proposed by 
the IETF. This protocol relies on the presence of layer 2 triggers 
to provide smooth layer 3 handoffs with minimal latency. 
However, these triggers may not be available in certain access 
networks (i.e. IEEE802.11). By using location information 
(present and predicted), this handover method can be enabled 
over a broader range of access networks and provide even lower 
latency and lower buffer requirements. The OPNET models used 
to model this protocol are discussed and results are presented for 
both UDP and TCP traffic flows. An analytical model is also 
introduced, providing us with results on packet delay, loss and 
buffering. 

Introduction 
In today’s growing wireless world, a large number of IP-enabled 
devices have found their way into everyday life. This paves the 
way for connected applications and the need for always-on 
connectivity. Users need to be able to roam among access points 
(APs) in the same access network and between different access 
technologies as well (e.g. GRPS and WLAN). Two types of 
mobility can be distinguished: macro- and micro-mobility.  

Macro-mobility deals with handovers between different 
administrative domains. Mobile IP (MIP) [15] is the generally 
accepted method to facilitate this type of mobility. MIP makes it 
possible for a Mobile Node (MN) to move among different IP 
(sub)networks without needing to change its IP address. The 
MN’s address on its original (home) network is maintained 
throughout its travels, and traffic is routed to a temporary 
address, called the Care-of Address (CoA), assigned to this node 
when it is away from its home network. The mapping between 
the home address and the CoA is stored in the Home Agent 
(HA), a processing entity (router or host) present in the home 
network. All traffic for the MN is intercepted and tunneled to 
this CoA, which in this paper is assumed to belong to a Foreign 
Agent (FA) present in the visited network. (CoAs can also reside 
at the MN itself, operating without the need for any other agents 
on the visited links). Acting as the tunneling endpoint for all the 
traffic intercepted by the HA, packets are de-tunneled at the FA 
and delivered to the MN, which is still using its home address to 
send packets. The FA therefore must not rely on standard IP 
routing, as the destination address for the de-capsulated packet is 
topologically unable to reside on the same network as the FA 
according to the IP routing scheme. Every time the MN moves 
to a new network, it registers its new CoA with the HA through 
the FA. 

Micro-mobility, on the other hand, aims to minimize the packet 
losses and delays caused by frequent handovers in the same 

domain. There are several reasons why MIP is not the best 
solution for this type of mobility, as there are two types of 
latencies involved that can deteriorate MIP’s performance. First 
of all we have the signaling induced latency: an FA is unable to 
process traffic for a MN until registration with the HA is 
completed. If this HA is a long routing distance removed from 
the FA, all traffic sent to the MN is either sent to the wrong CoA 
(the old one) or dropped (arriving at the new one before the 
registration is complete). Secondly, there is the handover 
induced latency: when i.e. using IEE802.11b (also referred to as 
WiFi) [19] as the access technology, the MN is unable to receive 
any traffic at all. WiFi is a break-before-make protocol, meaning 
it will sever its connection with the current AP before it is able 
to discover and associate itself with the new one. Several 
methods like Cellular IP [7] and HAWAII [18] have been 
proposed which are built on top of MIP but do not share much of 
the same signaling scheme. We chose to use approaches that stay 
close to the messaging structure of MIP, providing a “cleaner” 
integration. 

The first of the latencies mentioned above is assumed to be 
improved adequately through the use of Hierarchical MIP 
(HMIP, also referred to as Regional Tunnel Management) [10]. 
This technique introduces a tree-like hierarchy of foreign agents. 
FAs are divided in sub-domains, branches of the tree, which are 
each governed by a Gateway FA (GFA). This GFA acts as the 
HA for a MN when it moves between FAs of the same branch of 
the tree. Multiple levels of hierarchy are possible, minimizing 
the path needed to complete a new registration. The handoff 
induced latency is more problematic, as this is caused by 
properties of the underlying MAC layer. The IETF has proposed 
a low latency handoff scheme [8] to counter the effects caused 
by the gap in layer 2 communication. This scheme describes 
methods for a MN to conduct its registration with the new FA 
(nFA) while still being connected to the old FA (oFA) or a way 
for the MN to postpone this registration until after the layer 2 
handoff and still receive traffic sent to the oFA. The first is 
called Pre-Registration while the latter is called Post-
Registration. Both of these techniques rely on layer 2 triggers to 
be present in the system. If the underlying layer provides these 
triggers and manages to deliver them in time, the layer 3 handoff 
can proceed with very low latency. But exactly this requirement 
proves to be unattainable for many link layers. 

We propose an extension to Pre-Registration that exploits 
location information available to the MN. Some work on the 
topic of using location information has been done before (e.g. 
[9]), but there it is assumed that the FAs are aware of their 
location and possibly communicate this to each other. Imagine a 
scenario where a car equipped with a wireless interface is 
traveling along a highway or a pre-defined route (e.g. GPS 



 

generated). The system can determine which access points are 
eligible to be visited in the near future along the trajectory and 
can elect to start a partial handover several hops in advance. This 
way we can eliminate a large dependency on the topology and 
introduce a tight timing mechanism for trigger delivery. 

The remainder of the paper is organized as follows. First we 
discuss the low latency mechanisms and highlight their 
weaknesses. We then introduce our location augmented proposal 
and proceed with describing the OPNET-specific aspects of the 
implementation (node and process models). The following 
section will show some results obtained with the simulation 
models. Lastly an analytical model for the protocol is discussed 
together with some results. 

Low latency handover mechanisms 
The low latency draft as defined by the IETF consists of two 
protocols: Pre-Registration and Post-Registration.   
Both protocols rely on the presence of layer 2 triggers in the 
system: 

• AT: anticipation trigger; occurs when the MN is about 
to move to a new AP; 

• L2LD: layer 2 link down trigger; the MN has lost all 
connection with the old AP; 

• L2LU: layer 2 link up; the MN has made connection 
with its new AP. 

The above triggers always need to meet the condition that: 
AT < L2LD < L2LU. 

Pre-Registration aims at minimizing handover latency by 
performing registration with the nFA while still being connected 
to the oFA.  
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Figure 1: Pre-Registration 

Figure 1 shows the operation of Pre-Registration. When AT is 
generated by the link layer, the MN exchanges a Proxy Router 
Solicitation (ProxyRtSol) and Proxy Router Advertisement 
(ProxyRtAdv) pair with the oFA for the nFA. This 
advertisement is from the nFA and has been exchanged with the 
oFA at some time in the past (messages 0a/b). The MN needs 
this message to learn its new CoA. On reception, the MN sends a 
normal registration request to the nFA, which processes this and 
forwards it to the GFA, which subsequently updates its binding 
table and starts forwarding traffic for the MN along the new path 
to the nFA. The registration reply generated by the GFA and all 
following traffic arriving at the nFA before L2LU is buffered 
until the MN has associated itself with the new AP.  

Post-Registration on the other hand allows for node movement 
without intervention of the MN itself. Whenever a handoff is 
about to occur, a Bi-directional Edge Tunnel (BET) is 
established between oFA and nFA. All traffic arriving at the old 
tunneling endpoint is forwarded along the BET to the new one 
and delivered to the MN. As our scheme builds upon Pre-
Registration, no further attention will be given to Post-
Registration. 

The timing of the layer 2 triggers has an impact on protocol 
performance. If AT and L2LD are too close together, it’s 
possible that packets arrive at the oFA after L2LD and thus will 
be lost. If the distance becomes larger, buffer requirements in the 
nFA will rise, as registration is initiated at AT causing packets to 
be routed along the new path. Pre-Registration is also dependent 
on the access network topology. Looking at the reference 
network depicted in Figure 2, we can see that the logical 
infrastructure of HMIP (the tree structure of the FAs) does not 
have be the same as the physical network layout. The path from 
the oFA to the nFA is of importance for the signalization: the 
smaller the routing distance between the FAs, the sooner traffic 
will be routed to the nFA.  

Internet

Router GFA

Router 2Router 1

Router 3

Router oFA Router nFA

MN

CN

 
Figure 2: Reference network 

The problem with Pre-Registration is two-fold. First of all, there 
is the presence of the triggers. If we take WiFi as the access 
method, the required AT trigger is not available in the system. 
Secondly, due to the protocol dependence on the network 
topology, there is no consistent way to time the triggers. The 
spacing of L2LD and L2LU is a property of the access 
technology and is often referred to as the re-association delay. 
The interval [AT, L2LD] is of greater importance and we should 
have some control over it in order to tune the protocol’s 
performance. 

A location augmented approach 
In order to overcome the limitations of Pre-Registration detailed 
above, we propose a protocol that uses location information 
present in the MN. A first approach would be to simply use a 
mechanism that conducts a handover to the nearest available AP. 
An AT could be generated at this point, followed a forced 
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handover some time later. There would still be the problem of 
trigger timing: as we do not know the path the signalization 
messages will follow, it is hard to determine the spacing of the 
triggers.  

Now suppose we have location information available to the MN, 
so that it knows its spatial relation to the various APs and the 
data necessary to connect to them. We can also have trajectory 
information, e.g. driving straight along a highway or GPS-
generated routes. Using this data, we can determine the APs (and 
thus FAs) that the MN will visit during its travels. Whenever an 
MN enters – or moves in – a hierarchical domain, it can choose 
to conduct Pre-Registration several hops in advance. For each 
FA to visit, a ProxyRtSol and ProxyRtAdv pair is exchanged and 
a Registration Request is sent, which all process these requests 
as normal and send them up to the GFA. Here they are cached 
until further notice. When the MN actually moves to a network 
to which it has performed this advance registration, it sends a 
Release Cached Request (RCR) to the GFA on AT. This 
message causes the cached request at the GFA to be activated 
(the GFA updates its binding table) and a Registration Reply to 
be sent to the nFA which buffers it (and subsequent traffic) until 
L2LU. 
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Figure 3: LABPR 

Figure 3 shows the schematic operation of this new protocol, 
called Location Augmented Bulk Pre-Registration (LABPR). 
Note that the oFA in this figure is not necessarily a direct 
neighbor in the MN’s path for messages 0 to 3. Messages 0a/b 
are exchanged in advance. When the MN chooses to perform 
bulk registrations, messages 1a/b are exchanged for each FA, 
followed by messages 2 and 3. At the moment of the actual 
move (so at AT), message 4 is sent to the GFA to activate the 
binding requested in message 3. Message 5 is sent in response 
and buffered until L2LU at the nFA. We now see that 
signalization at the moment of handover is not dependent 
anymore on the path oFA → nFA → GFA but only on the path 
oFA → GFA.  

Triggers can now be timed as follows: when nFA becomes the 
closest one (according to the GPS information), AT is generated 
“from above”, and not from the link layer. The layer 2 is forced 
to conduct a handoff to nFA after a period equal to an estimation 
of the Round Trip Time (RTT) from the MN to the GFA. This is 
exactly the time needed for the RCR to reach the GFA and any 
packet still underway along the old path to reach the MN before 
the link is broken. The time until L2LU is inherent to the link 
layer mechanism but is usually generated correctly: an MN 

knows when it has restored connection to an AP, as does the AP 
itself. 

LABPR modeling in OPNET 
In the following sections we will describe some of the 
implementation issues involved in integrating LABPR into the 
standard OPNET stack and node models. The first section 
introduces the new node models and shows where the new 
processes are located. The second section discusses these new 
processes in more detail. 

LABPR modeling in OPNET: node models 
Two new node models, both derived from the eth_wkstn_adv 
model, have been introduced in order to model MIP: a mobile 
node and foreign agent model. 

 
Figure 4: Mobile node model 

The MN model shown in Figure 4 is equipped with eight WiFi 
interfaces, each configured to a different BSS id. Layer 2 
roaming is not supported by OPNET at the time of writing, so 
this approach was taken to allow node movement across 
different APs. The MN maintains a variable active_intf_index in 
one of its process models, shared through the process wide 
registry. Using this index, the IP process was modified to always 
forward traffic to the active interface only. All traffic received 
on non-active interfaces is dropped. This model opens up a lot of 
possibilities: the node can be generated through EMA to include 
as many interfaces as there are networks the node can roam to. 
We can simulate the use of multiple antennas or even replace 
some of the interfaces with GPRS links to model heterogeneous 
handovers. Each line in the Interface Information attribute of the 
IP process model is configured to the same IP address, the home 
address of the MN. The IP Auto Addressing scheme for a 
network is modified to skip any MNs it encounters. Further 
details on the modification of standard library models are 
described in [20]. 

Looking at the node model more closely, we can see three new 
processes interfacing to the udp module: source adaptation, reg 
and ping. The source adaptation module is an encapsulating 
process for simple_source-generated traffic and used to create an 
explicit UDP packet flow across the network. Packets are tagged 
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with a sequence number so when we send a stream of packets to 
a MN during its handover we can check for packet delay, loss, 
possible re-sequencing, etc… The reg process deals with all 
mobility related messaging and the ping module is used for RTT 
estimation from the MN to the GFA. Interfacing to ip_encap are 
the tunnel and icmp_bis processes. Tunnel is responsible for IP-
in-IP tunneling and de-tunneling, while ICMP_bis generates and 
process Router Advertisements and Solicitations. The moip_core 
module interacts with other processes through the use of remote 
interrupts. It is responsible for parsing a mobility script and 
delivering triggers both internally to the node and to an FA. 
Working in cooperation with this process is the power_monitor. 
A statistic wire from each wireless received node is connected to 
this module, using the received power statistic. The 
power_monitor module also serves as GPS model, parsing the 
trajectory and searching the network for AP locations. 

A MN has two modes of mobility operation: scripted or 
automatic. Figure 5 shows such a script. The nFA L2_LU 
attribute is taken as the moment of actual handoff and is 
specified in seconds. The other triggers are defined as an offset 
to nFA L2_LU. Each of these time instants can be randomly 
chosen from a specified distribution. Every subsequent value of 
nFA L2_LU can be specified as an absolute value or relative to 
the value generated in the previous line. The name of the 
interface to use is given each time, as well as the handover 
method to follow. Any number of lines in a script can be 
repeated a number of times as well. In our example here, a MN 
switches to the network to which interface IF2 has access to at a 
time uniformly distributed between 100 and 105 seconds. It 
stays there between 4 and 6 seconds before switching back to the 
network interface IF1 is connected to. Both of these lines are 
flagged for inclusion in a repetition. Given a repetition count and 
a dwell time (the amount of time an MN stays at an AP) any 
number of handovers between networks can be generated with 
little effort. 

 
Figure 5: Mobility script 

A second mechanism is called automatic handovers. Four 
methods are possible here: 

• Handoff to strongest signal level; 
• Handoff to nearest AP; 
• Handoff to nearest AP with Pre-Registration; 
• Handoff to nearest AP with LABPR. 
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An MN needs to be associated with a trajectory for these 
handovers to be possible. The power_monitor module is 
responsible for maintaining an ordered list of the APs with their 
received signal strength. While the non-active interfaces are not 
used for traffic, any packets received by them (such as Agent 
Advertisements) will still generate a statistic interrupt at the 
antennas. This module also searches the network for APs 
connected to foreign networks and parses the MN’s trajectory to 
determine which network will be visited during its movement. 

All triggers involved with a handoff that are generated here are 
scheduled at the moip_core process which decides what to do 
with them. When moip_core handles a trigger, it does not know 
whether the handover event is coming from a script or if it is 
automatically generated.  

Triggers are interpreted and handled according to the handover 
scheme used. When using Pre-Registration or LABPR, AT 
initiates the actual handover. Consequently, the nFA needs to 
know that it should buffer the incoming Registration Reply and 
all following traffic until L2LU. Moip_core has a list of all FAs 
and a handle on the reg process in each one (discovered through 
the process-wide registry), which is the entry point for all 
triggers in an FA. When moip_core handles a L2LU event, the 
active_intf_index in the MN is updated and the nFA is requested 
to flush its buffers to the network. This direct interaction 
between MN and FA on a simulation level allows for tight 
control over all mobility events. In some networks, the FA and 
the wireless AP may be one physical device. If this is not the 
case, like in our models, there is a need for some protocol 
running between the AP and the FA to provide trigger 
notification. We have the advantage of running in a closed 
environment, so this protocol is replaced by MNs signaling the 
FAs on a “higher level”. 

 
Figure 6: Foreign agent model 

The FA model is depicted in Figure 6, which is also based on 
eth_wkstn_adv. FAs are hosts on the foreign networks connected 
to wireless APs through hubs or switches.  

LABPR modeling in OPNET: process models 
The implementation of our base models is detailed in [20]. We 
have integrated MIP, HMIP and Optimized Smooth Handoff into 
OPNET’s standard IP stack, allowing use of the full model 
library with all of its features. Several extensions have been 
needed to allow implementation of Low Latency Handoffs and 
LABPR. 

ARP process 
Next to additions needed for MIP (Gratuitous ARP, Proxy ARP, 
…) there is also a need for a mechanism to update the ARP 
tables remotely. The MIP standard dictates that all 
communication between MN and FA should be possible without 
the need for ARP requests being sent. Usually, an FA learns the 
link layer address of an MN from the source address of a Router 
Solicitation or Registration Request. In the case of Pre-
Registration and LABPR however, the Registration Request is 
sent through the oFA. To this end, a Link Layer Address (LLA) 



 

extension is added to the Registration Request by the MN. The 
registration process (running on top of UDP) in the FA removes 
this extension and uses the contained information to update its 
ARP tables. The IP module treats registered MNs as being local 
to the link, so when a packet is sent from the FA to the MN, the 
home address will be considered local and the packet will not be 
forwarded to the default gateway. There will be need for an ARP 
request as the layer 2 address will be present in the tables. 
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Figure 7: ip_arp_v4 process model 

The additional state remote_cache_update in the already 
modified ip_arp_v4 process model is depicted in Figure 7. The 
registration process discovers the ARP module through the 
process-wide registry and then generates remote interrupts with 
an associated ICI to create an ARP entry for the MN. 

Of course, like with MIP, to model the protocol dynamics 
accurately the simulation attribute ARP Sim Efficiency must be 
set to disabled. 

ICMP_bis process 
The ICMP_bis process deals with Router Solicitations and 
Advertisements. Logically this should be integrated in the ICMP 
child process of the IP process, but is modeled here as a process 
interfacing ip_encap for modeling ease. 

 
Figure 8: ICMP_bis process model 

This process usually waits in an idle state until a packet arrives 
or a solicitation/advertisement needs to be sent. Another process 
usually requests transmission of these messages, with the 
exception of the periodically broadcasted advertisements. 

Attribute name Type 
Send Router Advertisements Toggle 
MinAdvertisementInterval Double 
MaxAdvertisementInterval Double 
Start Agent Advertisements Double 
Stop Agent Advertisements Double 
Support Regional Registration Toggle 

Hierarchy Compound 
Solicit Neighboring Agents Toggle 
Neighboring Agents Compound 
Solicitation Time Double 

Table 1: ICMP_bis attributes 

Foreign agents have the configurable attributes listed in Table 1. 
Of importance are the last three options, which detail when an 
FA should send ProxyRtSol to its neighboring agents and cache 
the replies. For LABPR, this neighboring agents list should 
include all the agents a MN is likely to bulk register with. In 
smaller networks this could be an entire sub-domain in the FA 
tree. 

Tunneling process 
This process, responsible for IP-in-IP tunneling, has been given 
more functionality by also buffering packets here. Whenever a 
packet is decapsulated for an MN that does not have a layer 2 
link with the AP connected to this FA (so before L2LU), packets 
are stored in a buffer created with the oms_buffer package. 
Events to start buffering or to send the buffer are generated at 
the MN in moip_core and delivered to the FA’s reg process 
which decides how to handle these events. These buffers are 
only used when the handover mechanism is Low Latency (Pre- 
or Post-Registration) or LABPR. 

 
Figure 9: Tunneling process 

Attribute name Type 
Pre Reg Buffer Size Integer 
Pre Reg Buffering Mode Integer: Global / Per Node 

Table 2: Tunneling attributes 

Table 2 shows the two attributes an FA can be configured with. 
The first one determines the buffer size in packets and the 
second one specifies whether this size is for the overall buffer or 
if each node is given a buffer of this size. 

Registration process 
Figure 10 shows the process responsible for handling all 
signalization messaging. It is implemented in very 
straightforward way: one idle state jumping to various forced 
states in response to packet arrivals or packet generation requests 
coming from other processes. The same model is used for both 
MNs and FAs, and extra soft states are maintained through state 
variables. Modeling a process in this way more closely 



 

resembles the code logic of a testbed implementation, as a 
process like this can be viewed as an elaborate switch statement. 
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Figure 10: Registration process 

Each state is designed to handle exactly one type of packet, 
except for the bottom left state, called handle_deus_ex_event, 
and which is used to handle layer 2 triggers. This is the entry 
point in an FA for moip_core-generated triggers at the MN. The 
remote interrupts are accompanied by an ICI detailing the type 
of trigger and the method of handover. This contextual 
information is then used to determine the action to be taken at 
the FA. 

Moip_core process 
This process model is present only in the MN, and handles all 
mobility related events including layer 2 triggers. 

 
Figure 11: Moip_core process 

It is responsible for parsing the mobility script and scheduling all 
the mobility related events. Events triggered by an automatic 
approach are also delivered here. The hande_mob_event state is 
entered on each trigger occurrence and here is decided what 
action needs to be taken and whether or not to notify an FA of 
the event. 

Table 3 lists the attributes of the moip_core process. It is here 
that the Home Agent for an MN is specified, along with a 
compound interface configuration list that details what interface 
is the home interface and which ones are the foreign interfaces. 
The mobility method for the MN is also set here together with 
the possible mobility script and its repetition parameters. 

Attribute name Type 
Home agent String 
Mobility method Integer: Scripted / Automatic 
Mobility sequence Compound 
Sequence repetition count Integer 

Dwell time String (distribution) 
Interface configuration Compound 

Table 3: Moip_core attributes 

Power monitor process 

 
Figure 12: Power monitor process 

An interrupt is generated each time a packet from a foreign 
network is received and handled by power_change. An ordered 
list of each AP is maintained with its associated signal strength. 
When the MN changes location, an interrupt activates the 
location_update state which will then see which AP is the 
nearest. When using LABPR, a handover is started to the nearest 
AP if it is different from the current one.  The trigger_ping state 
is used to start measuring the RTT time to the GFA when the 
handover method is LABPR and the MN is moving in the same 
domain. It interrupts the ping module connected to udp. 

Attribute name Type 
Time for 802.11b re-association String 
AT <-> LD for PRE String 
RTT correction factor Integer 
Use weighted average RTT est Toggle 
Ping interval String 

Table 4: Power monitor attributes 

Since actual layer 2 mobility is not modeled, the option is given 
to define a random variable that specifies the time it takes for a 
MN to restore connection with a new AP. When using Pre-
Registration, there is no clear way how to space AT from L2LD, 
so this value can also be defined as a random variable according 
to some distribution. The RTT estimator calculated here is the 
average of the last 10 measurements. A certain percentage of its 
value can be added to the estimator to make it more robust (more 
on this in the section on simulation results), or a weighted 
average can be taken as well, where the newest measurements 
have more weight than the older. Lastly, the interval between 
subsequent ping measurements can also be defined according to 
some distribution. 

Mobile node configurator 
The last new process model is more of a utilitarian nature. When 
dealing with a large number of mobile nodes and a high number 
of foreign networks, configuring the nodes individually becomes 
a chore. We can not rely on address auto configuration, as each 
interface of an MN needs to be set to the same IP address. This 
process, having super priority, will iterate through the MNs and 
assign each IP interface on the node the same address taken from 
some address space specified as an attribute. 



 

OPNET simulation results 

 
Figure 13: OPNET topology 

For all our simulation runs, we use the network shown in Figure 
13. For clarity’s sake only the foreign networks are shown; the 
home network and the crossed traffic on the routers have been 
omitted. Both the links (10Mbps Ethernet) and the routers are 
loaded with background traffic. The FAs are connected to the 
WiFi APs through Ethernet switches. In all the simulation runs 
we use a uniformly distributed random variable between 200 and 
400 ms for the re-association delay, i.e. the length of the interval 
[L2LD, L2LU]. The choice of these values is taken from 
measurements documented in [12]. For Pre-Registration, the 
spacing between AT and L2LD is uniformly distributed between 
10 and 150 ms, because we simply do not a priori know what the 
best trigger value is in this case. For LABPR, this spacing is 
taken to be the average of the last 10 RTT measurements. The 
first results are obtained using a UDP CBR traffic stream where 
a packet is sent every 10ms. 

We first look at buffer usage in the nFA. This is mainly a 
function of the length of the interval [AT, L2LU], as the 
handover and subsequent routing of packets along the new path 
is initiated at AT and the buffer is flushed at L2LU. Figure 14 
and Figure 15 show the buffering requirements for Pre-
Registration and LABPR. The results shown are measurements 
taken over 1,000 simulation runs, ordered on observed lengths of 
[AT, L2LU]. We can see that in both cases buffer usage shows a 
clear correspondence with the trigger values. While the 
requirements for Pre-Registration are slightly higher because of 
the potentially large spacing between AT and L2LD, there is no 
significant difference between the two protocols. 
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Figure 14: Buffering in nFA – Pre-Registration 
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Figure 15: Buffering in nFA – LABPR 

Looking at the same data, but now in function of the length of 
the interval [L2LD, L2LU] (the re-association delay), shown in 
Figure 16 and Figure 17. The lower halves of these figures are 
the observed re-association times, and are roughly the same in 
both cases. Due to the consistency of the RTT estimation each 
time in LABPR, the correspondence with buffer requirements is 
much clearer and shows less variation than Pre-Registration. 
This high variability is caused by the uncertainty of the AT 
trigger spacing, and subsequently makes buffer dimensioning 
very hard. Therefore, LABPR is clearly the better choice, as 
buffer usage has a much more predictable behavior once the 
inherent layer 2 properties (e.g. re-association delay) are known. 
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Figure 16: Buffering in nFA – Pre-Registration 
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Figure 17: Buffering in nFA – LABPR 

Looking at the losses in the oFA for Pre-Registration (Figure 18) 
and LABPR (Figure 19), we can see that given high enough 
values for the length of [AT, L2LD] we can achieve a lossless 
performance for Pre-Registration. The lower half of Figure 19 
shows the estimated RTT values over the simulation runs. There 
is packet loss throughout the runs, as traffic passing through the 
routers can undergo exponential response times and thus some 
packets may take a very long time to reach the oFA. However, 
Pre-Registration does not take into account the network load, so 
the higher the amount of traffic in the network, the higher 
L2LD-AT should be. 
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Figure 18: Packet loss in oFA – Pre-Registration 
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Figure 19: Packet loss in oFA – LABPR 

Figure 20 shows a histogram of packet losses for the same 1,000 
simulation runs as above. Slightly less than 70% of the runs 
proceeded without any loss at the oFA and about 25% 
experienced one packet loss. If we take the straightforward 
correction of adding a certain amount to the estimated RTT 
value, e.g. 20%, performance can be improved significantly as 
demonstrated in Figure 21. No loss is experienced in almost 90% 
of the runs. Single packet loss is under 10%, trailed by several 
rare cases of multiple losses. 
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Figure 21: oFA losses, 20% correction – LABPR 

Looking at TCP, Figure 22 shows the effect of increasing the 
RTT correction factor when conducting an FTP transfer of 
500,000 bytes during the handover. A flawless transfer is a 
session in which TCP did not have to retransmit a segment 
caused by packet losses. Figure 23 shows us that increasing the 
RTT estimator has an effect on the overall length of the interval 
[AT, L2LU] and thus has an impact on buffering requirements in 
the nFA. When increasing the RTT value with 75% lossless 
performance is achieved but approximately 6 TCP segments 
need to be buffered. 

In this section we showed through simulation results that 
although Pre-Registration and LABPR have roughly the same 
buffering requirements, the correspondence between trigger 
spacing and buffer usage is much more predictable in the case of 
LABPR. By tuning the estimated RTT values we can drastically 
reduce packet loss at the oFA which has an immediate effect on 
TCP’s performance across handovers. 
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Figure 22: TCP performance – LABPR 
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Figure 23: TCP buffer usage in nFA – LABPR 

Analytical model for LABPR 
In this section we introduce an analytical model for LABPR that 
allows us to evaluate several performance measures such as 
delay characteristics and buffer requirements. A similar way of 
modeling has also been applied to Cellular IP [1][7], HAWAII 
[2][18], Optimized Smooth Handoff [3][16][17] and Pre- and 
Post-Registration [4][5][6]. 

 

We use the reference architecture of Figure 2 and model all 
routers as M/M/1 queues, so that every packet going through one 
of the routers has an exponentially distributed random service 
time (processing time and transmission time). Consequently, the 
response time of a packet will also be exponentially distributed. 
Assume that the bulk registrations have happened some time in 
the past at an FA governed by the same GFA as the FA the MN 
is about to move to. Let t0 be the time at which the anticipation 
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trigger occurs. We define DLD and DLU as time between t0 and 
the corresponding triggers. It always holds that 0 < DLD < DLU. 

The most important time instance for both Pre-Registration and 
LABPR is the moment t1 the Registration Request or the RCR 
message reaches the GFA. From this point onward, all traffic 
will be sent along the new path. We now consider a UDP CBR 
packet stream destined from the CN to the MN with packets 
arriving every T ms at the GFA. The first packet of this stream 
arrives some time before t0. We can then compute the end-to-end 
delay distribution each packet encounters. The delay is also a 
random variable determined by the path a packet takes to reach 
the MN and is given by the sum of exponential variables and 
constants (the response time in the routers and fixed link delays). 
The time instant t1 determines the path a packet takes and 
consequently the composition of the delay random variable. Four 
different packet classes can be identified to which a packet can 
belong. By calculating the probability of each packet in the flow 
that it belongs to one of the four classes, we can get results on 
packet end-to-end delay and on loss probabilities. 

For a more detailed explanation on the analytical model and for 
further results, including a more detailed comparison with an 
analytical model for Pre-Registration, see [21]. 

Numerical results from the analytical model 
We configure the routers in the reference network with a service 
rate µ of 1 pk/ms and a load ρ of 0.8. The M/M/1 assumption 
then yields an exponentially distributed service time with a rate 
equal to µ(1-ρ)=0.2/ms. Let T be 10 ms for the UDP packet 
stream and the propagation delay on all the links is set to 5 ms. 

Figure 24 shows the individual delay distributions for the 30 
packets sent to the MN, of which the first arrived 80 ms before 
t0. They show the probability that the end-to-end delay from 
GFA to MN exceeds a certain time t. We assume infinite buffer 
sizes to be available the nFA. DLD is set to 45 ms which is 
exactly the RTT from MN to GFA, being the sum of the average 
response times in the routers and the link delays. We can see that 
packets 10 to 22 are involved in the handoff. Due to the high 
variability in router response times however, not all of the curves 
tend to zero. Packets involved early in the handoff may 
experience long delays along the old path from GFA to MN and 
therefore may arrive too late resulting in them being dropped at 
the oFA.  

Looking at the loss probability in the oFA in Figure 25, we can 
see that the loss probability of a small number of packets does 
not even exceed 8%. This is with an uncorrected RTT estimator. 
If we increase this value 5 ms every step and do this up to 55 ms, 
an overall drop probability well below 2% can be achieved. 

Another way to look at buffering requirements is in function of 
the timing between AT and L2LD or L2LU. Only the spacing 
between AT and L2LU is of importance for buffering, not 
L2LD. We show for both Pre-Registration and LABPR the 
expected buffer sizes (expected number of packets lost in the 
absence of buffers) and the minimum buffer sizes required to 
achieve a loss probability smaller than 10-5. It seems that 
LABPR has a need for larger buffers than Pre-Registration. This 
is true when using the exact same trigger values in both cases: 
the RCR message of LABPR will reach the GFA sooner than the 

registration request of Pre-Registration, causing packets to be 
routed to the nFA much sooner. 
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Figure 24: Individual delays – LABPR 
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Figure 25: Loss probability in oFA – LABPR 

When varying the spacing between AT and L2LU, as shown in 
Figure 26, we can better see the advantages of LABPR. Suppose 
we take the 45 ms RTT estimate for trigger delivery. DLU would 
then occur at 145 ms, resulting in a buffer usage of 
approximately 10 packets, which is exactly the expected number 
given the nature of the UDP packet stream. The number of 
losses drops even lower in the figure, as packets are lost in the 
oFA as well when the triggers are spaced closer together. For 
Pre-Registration to show similar behavior, triggers are likely to 
be spaced much further apart at a safe margin (due to uncertainty 
of the network topology) yielding in a higher traffic load at the 
nFA. 
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Figure 26: Buffering in nFA – LABPR and PreReg 

In this section we showed how the analytical model 
demonstrates which packets LABPR involves in the handoff and 
how their end-to-end delay is distributed and what the loss 
probability is for each of these packets. LABPR is also shown to 
have lower buffer requirements, as the spacing between AT and 
L2LD can be finely tuned to each other. 

Conclusion 
In this paper we presented a location augmented low latency 
scheme for MIP. We presented the enhancements made to our 
existing OPNET models and discussed the involved process and 
node models. Simulations have shown that, thanks to its 
independency on topology and mechanism for trigger timing, 
LABPR performs much better than Pre-Registration. Because 
the triggers are not strictly dependent on the underlying link 
layer, this low latency mechanism can now also be deployed on 
technologies like 802.11b. We also presented an analytical 
model that provides us with good results demanding much less 
processing than running a complex simulation. Few packets are 
demonstrated to be involved in the handoff and overall latency is 
low, as are the packet loss probabilities. We now also have a 
way to tune packet losses in the oFA to buffering requirements 
in the nFA: if lossless performance is of great importance, the 
buffer will need to be dimensioned bigger in the oFA. If, on the 
other hand, handoff latency is of bigger importance, fast 
performance can be achieved if the RTT estimator is taken small 
enough.  
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