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Abstract

Localization is a natural part of our everyday lives. Both cars and phones
include hardware and software that enable localization using satellites.
Localization is also increasingly available for large buildings, such as
shopping malls and museums. Apart from the localization of people,
the localization of objects is increasingly gaining attention, especially
to facilitate the deployment of smart measurement units in the Internet
of Things. To process such measurements, for example the tempera-
ture or the amount of passing cars, it is crucial to know where these
measurements were done.

How certain or uncertain are these location estimates? In some local-
ization systems, it is possible to derive this from the constellation of the
reference points as seen from the location to be estimated. Other local-
ization systems do not use reference points, but descriptions of known
locations; these descriptions are called patterns. Localization in such
systems happens by comparing a new measurement with the existing
patterns, and the known location with the best corresponding pattern
is selected as the location estimate. The uncertainty of the location
estimate in such a pattern recognition localization system can only be
determined by experimental research. Even then, its applicability is
limited to extrapolating the experimental results to the real situation in
which the localization system is deployed.

I started looking for a way of determining the uncertainty of pat-
tern recognition localization. The localization systems that I studied
used Wi-Fi, the earth’s magnetic field, and active and passive radio fre-
quency identification. I first used these technologies in a biologically
inspired localization and mapping system, and then continued with Wi-
Fi pattern recognition as a standalone localization system. This thesis
first discusses the relevant literature, after which it continues by detail-
ing the different systems, their performance, and the results, based on
my previously published articles.

The first set of results consists of changing the default localization
system used in the biologically inspired localization and mapping system
called RatSLAM. That system uses cameras, although there also exists
a version using sonar. I expanded the number of these input sensors
with Wi-Fi, the earth’s magnetic field and both active and passive radio
frequency identification. Moreover, I applied sensor fusion methods to
combine different sensors as the input to the RatSLAM system. These
different versions of the algorithm are experimentally evaluated on man-
ually collected data.
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The second set of results consists of building and testing an improved
probabilistic Wi-Fi localization system. The thesis presents two different
versions, that both differ from the literature by incorporating all Wi-Fi
signals in the environment. Both systems are tested using a large, open
access measurement database.

Finally, the third set of results show how the uncertainty of a lo-
calization system can be studied. The uncertainty is calculated as the
conditional entropy, a metric from information theory. It additionally
shows that by comparing the conditional entropy and the classical lo-
cation error of the localization system, the sensor model can be further
studied and improved. This comparison and optimization is tested in
multiple large, open access measurement databases.

The contributions in this thesis expand the knowledge of localization
based on pattern recognition, using radio frequency and geomagnetic
field patterns. The results can be widely used, especially in finding the
uncertainty in the location estimate using a specific technology. This
is important to determine the reliability of the signal, which may help
deciding to either make more measurements to improve the reliability,
or to stop measuring and decrease the reaction time towards the user or
save energy.
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Samenvatting

Lokalisatie is een vanzelfsprekend onderdeel van ons dagelijks leven.
Zowel in de auto als in moderne telefoons zitten hardware en soft-
ware die lokalisatie met behulp van satellieten mogelijk maken. Stilaan
wordt ook lokalisatie in grote gebouwen, zoals winkelcentra en musea,
mogelijk. Naast het lokaliseren van personen begint ook het lokalis-
eren van objecten belangrijker te worden, voornamelijk om op een een-
voudige manier intelligente meettoestellen uit te rollen—denk aan het
hippe Internet of Things. Om metingen, zoals temperatuur of het aantal
passerende wagens, te verwerken is het cruciaal om te weten waar die
metingen gebeurd zijn.

Wat is echter de onzekerheid van die lokalisatie? In sommige lokali-
satiesystemen is het mogelijk om dit af te leiden uit de distributie van
de referentiepunten ten opzichte van de berekende locatie. Andere lo-
kalisatiesystemen gebruiken geen referentiepunten, maar beschrijvingen
van bekende locaties, zogenaamde patronen. Lokalisatie gebeurt dan
door een nieuwe meting te vergelijken met de bekende patronen; de lo-
catie waar het patroon werd opgemeten dat het best overeenkomt met
de nieuwe meting, is dan de locatie waarop de nieuwe meting gebeurde.
Behalve via experimenteel onderzoek is er geen manier om de onzek-
erheid van dit soort lokalisatie op basis van patroonherkenning vast te
stellen. De toepasbaarheid daarvan is dan nog beperkt tot het extrapol-
eren van de experimentele resultaten naar de effectieve situatie waarin
het lokalisatiesysteem werkt.

Ik ging op zoek naar een manier om de onzekerheid van een lokalisa-
tiesysteem op basis van patroonherkenning vast te stellen. De lokalisa-
tiesystemen die ik heb bekeken gebruiken Wi-Fi, het magnetisch veld van
de aarde en actieve en passieve radiofrequentie-identificatie. Deze tech-
nologieën heb ik eerst gebruikt in een biologisch geïnspireerd lokalisatie-
en kaartvormingssysteem. Daarna heb ik verder gewerkt door Wi-Fi
patroonherkenning te bestuderen als zelfstandig lokalisatiesysteem. Dit
werk behandelt eerst de relevante literatuur en dan, op basis van mijn
eerder gepubliceerde artikels, de opbouw van de verschillende systemen,
de prestaties ervan en de bevindingen.

De eerste reeks resultaten bestaat uit het veranderen van de loka-
lisatietechnologie gebruikt door het biologisch geïnspireerde lokalisatie-
en kaartvormingssysteem genaamd RatSLAM. Dat systeem maakt ge-
bruik van camera’s, hoewel er ook een versie bestaat die gebruik maakt
van geluidsgolven. Deze mogelijkheden heb ik uitgebreid met Wi-Fi,
het magnetisch veld van de aarde en zowel actieve als passieve radiofre-
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quentie-identificatie. Daarbovenop heb ik ook twee sensorfusiemethodes
toegepast om de informatie van de verschillende technologieën samen
te voegen, zodat het systeem meerdere technologieën tegelijk kan ge-
bruiken. Deze systemen worden experimenteel getest door zelf metingen
te verzamelen.

De tweede reeks resultaten bestaat uit het opbouwen en testen van
een verbeterd probabilistisch Wi-Fi lokalisatiesysteem. Twee verschil-
lende versies die zich elk onderscheiden van de bestaande literatuur door
rekening te houden met alle Wi-Fi signalen uit de omgeving, worden gep-
resenteerd. Beide systemen worden getest in een grote, vrij beschikbare
set van metingen.

Ten slotte toont de derde reeks resultaten aan hoe de onzekerheid van
een lokalisatiesysteem onderzocht kan worden. De onzekerheid wordt
berekend als de conditionele entropie, een maat vanuit de informati-
etheorie. Daarnaast blijkt ook dat, door de conditionele entropie en de
klassieke afwijking van het lokalisatiesysteem met elkaar te vergelijken,
de opbouw van de sensormodellen verder onderzocht en geoptimaliseerd
kan worden. Deze relatie en optimalisatie worden getest in meerdere
grote, vrij beschikbare sets van metingen.

De bijdragen in deze thesis breiden de kennis omtrent lokalisatie op
basis van patroonherkenning verder uit, gebruik makend van patronen
op basis van radiofrequentie en het magnetisch veld van de aarde. De
bevindingen kunnen gebruikt worden in een breder kader, namelijk het
bepalen van de onzekerheid in de berekening van de locatie op basis
van een meting van een specifieke technologie. Dit is belangrijk om te
kunnen bepalen hoe betrouwbaar het resultaat is, wat kan helpen om
de afweging te maken tussen ofwel meer metingen uitvoeren om het
resultaat betrouwbaarder te maken, ofwel te stoppen met meten en een
snellere reactietijd naar de gebruiker te garanderen, of om energie te
besparen.
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Preface

In February 2012 I told Sara that I wanted to do a PhD. While this may
not have been the first time I spoke of this plan to anyone, it certainly
was when the idea actually stuck with me. It took me some time before
I told the plan to Maarten, who had just finished his own PhD and who
was supervising my Master’s thesis. In that Master’s thesis, we tried to
build an autonomous wheelchair, so I thought my PhD topic should by
in mobile robotics—never mind that little or no research in our group
had anything to do with mobile robots.

Maarten introduced me to Herbert, who at the time was working
with a PhD student on biomimetic sonar and had applied it to mobile
robotics: they had just created the biologically inspired simultaneous
localization and mapping system with which this thesis begins. Dur-
ing our meeting, we discussed combining Maarten’s Wi-Fi localization
method with the biologically inspired robotics algorithm. I wrote a PhD
project proposal based on this idea, which got accepted as one of our
new faculty’s first PhD projects.

How the research of the thesis continued can be read in the following
chapters. The main thing that I learned is that a localization system, I
dare say any system, can be absolutely certain, and yet simultaneously
be incorrect. The certainty of the system does not only depend on the
input, but also on how we create the system. This has far-reaching
implications, albeit that most are of a technical nature. For example,
imagine using navigation software that for the first few minutes locates
you precisely at the place where you last turned it off: its model of your
behavior, which states that you use the software wherever you go, gives
them a certainty of your location that is not always correct.

The purpose of this research has not always been as clear to me as
it is now, and I am grateful for all the support I received from various
people throughout the years. I am grateful to Maarten, who has always
believed in me and without whose vision for progress I would still be los-
ing myself in the details of my first experiment. Similarly, I am grateful
to Herbert, but for the opposite encouragement, namely to think twice
about a result that I obtain. Being my supervisors, Maarten Weyn and
Herbert Peremans are members of my jury. The other members are
Chris Blondia and Dirk Van Dyck, who I like to thank for their valu-
able input when evaluating the progress of my research; Eli De Poorter,
for his support in using the EVARILOS dataset and for an enlightening
discussion on the need for synchronization in localization; and Joaquín
Torres-Sospedra for his enthusiasm about Wi-Fi fingerprinting in general
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and the recent results of my research in particular.
Besides the members of the jury, a wide range of colleagues comes

to mind, too many to list them all. I want to mention Glenn, who was
“one of the E-LAB” when I was a student and who later became a kind
colleague with a keen eye for detail. The number of colleagues from the
research groups, both IDLab and CoSys-Lab, has increased drastically
since I first began my research. I always valued the insightful discussions
during the research meetings and enjoyed their company both at the
office and beyond. I am also grateful to many colleagues from our faculty,
many of whom I met during the faculty’s research commission meetings
or as ombudsperson.

The list of colleagues is long, yet the list of friends and family is
longer. Many allowed me to briefly explain my research subject, and
showed genuine interest. It cannot be overstated how helpful that was
and still is. Especially my mother listened carefully, but I suspect that
until this day she wonders what rats exactly had to do with my research.
If anyone stands out, it is Jamie, who patiently read through more ar-
ticles of mine than were actually published. My father proved to be an
equally reliable resource, but I chose to spare him more often. Neverthe-
less, he painstakingly worked his way through this text. For that same
reason, I explicitly thank Francis, Sara V., Sven, Liese, Rinus, and Boris.
Sara, now my wife, too, should be in that list, yet she deserves some lines
for herself. She has been my main source of emotional and psychological
support. She encouraged me to start the PhD in the first place; she
showed me what it means to work hard; and she always believed in me.

Antwerp, Belgium
February 2017

R.B.
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1 Introduction

Localization is finding your location in an environment; it is answering
the question, “Where am I?” More generally, it is finding any object
in an environment, or “Where is it?” It is what your car’s navigation
system does when powered on, what your smartphone does to provide
more relevant search results, or what you may try to do yourself with a
map and compass on a hike. Localization is part of our everyday lives.

This thesis studies the localization of electromagnetic devices. Specif-
ically, devices that utilize radio frequency signals, such as Wi-Fi, or that
can measure the strength and direction of the earth’s magnetic field.
Such technologies are especially useful for localization in indoor envi-
ronments. The localization in this thesis happens based on a single
measurement, without any prior knowledge of where the device may be.
While a map of the environment is available for most of the experiments
in this thesis, or at least a database with descriptions of specific places in
the environment, the thesis also looks into keeping track of the locations
of a device when it moves through an unknown environment. Finally,
this thesis discusses the quantification of how much is learned from a
single measurement about the location of the device.

This thesis expands the knowledge of localization based on radio
frequency signals by contributing two new, probabilistic sensor models.
Additionally, the thesis contributes the utilization of both radio fre-
quency signals and the earth’s magnetic field as input for keeping track
of locations in an unknown environment, which is called Simultaneous
Localization And Mapping (SLAM) in the literature. Both localization
and SLAM rely on translating a measurement, for example the Wi-Fi
signal’s strength, to a location. However, it is harder to derive the un-
certainty of the estimate of the current location. The usual approach
is to extrapolate experimental results, where the true location can be
compared with the estimated location. The approach can distinguish
between more and less reliable localization techniques, but cannot indi-
cate the uncertainty of a single measurement when the true location is
not known—which is always the case in real applications. This thesis de-
scribes an alternative approach where the uncertainty of the estimate of
the current location can be derived without requiring the true location.

1.1 Motivation

At first, the motivation of this thesis was to create a system that could
autonomously collect the data required to perform Wi-Fi localization. A
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1. Introduction

frequently used approach for Wi-Fi localization is Wi-Fi fingerprinting,
where snapshots of the Wi-Fi signals, the fingerprints, at specific loca-
tions are stored in a database. The construction of this database is time
and energy consuming, hence the idea to create an autonomous solution.
Such a system would utilize SLAM to create a map from these Wi-Fi
fingerprints. RatSLAM, a biologically inspired SLAM system, was ide-
ally suited for this task, since it itself relies on camera snapshots—which
are comparable in concept to Wi-Fi fingerprints.

Wi-Fi localization, however, is not a very specific type of localization,
with a location error of more than one meter on average. To improve
the mapping quality of the RatSLAM system, it may be worthwhile
to combine measurements from multiple sensors, when available. The
original camera input to RatSLAM can aid the Wi-Fi input, and vice
versa. Such a combination, or sensor fusion, is a topic of active research.
An important consideration in sensor fusion is when to rely more on
which sensor. For example, if the appearance of the environment changes
drastically, such as when the lights are turned off, a camera will have
a high uncertainty in its location estimate, while the Wi-Fi localization
uncertainty will remain unaffected. The research of the thesis shifted to
calculating this uncertainty of the location estimate, based on individual
sensor measurements.

1.2 Contributions

The contributions of this thesis are:

1. Enable radio frequency signals and the earth’s magnetic field as
sensory input for RatSLAM;

2. Allow the combination of multiple sensing modalities in RatSLAM;

3. Study the relationship between the certainty, or mutual informa-
tion, of the location estimates of a sensing modality or combina-
tions of sensing modalities and the quality of the trajectory esti-
mated by RatSLAM;

4. Study the relationship between the uncertainty of a location esti-
mate and its location error in Wi-Fi localization;

5. Create a fully probabilistic Wi-Fi localization system to allow the
calculation of the entropy in the posterior probability distribution.

The following publications describe those contributions:

1. R. Berkvens, A. Jacobson, M. Milford, H. Peremans, and M.
Weyn, “Biologically Inspired SLAM Using Wi-Fi,” in Intelligent
Robots and Systems (IROS), 2014 IEEE/RSJ International Con-
ference on, 2014, pp. 1804–1811.

2. R. Berkvens, D. Vandermeulen, C. Vercauteren, H. Peremans,
and M. Weyn, “Feasibility of Geomagnetic Localization and Geo-
magnetic RatSLAM,” International Journal On Advances in Sys-
tems and Measurements, vol. 7, no. 1&2, pp. 44–56, 2014.
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3. R. Berkvens, M. Weyn, and H. Peremans, “Localization Perfor-
mance Quantification by Conditional Entropy,” in Indoor Position-
ing and Indoor Navigation (IPIN), 2015 International Conference
on, 2015, pp. 1–7.

4. R. Berkvens, M. Weyn, and H. Peremans, “Asynchronous, Elec-
tromagnetic Sensor Fusion in RatSLAM,” in IEEE Sensors 2015,
2015, pp. 1465–1468.

5. R. Berkvens, M. Weyn, and H. Peremans, “Position Error and
Entropy of Probabilistic Wi-Fi Fingerprinting in the UJIIndoorLoc
Dataset,” in Indoor Positioning and Indoor Navigation (IPIN),
2016 International Conference on, 2016, pp. 1–6.

6. R. Berkvens, H. Peremans, and M. Weyn, “Conditional Entropy
and Location Error in Indoor Localization Using Probabilistic Wi-
Fi Fingerprinting,” Sensors, vol. 16, no. 10, p. 1636, Oct. 2016.

7. J. Torres-Sospedra, A. Moreira, S. Knauth, R. Berkvens, R.
Montoliu, O. Belmonte, S. Trilles, M.J. Nicolau, F. Meneses, A.
Costa, A. Koukofikis, M. Weyn, H. Peremans, “A Realistic Evalua-
tion of Indoor Positioning Systems Based on Wi-Fi Fingerprinting:
The 2015 EvAAL-ETRI Competition,” Journal of Ambient Intel-
ligence and Smart Environments, vol. xx, no. xx, pp. 1–19, 2017
(in press).

1.3 Outline

The thesis begins with an overview of the state-of-the-art in Chapter 2.
This overview contains a rather extensive discussion of localization con-
cepts and techniques. Additionally, it describes SLAM and the version
used in this thesis, namely the biologically inspired RatSLAM. Finally,
it provides an introduction to the information theory metrics that are
proposed in the thesis to quantify the location uncertainty, mutual in-
formation and conditional entropy.

Then, Chapter 3 describes my contributions to the RatSLAM algo-
rithm. This is the ability of RatSLAM to utilize radio frequency sig-
nals and the earth’s magnetic field in the first place. Additionally, I
contributed two approaches to sensor fusion in RatSLAM: hierarchical,
using expert knowledge, and by relying directly on the pose cell network.

Next, Chapter 4 describes the two new, probabilistic Wi-Fi finger-
printing sensor models. These models calculate a posterior probability
distribution over the locations in the environment, which in turn al-
lows the calculation of the mutual information and conditional entropy.
The sensor models are tested in a large open access Wi-Fi fingerprinting
dataset.

Subsequently, Chapter 5 studies the relation between the uncertainty
expressed by the mutual information and the quality of the trajectory
as generated by the RatSLAM algorithm. It continues by studying the
uncertainty expressed by the conditional entropy and the location error
as determined by a single sensor reading.

3



1. Introduction

Finally, Chapter 6 summarizes the conclusions of the thesis and pro-
vides pointers to future work.
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2 State-of-the-art

The state-of-the-art is a discussion of the recent research publications
about the topics in this thesis. Some of these publications existed already
before the thesis research started; other publications report on findings
that occurred in parallel to the findings in this thesis. Additionally,
this chapter provides background information on common concepts with
which the reader should be familiar.

The first section is about localization using radio frequency devices
and geomagnetic sensors. This section contains a high level of back-
ground, but provides examples using recent research topics. The second
section is about simultaneous localization and mapping through the bi-
ologically inspired RatSLAM system. That section contains less back-
ground and more the research topics for RatSLAM itself. Finally, the
third and last section is about the information theory metrics that are
used in this thesis.

2.1 Radio Frequency Localization

A location is a description of where something or someone is in an envi-
ronment. This environment can range from the whole world, a city, or
a campus to a single building, floor, or room. The description can take
on multiple forms, such as coordinates or room numbers. Localization
is finding the location of a device or person in the environment.

A position is a synonym for a location, as is positioning for localiza-
tion. In technical literature, a distinction is sometimes made between
the two, usually by extending the position with information about the
pose. The pose can be a heading direction or a complete pose descrip-
tion using the pitch, yaw, and roll. In this thesis, location and position
will be used interchangeably, expecting that their meaning will be clear
from the context.

In the case that the location is a coordinate in a two-dimensional
environment, it is a vector of two elements (x, y), and a coordinate
with three elements (x, y, z) when the environment is three-dimensional.
Heading information can be added by including an additional element θ,
which results in (x, y, θ) in a two-dimensional environment. The number
of elements that is estimated by a localization system is referred to as
its degrees of freedom.

Radio frequency localization calculates the location of a device or
person using radio frequency signals. Such signals originate for example
from Global Navigation Satellite Systems (GNSS), the mobile network,
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Figure 2.1: Hypothetical environment to support the discussion.

or Wi-Fi devices. In addition to radio frequency localization, this thesis
also uses geomagnetic localization, which utilizes the earth’s magnetic
field as a signal.

This section discusses the prevalent radio frequency localization tech-
niques and technologies; the basics of localization using probability the-
ory; and the common metrics in the performance analysis in localization.

2.1.1 Localization techniques and technologies

Consider Figure 2.1 as a general setup for radio frequency localization.
The fixed nodes A, B, C, and D can be, for example, Wi-Fi access
points or visual landmarks. Their key property is that their location in
the environment is known. The location of the mobile node M is not
known. It is the goal of the localization system to estimate the location
of M .

In radio frequency localization, the fixed and mobile nodes can be
both transmitter and receiver of the radio frequency signal. A distinction
is sometimes made between active and passive localization. In active lo-
calization, the mobile node has control over the localization system and
will initiate communication with the fixed nodes when necessary. In pas-
sive localization, the fixed nodes control the localization system and will
in some cases be able to localize the mobile node without its cooperation.
Passive localization is also known as network based localization.

Maghdid et al. [2016] create a taxonomy of smartphone localization
techniques, listing six techniques:

1. Proximity;

2. Based on Received Signal Strength (RSS);

3. Based on time;

4. Based on Angle Of Arrival (AOA);

5. Map matching; and

6. Dead reckoning.
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Proximity localization utilizes the idea that the reception of a signal
from a transmitter indicates that the receiver is within the vicinity of
the transmitter. RSS based localization is split in two approaches: us-
ing a propagation model of the signal to estimate a distance and using
fingerprinting. A fingerprint is the RSS at a specific location of different
fixed nodes. Fingerprinting uses a database of fingerprints at various
locations to find the location with the best matching fingerprint. Time
based localization uses the time between transmission and reception of
a signal, called the Time Of Flight (TOF) to estimate a distance. These
distances can then be combined geometrically to estimate the location.
AOA based localization uses the angle at which a signal arrives at the
node. The location can be estimated by combining such angles. Map
matching is listed as a localization technique, yet Maghdid et al. [2016]
describe it more as a method to improve the location estimation, by
fitting the history of location estimates to a map of the environment, re-
moving unlikely or impossible room transitions. Finally, dead reckoning
is localization without observing the environment: it uses proprioceptive
sensors to estimate the self-motion of the device.

Bensky [2016], on the other hand, makes a geometric classification
using the distance ρ between transmitter and receiver and angle θ be-
tween the receiver and the direction of the signal. A localization system
in this geometric classification uses either ρ−θ, θ−θ, or ρ−ρ to estimate
the location of a mobile device. The distance ρ can be estimated using
the TOF or RSS of the signal. The angle θ is estimated using the AOA
of the signal. This covers techniques 2, 3, and 4 of the Maghdid et al.
[2016] taxonomy, except for the RSS fingerprinting in technique 2.

Vo and De [2016] study fingerprinting localization and identify three
types: visual fingerprinting, motion fingerprinting, and signal finger-
printing. Visual fingerprinting is applied on images and uses feature
selection techniques on the image to create a fingerprint. Motion finger-
printing is the combination of dead reckoning and map matching, which
are techniques 5 and 6 of the Maghdid et al. [2016] taxonomy. In motion
fingerprinting, small dead reckoning trajectory estimates are matched to
map information to determine where the trajectory would be likely or
impossible. Signal fingerprinting is the same as RSS fingerprinting, cov-
ering that part of technique 2. Generally, this fingerprinting is a form
of pattern recognition.

Using the classifications by Bensky [2016] and Vo and De [2016],
with fingerprinting referred to as pattern recognition, the taxonomy of
Maghdid et al. [2016] generalizes to three basic techniques:

1. Proximity;

2. Geometry; and

3. Pattern recognition.

This is also the classification made in Weyn [2011], where geometry
is called triangulation and pattern recognition is called scene analysis.
These three techniques will now be explained with some examples of
technologies that use these techniques.
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2.1.1.1 Proximity

Proximity is the most intuitive approach. Consider again Figure 2.1,
with the fixed nodes A, B, C, and D at a known location. If the mobile
node M knows it is close to any of these nodes, it will know it has more
or less the same location. How close the mobile node is will depend on
the detection range of the technology that is used.

Suppose that the fixed nodes are passive ISO/IEC 18000 Radio Fre-
quency Identification (RFID) tags. RFID is a technology that allows
identification of objects by attaching a tag to them, similar to a bar-
code. In contrast to the barcode, the RFID tag sends its identification
using a radio frequency signal, with different types of RFID utilizing
different frequencies. The distinction between passive and active RFID
indicates the availability of a power source in the RFID tag: active RFID
tags have a power source, passive RFID tags do not. A passive RFID
tag receives the power it needs to operate—to send its identification to
a RFID reader—from the electromagnetic field emitted by the reader.
Chawla and Ha [2007] mention three types of passive RFID technolo-
gies: near-field coupling, far-field coupling, and Surface Acoustic Wave
(SAW) technology. Near-field coupling requires the reader and tag to be
very close to each other, so that the tag can manipulate the field emitted
by the reader directly. Far-field coupling relies on backscattering of the
electromagnetic field emitted by the reader. SAW technology relies on a
piezoelectric effect in the tag, which is used to return the reader’s elec-
tromagnetic pulses with some time-gaps to modulate the identification.
In this work, passive RFID tags in this work are near-field coupling tags,
where the reader must be within about 5 cm to establish communication.

If the mobile node is equipped with a RFID reader, it must be within
5 cm of the fixed nodes to read their identification. The identification
can then be linked to the known location of the fixed nodes. For most
purposes, the location of the mobile node can be said to be exactly the
location of the fixed node. However, this localization system is unable
to determine a location of the mobile node when it is not reading the
passive RFID tag at the fixed node.

Athalye et al. [2013] create a proximity based localization system
that overcomes this issue, by using a RFID system with a larger range.
The mobile node can thus read the identification of the fixed nodes with-
out being exactly at their location. This also allows the mobile node to
read the identification of multiple fixed nodes at once. They propose
three localization approaches: association, centroid, and weighted cen-
troid. Association is similar to the approach mentioned above, where the
location estimate of the mobile node is the location of the fixed node.
However, in case of multiple fixed nodes, the location of the fixed node
with the highest reflected power is selected as the location estimate. The
centroid approach estimates the mobile nodes location as the average of
the locations of the fixed nodes within range. The weighted centroid
approach weighs this average by the reflected power.

Another solution to improve proximity localization is the combina-
tion with the self-motion of the mobile node. Edwan et al. [2014] use
a step detection algorithm and a pedestrian dead reckoning algorithm,
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A
θAM

M
θMA

ρAM

Figure 2.2: In ρ−θ geometry localization, distance ρAM defines a circle around
fixed node A, and angle θAM or θMA defines a line that goes through A and
M . Their intersection defines the location of mobile node M .

combined to location updates by passive RFID tags using a Kalman
filter. Zhao et al. [2015] use a particle filter to combine successive prox-
imity location estimates. The Kalman filter and particle filter will be
explained in Section 2.1.1.3.

2.1.1.2 Geometry

The geometric approach to localization is classified in ρ− θ, θ − θ, and
ρ−ρ by Bensky [2016], where ρ is a distance and θ is an angle. The idea
is that in a two-dimensional environment, such as the one in Figure 2.1,
the localization of a mobile node requires either the distance and angle
towards a single fixed node, or the angles towards two fixed nodes, or
the distances to three fixed nodes.

An example of ρ− θ localization is the localization of a mobile node
in a second generation cellular network [Bensky, 2016]. Figure 2.2 shows
the theoretical idea. Suppose that the mobile node M is a mobile phone,
and the fixed nodes are cellular network antennas. The distance ρ is
determined using timing advance. Timing advance uses the time elapsed
between the notification of the fixed node to the mobile node that its
communication slot begins, and the acknowledgement of this notification
by the mobile node. This is a form of Time Of Flight (TOF), for which
the distance is calculated as:

ρ = t · c (2.1)

where t is the TOF of the radio frequency signal and c is the speed of
light. The angle θAM is determined using an antenna array on the fixed
node, a process called Angle Of Arrival (AOA). In AOA, the different
antennas in the antenna array measure the incoming signal at differ-
ent times [Yang and Shao, 2015]. This difference can then be used to
determine the AOA. The localization of mobile nodes in the second gen-
eration cellular network is a form of passive localization, which means
that the mobile phone must not cooperate in the localization process.
However, ρ−θ localization can be active localization, if the mobile node
is equipped with an antenna array to determine the AOA.

9



2. State-of-the-art

A
B

M

θAM

θMA

θBM

θMB

Figure 2.3: In θ − θ geometry localization, angles θAM or θMA defines a line
that goes through A and M , and angles θBM or θMB defines a line that goes
through B and M . Their intersection defines the location of mobile node M .
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Figure 2.4: In ρ− ρ geometry localization, the location of the mobile node M
can be found as the intersection of the three circles defined by distances ρAM ,
ρBM , and ρCM .

An example of pure θ−θ localization is hard to find. Figure 2.3 shows
the theoretical idea. Usually, localization schemes using AOA also use a
distance ρ, effectively becoming ρ − θ schemes, such as the SpotFi Wi-
Fi localization algorithm of Kotaru et al. [2015]. SpotFi leverages the
increasing number of antennas in Wi-Fi access points to establish the
AOA. The number of antennas in Wi-Fi access points has increased, to
about three, because of the Multiple Input, Multiple Output (MIMO)
extension of Wi-Fi in newer versions of the standard. An earlier method
that also proposes to use the increasing number of antennas is Array-
Track [Xiong and Jamieson, 2013]. This method is based purely on
AOA, but the reported results require more antennas in the antenna
array than currently available in most Wi-Fi access points.

An example of ρ − ρ localization is satellite localization, such as
the Global Positioning System (GPS). In GPS, the fixed nodes are the
satellites and the mobile node is a GPS receiver, such as those built into
cars or smartphones. The satellites do not have a true fixed position,
since they orbit the earth. However, they continuously transmit their
position so that it can be used by the receiver when it calculates its own
location.

An example with fixed nodes is Ultra-Wideband (UWB) localization.
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Suppose that the fixed nodes A, B, and C are fixed nodes equipped with
an UWB receiver. The mobile node M has a UWB transmitter. When
the mobile node sends a message, which includes the time of trans-
mission, the fixed nodes can subtract the time at which they receive
the message from the time when it was sent to obtain the TOF. This
is called Time Of Arrival (TOA). Using Equation (2.1), the distances
ρAM , ρBM , and ρCM can be calculated. The intersection of the circles
defined by the distances around the respective fixed nodes is then the
location of the mobile node. In practice, it is not trivial to estimate
the TOF accurately. For the simple subtraction to work, the clocks of
both the mobile node and all fixed nodes must be synchronized exactly.
Due to the speed of light, small deviations in the synchronization will
lead to large distance errors. McElroy et al. [2014] discuss methods to
synchronize the nodes’ clocks in an UWB localization system. Addi-
tionally, finding the exact time when the signal is received poses its own
problem. The radio frequency signal is reflected, refracted, or diffracted,
which can cause secondary signals to be received [Phillips et al., 2013];
making the retrieval of the exact reception time of the direct path chal-
lenging. This can be solved by leading edge detection [Neirynck, 2014]
or more advanced algorithms that look into the randomness of the re-
ceived signal [Yin et al., 2015]. In a collaborative system, the TOF can
also be determined by its Round Trip Time (RTT), also known as Two
Way Ranging (TWR) [Malajner et al., 2015]. In this method, either the
mobile or fixed node sends a first message, keeping track of the time
of transmission. The receiver then replies with a message that contains
the time that the node required for processing between reception of the
message and the transmission of its reply. When the first node receives
this second message, it can calculate the TOF from the RTT by:

t =
tr − tt − tp

2
, (2.2)

where tr is the time of receiving the second message, tt is the time of
transmitting the first message, and tp is the time the other node required
for processing between reception of the first message and transmission
of the second message. While RTT overcomes the need for synchronized
clocks, it is still required for all nodes in the chain to have accurate clocks,
and to be able to determine the time of reception and transmission
exactly.

2.1.1.3 Pattern recognition

Pattern recognition is different from the other two approaches, proximity
and geometry, in the sense that it is not necessary to know the location
of the fixed nodes in the environment. The location of the fixed nodes is
not used to determine the location of the mobile node. Instead, pattern
recognition works by comparing a measurement performed by the mo-
bile node with a database of such measurements. The measurements in
the database correspond to known reference positions. These reference
positions can be chosen to represent an entire room, or structurally se-
lected to form a grid, or a random combination. Figure 2.5 shows some
example reference position selections.
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Figure 2.5: Possible reference position selection strategies: (a) one or a few
in each room, (b) on a grid, (c) on random locations. The crosses indicate a
reference position.

First, a collection of measurements is captured to describe the typical
sensor measurement at the selected reference position. These measure-
ments are converted into descriptions, which are called the patterns,
templates [Milford et al., 2016], signatures [Shu et al., 2015], or finger-
prints [He and Chan, 2016], among others. The patterns range from
keeping the set of actual measurements [Moreira et al., 2015], or a single
compressed version of the first measurement [Ball et al., 2013], to more
elaborate statistical parameters [Weyn, 2011, Lemic et al., 2014].

The patterns are stored in a database. This can be a static database,
created after a single period of collecting measurements at the reference
positions [Moghtadaiee and Dempster, 2014]. The database, its con-
struction and maintenance, is the largest drawback of pattern recogni-
tion localization. Hence, some research is dedicated to automatically
creating and updating the database [Dardari et al., 2015].

Then, during the actual localization, a new measurement is compared
to the patterns in the database. In a simple setup, the location corre-
sponding with the pattern that best matches the new measurement is
selected as the location where the new measurement is performed. More
advanced systems use the average or weighted average of a set of best
matching patterns, or a probabilistic sensor model for the comparison.

Wi-Fi fingerprinting is a common type of pattern recognition localiza-
tion. The patterns are Wi-Fi fingerprints. This is a list of received signal
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strength indicator (RSSI) values, linked to the specific access point that
transmits the signal. The “RADAR” system by Bahl and Padmanabhan
[2000] is widely cited as the first Wi-Fi fingerprinting system. For their
experiments, they collect Wi-Fi fingerprints at reference positions along
the corridors of a single floor. There are three access points installed
in the environment, and they are received at each reference position.
To compare a new Wi-Fi fingerprint with their database of fingerprints,
they use the Euclidean distance between the new fingerprint and those
in the database. They then select the position of the best matching fin-
gerprint in the database, which is the one with the smallest distance to
the new fingerprint, as the position of the user. This is called the Nearest
Neighbor (NN) selection. They also propose to calculate the average of
k nearest neighbors, known as kNN, but find that the improvement for
small k is limited, and that the performance decreases for larger values
of k. More advanced versions of this method have since been proposed
[Papapostolou and Chaouchi, 2009, Moreira et al., 2015], and Torres-
Sospedra et al. [2015] have compiled a list and obtained performance
scores for 51 different distance metrics.

To calculate the distance metric, each access point in the fingerprint
is seen as an individual dimension. This introduces a problem when a
specific access point is not received in a fingerprint at a certain location.
This can occur due to obstruction or the distance between the access
point and the receiver, or due to interference. There are four mutually
exclusive events when comparing the RSSI values: either a hit, a miss, an
extra, or a none. A hit occurs when the access point has an RSSI value
both in the collection of measurements and in the new measurement. A
miss occurs when the access point has an RSSI value in the collection,
but was not seen in the new measurement. An extra occurs when the
access point has an RSSI value in the new measurement, but was not
seen in the collection of measurements at pos. Finally, a none occurs
when the access point was not seen both in the collection and in the
new measurement. Table 2.1 gives an example for each of the four
situations. The solutions to this problem range from making sure that
the access points are received everywhere in the experimental setup [Bahl
and Padmanabhan, 2000], over using only the subset of received access
points both in the database and in the new fingerprint [Lemic, 2014],
to setting some arbitrary value for access points that are not detected
[Torres-Sospedra et al., 2015]. However, it is often difficult to identify
how the systems exactly deal with access points that are not detected.

Weyn [2011] addresses this issue directly, proposing a Wi-Fi posi-
tioning system that uses penalties for access points that are not detected
either at the reference position in the database, or in the new fingerprint.
It uses a Gaussian kernel to compare new fingerprints with the database,
assuming that the different access points are independent and modelling
the variance by a constant derived from research by Chiou et al. [2009].
When an access point is not received in either the database or the new
fingerprint, it receives a score based on the one existing value. The idea
is that if the existing RSSI value is high, not receiving the access point
at the same location is less likely than when the existing RSSI value is
low.
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Table 2.1: The relevant literature is not always clear how to apply the sensor
model on training data ~wt and measurement ~wf when some access points are
not received in either of the two fingerprints. The values are for illustration
only.

A ~wt [dBm] ~wf [dBm] situation

a1 −60.00 −59.00 hit
a2 −89.00 ∅ miss
a3 ∅ −74.00 extra
a4 ∅ ∅ none

2.1.2 Probabilistic localization

Some of the above techniques are deterministic, which means that they
calculate a location directly from the available data. The alternative to
deterministic techniques are probabilistic techniques, which calculate a
probability distribution over the location space. This distribution can
then be collapsed to a single location estimate.

A probability is a number between zero and one assigned to an event
that expresses how likely this event is. This event, sometimes called
outcome, can be something practical or something abstract; this dis-
cussion will focus on localization. In localization, the event is a loca-
tion, expressed as a coordinate or as a room identification: what is the
probability of being at location (x, y), or in room Z? The collection
of probabilities for all locations (x, y) or rooms Z is then the proba-
bility distribution, giving rise to two different kinds of distributions.
The locations (x, y), supposed to be two continuous variables, lead to
a probability density function to express the probability distribution,
while discrete variables such as room identifications lead to a proba-
bility mass function. The difference is that the probability of being at
exactly the coordinate (x, y) is essentially zero. A probability can be
assigned to a region around the coordinate. A probability mass function
does assign a probability to each room, each discrete event. The inte-
gral of a probability density function, or the sum of the probability mass
function, must result in one: the location is certain to be somewhere in
the environment.

The set of possible outcomes can be denoted by X. The probability
distribution over all outcomes is P (X), while the probability of a single
outcome is P (x). The set of possible locations or positions is denoted
as Pos, with the probability of being at a specific location P (pos). The
probability distribution over all possible locations is P (Pos), which in
this scenario is a probability mass function. Another common set of
outcomes in localization is the set of measurements, M . The probability
of a specific measurement is P (m). The probability distribution over all
possible measurements is P (M); if the measurements are continuous, it
is a probability density function, if they are discrete, it is a probability
mass function.

In this notation, localization is finding the probability over the loca-
tions, given a measurement: P (Pos | m). This is called a conditional
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2.1. Radio Frequency Localization

probability. It describes the probability over the outcomes, given knowl-
edge about some other variable. This distribution is calculated through
the use of Bayes’ theorem [Papoulis and Pillai, 2002]:

P (pos | m) =
P (m | pos)P (pos)∑
pos P (m | pos)P (pos)

. (2.3)

The sum in the denominator becomes an integral in the case of a con-
tinuous variable. In the equation, P (pos | m) is called the posterior
probability. It is calculated from the likelihood P (m | pos) and prior
probability P (pos). The likelihood distribution is not a probability dis-
tribution. It merely indicates the likelihood of the measurement given a
specific location pos, for the complete set of locations. This likelihood is
calculated using a sensor model, a function that depends on the position
and translates the measurement into the likelihood. The sensor model
is in itself also a probability distribution, meaning that it must integrate
or sum to one and have a value for all possible values of the measure-
ment. However, the distribution of the likelihood values over the set of
positions will not necessarily sum to one.

A well known function for the sensor model is the normal or Gaussian
distribution:

P (m | pos) = 1√
2πσ2

pos

exp− (m− µpos)
2

2σ2
pos

, (2.4)

where the mean µpos and variance σ2
pos are trained from data at location

pos, and are thus different for each location in Pos. The expression exp
is used to indicate a power of e. Moghtadaiee and Dempster [2014] use
this sensor model, among others, in Wi-Fi fingerprinting. They study
real and simulated environments with four Wi-Fi access points. The
measurement is the RSSI value of each access point. To combine the
four measurements, they assume that the RSSI values are independent
of each other, so that they can be combined through multiplication:

P (~m | pos) =
n∏

i=1

P (mi | pos), (2.5)

where ~m is the set of the RSSI values of the n, four in this case, access
points. The assumption of independence of the RSSI values of the Wi-
Fi access points is common in the Wi-Fi fingerprinting literature, for
example He and Chan [2016], Zhou et al. [2016], and Bisio et al. [2016].

With the likelihood P (~m | pos) calculated for each location, the pos-
terior probability P (pos | ~m) is computed using Equation (2.3). This
posterior probability distribution must yet yield a location estimate.
Moghtadaiee and Dempster [2014] use the maximum a posteriori esti-
mator, which is based on the 0 − 1 loss function, a logical choice when
estimating a parameter from a discrete probability distribution since it
does not impose any interpolation [Hastie et al., 2009]. This is compara-
ble to the kNN approach discussed in Section 2.1.1.3 with k = 1 and the
sensor model discussed above as the distance metric, with the difference
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that in the kNN method the smallest distance is selected, and here the
largest probability is selected.

Probabilistic localization has the advantage that it allows for integra-
tion into well established probabilistic frameworks, such as Simultaneous
Localization And Mapping (SLAM), which is discussed in Section 2.2,
and tracking [Särkkä, 2013]. In probabilistic tracking of a location, the
prior probability P (pos) in Equation (2.3) will be estimated from the
history of previous positions P (post | pos1:t−1) and is called the motion
model, as opposed to the sensor model. Two established probabilistic
tracking algorithms are the Kalman filter and the particle filter. The
Kalman filter is an optimal solution to the Bayesian filtering problem,
but assumes that both the sensor model and the motion model are linear
Gaussian. This assumption can be relaxed by extensions of the Kalman
filter, but those quickly become algorithmically complex. The particle
filter is based on Monte Carlo sampling—the Monte Carlo samples are
called the particles—and makes no assumption on the sensor and motion
models. However, it is not guaranteed to be an optimal solution, with
high dependency on the management of the particles [Särkkä, 2013].

2.1.3 Performance analysis

The expected behavior of the localization system is determined through
performance analysis. The location error is the most intuitive perfor-
mance metric. Figure 2.6 shows the location error between location esti-
mate M ′ and the true location M in a two-dimensional environment. In
a metric environment, it is typically calculated as the Euclidean distance
between location M ′ and M . Adler et al. [2015] list other ways of deter-
mining the spatial behavior of the localization system. The trueness is
the distance between the average estimated location and the true loca-
tion for a number of location estimates. A number of location estimates
for the same true location also allows to calculate the precision, which
is a metric for the closeness of agreement between successive location
estimates, often expressed as the standard deviation. Finally, the Root
Mean Square (RMS) is used to calculate the accuracy of the location
estimates, which is a combination of the precision and the trueness. All
the above metrics can only be calculated given the true location.

The Dilution Of Precision (DOP), on the other hand, is a perfor-
mance metric that does not require the true location [Yarlagadda et al.,
2000]. It is a metric that is often used in satellite localization. The
Horizontal DOP (HDOP) can be used in the two-dimensional scenario
in Figure 2.6 and is calculated as:

HDOP =

√
σ2
x + σ2

y

σρ
, (2.6)

where σ2
x and σ2

y are the variances along the x and y axis and σρ is
the standard deviation on the range measurements. DOP indicates how
the variance in the measurements translates to the variance in the pose
estimate.
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Figure 2.6: The location error is the distance between the location estimate M ′

and the true location M . The trueness is the distance between the average
location in the set of N ′ location estimates and the true location N ; the
precision is the standard deviation on the set of location estimates; and the
accuracy is the RMS of the location error of the set [Adler et al., 2015].

To make this discussion a little more concrete, consider a ρ − ρ ge-
ometric localization system that calculates the distance from the trans-
mitters A, B, C, and D from their received signal strength by mobile
node M . Figure 2.7a shows the propagation of the signal of the four
transmitters, using the multi-wall model by De Luca et al. [2006]. The
distance ρ between the mobile node and a transmitter is calculated from
the received power at the mobile node PM (the subscript indicates the
difference between a probability—without a subscript—and power):

ρ = 10

PM − P0

10nP , (2.7)

where nP is the path loss exponent, chosen as 2 and P0 is the received
power at a distance of 1m, chosen as −40.2 dBm. Using the vector of
four distances to the transmitters allows the creation of a multivariate
Gaussian as the probability distribution:

P (pos | ~ρ) = 1√
(2π)d detΣ

exp−1

2
(~ρ− ~ρpos)

TΣ−1(~ρ− ~ρpos) ,(2.8)

where there are four variables, thus d = 4; the expression det indicates
the determinant of the following matrix; Σ is the covariance matrix of
the four distances, which is set to the identity matrix for simplicity;
~ρpos are the distances to the four transmitters at location pos; and the

power T indicates the transpose of the vector. Figure 2.7b shows the
resulting probability distribution for a mobile node at the position of M .
By determining the two-dimensional covariance matrix of this probabil-
ity distribution, it is possible to estimate the HDOP at the position of
M . This can be done for all locations in the environment. Figure 2.7c
shows the HDOP distribution of the environment. Note how the HDOP
changes as the propagation in the environment changes in Figure 2.7.

The Cramér-Rao Lower Bound (CRLB) is comparable to the DOP,
and in some cases equal to it [Chaffee and Abel, 1994]. It is a metric
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Figure 2.7: The multi-wall propagation model from De Luca et al. [2006] in the
hypothetical environment (a); the probability distribution after using the ρ−ρ
geometric localization sensor model in Equation (2.8) on the signal strengths
at the mobile node’s location M—note the location error between the average
of the distribution and the true location of M ; (b); and the distribution of
HDOP in the environment (c).
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from estimation theory and places a lower bound on the variance of an
unbiased estimator [Kay, 1993]. Cover and Thomas [2006] define the
Cramér-Rao inequality as:

var(T ) ≥ 1

J(θ)
, (2.9)

J(θ) = Eθ

[
∂

∂θ
ln f(X; θ)

]2
, (2.10)

where T is an unbiased estimator for parameter θ, which in the case of
localization is the true location of the mobile node M ; J(θ) is the Fisher
information, defined in Equation (2.10); Eθ is the expected value with re-
spect to the density f(X; θ). Moghtadaiee and Dempster [2014] provide
an excellent discussion of the CRLB, which they abbreviate as the CRB,
the Bayesian CRLB (BCRB), the Weiss-Weinstein Bound (WWB), and
the Extended Ziv-Zakai Bound (EZZB) and their application to the dis-
tribution of the transmitters in radio frequency localization. An impor-
tant requirement for all these probabilistic lower bounds and the DOP
is that the parameter space, the location space, must be continuous.

Apart from the spatial performance of the localization system, Van
Haute et al. [2015] list other important metrics: the room accuracy, the
latency, and the energy efficiency. The room accuracy is the ratio that
the localization system indicates the correct room. This is mainly an
important metric when localizing objects. Knowing the right room in
which to search the object helps a lot, while having a centimeter level
accuracy does not help if the error places the object in the next room.
The latency is the time needed to collect the measurement, process it,
and provide a location estimate to a user [Lemic et al., 2015].

2.2 RatSLAM

Simultaneous Localization And Mapping (SLAM) is the process of cre-
ating a map of an unknown environment, while at the same time keeping
track of your location on that map [Thrun et al., 2006]. Several algo-
rithms to perform SLAM exist, ranging from systems that yield occu-
pancy grid maps of the environment [Grisetti et al., 2007], to systems
that result in semi-metric topological maps of the environment [Mil-
ford and Wyeth, 2010]. A robot requires self-motion information and a
method of recognizing when it has revisited a particular location to per-
form SLAM. Self-motion information is typically acquired using a pro-
prioceptive sensor, such as wheel encoders or visual odometry, whereas
place recognition is achieved through using an exteroceptive sensor such
as cameras, laser range scanners, or antennas measuring radio frequency
signals.

Thrun et al. [2006] create a distinction between full SLAM and online
SLAM. They express the full SLAM problem probabilistically as:

p(x1:t,m | z1:t, u1:t), (2.11)

where x1:t is the state of the robot or other device performing the trajec-
tory in the unknown environment, from time step 1 to t; m is the map
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of the environment; z1:t are the measurements in the environment from
time step 1 to t; and u1:t are the steering commands to the robot. The
state x typically includes the position pos as defined earlier, but can also
include, for example, the speed or heading. The control u is not always
present; it is sometimes used as a distinction between environment sen-
sors and self-motion or odometry sensors. On the other hand, the online
SLAM problem consists of only estimating the current state xt and the
map:

p(xt,m | z1:t, u1:t). (2.12)

The past states are integrated out of the equation. The advantage of
online SLAM is that the probabilities over the older states must not
be maintained, saving resources. However, full SLAM can update its
information on older states and the map as new information becomes
available.

Dhiman et al. [2015] distinguish SLAM algorithms by the type of
map that they provide, listing metrical, topological, and hybrid maps.
A metrical map provides geometric constraints of the environment. A
typical example is an occupancy grid map, which represents an envi-
ronment as a grid where each cell is either occupied or free. Metric
maps can also only have a trajectory of where the robot has moved and
provide distances to observed features in the environment. A topologi-
cal map is a graph, where nodes are states or features and these nodes
are connected by constraints generated by the algorithm [Garcia-Fidalgo
and Ortiz, 2015]. Hybrid maps usually have a state graph as a way of
connecting smaller metrical maps.

RatSLAM is a biologically inspired SLAM algorithm designed to
mimic the spatial cognition of rats [Milford et al., 2016]. The original im-
plementation used a camera, which was later replaced or augmented by
various other visual and ranging sensors [Jacobson et al., 2015, Steckel
and Peremans, 2013]. The only sensor assumptions required for imple-
mentation into the RatSLAM system is that the sensor data is locally
repeatable and generally globally unique. RatSLAM is not a probabilis-
tic SLAM solution; it does not calculate the posterior probability over
the states and the map as in Equations (2.11) and (2.12). Its result is
a topological graph of the trajectory of the robot, where the nodes are
the states of the robot when it performed a measurement, and the con-
nections between the nodes have metric properties. In other words, the
distance and heading of the connections can be used to travel between
the states in the environment. This is called a semi-metric topological
map.

Figure 2.8 shows RatSLAM’s three main elements: the local view
cells, the pose cell network, and the experience map. The RatSLAM
architecture allows the agnostic implementation of sensor data [Milford
and Jacobson, 2013]; in Figure 2.8 the sensor is a specialized acoustic
sensor [Steckel and Peremans, 2013]. The local view cells are used to
recognize environments which have been seen before. In a local view
cell, a template of the exteroceptive sensor input at a specific location is
stored, which is used to compare subsequent sensor input. The pose cell
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Figure 2.8: Overview of the BatSLAM system of Steckel and Peremans [2013].
Sensor information is stored in the local view cells, which determine if the
sensor information has been encountered before or not. These “local view
matches” are reported to the pose cells and experience map, which fuse the
local view matches with self-motion information from the odometry, and create
a topological, semi-metric map of the environment.

network filters the local view cell matches based on the odometry signal
and the repetition of matches, to prevent the occurrence of false positive
loop closures. The experience map creates a geometrically consistent,
topological map from the matches in the local view templates and the
information from the pose cell network. These three main elements will
now be discussed in more detail.

The sensor measurements that serve as input to RatSLAM are stored
as a template in a local view cell. Such a cell is linked to the pose
cells and to a unique location in the experience map. When a new
measurement arrives, they are compared to the stored measurements. If
the new measurement matches an existing measurement, it will activate
the local view cell in which it is stored, activating the link to the pose
cells and the experience map. If the new measurement does not match a
stored measurement, a new local view cell will be created, again linked
to the pose cells and to a new location in the experience map.

The links of the local view cells arrive at specific locations in the pose
cell network. This is a three dimensional Continuous Attractor Neural
Network (CANN) [Stringer et al., 2002a,b] which serves as the rat’s
hippocampus, the part of the brain that is responsible for localization,
among other things. The three dimensional structure represents the
(x, y, θ) position of the robot, with x and y as the location and θ as the
heading direction. As a CANN, the pose cell network maintains a group
of cells that are active as a hypothesis of the robot’s position. Pose cells
are activated by the local view cells: when a local view cell is created,
it is linked to the position of the active group of pose cells; when a new
measurement is matched to the measurement in that local view cell,
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the corresponding pose cells are activated. This may result in multiple,
simultaneous groups of active cells in the pose cell network. Only the
group that receives continued activation from the local view cells will be
maintained, while other groups will be inhibited by the dynamics of the
CANN. When a new measurement does not match the measurements
in the local view cells, the current location of the group of active pose
cells is not only linked to the new local view cell, but also to the current
location in the experience map.

The groups of active pose cells move through the pose cell network
by the self motion cues of the odometry sensor. However, the pose cell
network is limited in size. When the edge of one of the dimensions is
reached, the group of active cells moves to the other end of the dimen-
sion, so that it can continue. It is the combination of both the location of
the group of active pose cells and the active local view cell that identify
a unique location in the experience map.

The experience map is a path integration algorithm that combines
the information from the local view cells and the pose cells. These
sources of information answer the questions: does the environment at
the current location and heading look familiar, and are we at roughly
the same position as when it looked so familiar? When the local view
cells and pose cells do not indicate that the current position is familiar,
the experience map simply creates new locations. Locations are poses
in a pose graph, where the poses are nodes in the graph and the connec-
tions are constrained by the self-motion information. The pose graph or
experience map is the output of the RatSLAM algorithm. When both
the local view cells and the pose cells agree that the robot is at a familiar
position, the experience map links to the existing node corresponding
with the familiar position. At this point, any drift error in the odome-
try information is resolved and propagated backwards through the pose
graph.

The pose cells and experience map in this thesis are described in
detail by Ball et al. [2013]. The local view cells are modified to process
Wi-Fi fingerprints, active RFID fingerprints, passive RFID matches, and
geomagnetic flux. Originally, environmental sensor data is captured us-
ing low resolution images [Milford and Wyeth, 2008, Wyeth and Mil-
ford, 2009], but more recent research also uses laser, depth camera, and
biomimetic sonar [Jacobson et al., 2015, Steckel and Peremans, 2013].
All sensor measurements in RatSLAM are processed by pattern recog-
nition, as discussed in Section 2.1.1.3. Ball et al. [2013] use compressed
camera images and compare new images to the existing images in the
local view cells using the Sum of Absolute Differences (SAD):

s =

N∑
i=1

∣∣cie − cin
∣∣ , (2.13)

where s is the SAD, cie is the ith compressed pixel of the existing image,
ein is the ith compressed pixel of the new image, and both images have
N compressed pixels. The local view cell with the image that results in
the lowest SAD as compared to the new image is activated, unless this
lowest SAD score does not meet a predefined threshold. This threshold
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is a key parameter in the RatSLAM algorithm, because it determines
how similar two images must be before the local view cells will indicate
that they are from the same location.

Steckel and Peremans [2013] use a cochleogram, which is a two dimen-
sional representation of a sonar pulse that was created using two micro-
phones in models of bat’s ears. The two dimensions of the cochleogram
are time and frequency. The matching between the cochleograms in
the local view cells and the new cochleogram measurement happens by
calculating the Euclidean distance between them.

The use of multiple sensors at once is called sensor fusion [Collier
et al., 2013, Maddern and Vidas, 2012] and provides a richer sensory
snapshot of the environment. Jacobson et al. [2015] incorporates differ-
ent sensors simultaneously into the RatSLAM local view cells. These
sensors are camera, panoramic camera, depth camera, sonar, and laser.
The sensor fusion happens by creating one large sensor reading from
all the sensors and treating this as a single sensor measurement. Each
individual sensor measurement is translated to a one dimensional vec-
tor, after which one long vector is being created by placing one after
the other. This final vector is called a super template. The sections are
weighed by a constant sensor weight, which manages the reliance of the
system on the sensor. Finally, the weighed vector is matched to existing
vectors by the SAD. Incorporating all sensor data into a single vector
requires that the sensor data is synchronized. This thesis presents two
alternative ways of performing sensor fusion in RatSLAM, see Chapter 3.

Further, this thesis presents RatSLAM using Wi-Fi in the same chap-
ter, among other radio frequency and geomagnetic sensors. Other Wi-Fi
SLAM solutions exist, such as Huang et al. [2011] who present a Graph-
SLAM approach. GraphSLAM models the positions and measurements
of the robot as a graph, where the self-motion of the robot imposes
constraints between the positions and the familiar measurements im-
pose constraints on groups of positions where similar measurements are
possible. These constraints are ultimately translated to a large matrix,
which is then optimized using a least squares approach. This full SLAM
approach has the advantage that it optimizes only after all measure-
ments have been taken, so it is able to include all this information. On
the other hand, it does not provide an estimate of the current position
and map unless the full algorithm is run, which becomes progressively
more complex. In this Wi-Fi SLAM algorithm, Wi-Fi fingerprints are
said to be similar over small regions, which can be tuned by a parame-
ter. Positions that are linked to similar measurements are automatically
pulled towards each other. Herranz et al. [2016] implement Wi-Fi SLAM
by implementing different range only SLAM solutions, which is similar
to the ρ− ρ localization of Section 2.1.1.2, but without knowing the lo-
cation of the access points—this is learned during the SLAM algorithm.
They present an Extended Kalman Filter (EKF) SLAM, a FastSLAM,
and a Smoothing And Mapping (SAM) system to be used with Wi-Fi.
EKF SLAM, in contrast to GraphSLAM, is an online SLAM algorithm.
It does provide a constant estimate of the current map and position,
yet does not recursively improve its previous estimates. FastSLAM is
a SLAM system based on a Rao-Blackwellized particle filter [Särkkä,
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2013]. The particles model the hypothesis of the position, and each par-
ticle keeps track of a Kalman filter for its map estimate. FastSLAM
is by nature both an online and full SLAM solution, with the particles
providing an online estimate of both the position and the map, while
estimates inconsistent with new measurements die out through the re-
sampling procedure. Finally, SAM uses smoothing rather than filtering
to create an estimate of the position and the map [Herranz et al., 2014].
As a smoothing technique, it is a full SLAM solution.

2.3 Information Theory

Information theory is based upon the Shannon information content,
which measures what is learned by observing an event with a certain
probability. When measured in bits, as is usual, it is the base two loga-
rithm of the inverse probability [MacKay, 2003]:

h(x) = log2
1

P (x)
. (2.14)

In what follows, a logarithm will always be a base two logarithm, and
will be written as simply “ log”. The conditional entropy and mutual
information are metrics derived from the information content, and used
in this thesis to determine the uncertainty and certainty, respectively,
in probability distributions. Both are discussed below, followed by their
mathematical relationship.

2.3.1 Conditional Entropy

The entropy of a probability distribution is the uncertainty that exists
in that distribution. It is the average Shannon information content of
each outcome in the distribution [Cover and Thomas, 2006]:

H(X) =
∑
x∈X

P (x) log
1

P (x)
. (2.15)

The Dirac’s delta function, when used as a probability distribution, is an
example of a distribution with high certainty. The uniform probability
distribution is the distribution with maximum entropy [van Campenhout
and Cover, 1981]. This maximum entropy depends on the number of
outcomes x in the set of X: if there are n outcomes, then the maximum
entropy is log (n).

The conditional entropy calculates the entropy of a conditional prob-
ability distribution, such as the posterior probability in Equation (2.3):

H(X | Y ) =
∑
x∈X

∑
y∈Y

P (x, y) log
1

P (x | y)
. (2.16)

This is the conditional entropy of X given any outcome of Y . However,
sometimes it is useful to know the conditional entropy of a distribution
given a specific outcome Y , such as the conditional entropy of the distri-
bution over the positions given a specific measurement. This conditional
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Figure 2.9: A small amount of white noise has little influence on the probability
mass function with little uncertainty (the blue circles); the noise has much
more influence on the function with high uncertainty (the red crosses). The
dashed connecting lines have been added as visual aids. Does low uncertainty
correspond with low location error?

entropy is defined as:

H(X | y) =
∑
x∈X

P (x | y) log 1

P (x | y)
, (2.17)

avoiding the requirement of knowing the joint probability distribution
P (x, y). When not specified otherwise, this is what is meant by condi-
tional entropy throughout this thesis.

The entropy expresses the uncertainty in a probability distribution.
Distributions indicating high uncertainty will have a high entropy, such
as a uniform distribution or a normal distribution with high variance.
On the other hand, distributions indicating high certainty will have low
entropy, such as a normal distribution with low variance or a distribution
that resembles a Dirac’s delta function. Consequently, a sensor model
that sufficiently captures the uncertainties in the environment should
result in a posterior probability distribution with a small location error
when the conditional entropy is low and a high conditional entropy when
the location error is large; see also Figure 2.9.

2.3.2 Mutual Information

The mutual information is the certainty that is obtained in a variable’s
probability distribution after learning the probability distribution of an-
other variable, as opposed to the entropy that expresses the uncertainty.
The definition of mutual information is [Cover and Thomas, 2006]:

I(X;Y ) =
∑
x∈X

∑
y∈Y

P (x, y) log
P (x, y)

P (x)P (y)
. (2.18)

It can be seen as a measure of dependence of variables X and Y , since
the fraction in the logarithm will result in one if they are independent,
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thus the mutual information of independent variables is zero. This is
analogous to the fact that nothing can be learned, or no certainty ob-
tained, about a variable by learning the state of another variable that
does not depend on it.

In some scenarios, it is impossible to obtain the probability P (y) or
the joint probability P (x, y), for example when Y is a set of complicated
measurements. Reijniers et al. [2010] propose to use a Monte Carlo
approximation of the mutual information, which is referred to as the
mean mutual information and which generalizes as:

< I(X;Y ) > ∼=
1

K

K∑
i=1

I(X; yi), (2.19)

where K is the number of Monte Carlo samples and the mutual infor-
mation between the set X and the outcome yi is [Carter, 2013]:

I(X; yi) =
∑
x∈X

P (x | yi) log
P (x | yi)
P (x)

. (2.20)

To obtain an intuition about the mean mutual information, it is
useful to think of the information necessary to exactly describe a position
in the environment, which is log(J), where J is the number of positions
in the environment and the logarithm is still a base two algorithm. An
environment with 128 possible positions needs 7 bit to exactly describe a
position with a sensor measurement. The posterior distribution over the
positions would need to be one at that position and zero otherwise. If the
sensor measurement introduces confusion over two positions, each with
a probability of 0.5, the mean mutual information would still be 6 bit.
The mean mutual information would be 0 bit if there would be a uniform
posterior distribution over all positions given a certain measurement.

2.3.3 Relationship

The conditional entropy H(X | Y ), which expresses the uncertainty,
and the mutual information I(X;Y ), which expresses the certainty, are
not only conceptually but also mathematically opposites, if the prior
distribution P (X) is uniform. This can be proven easily:

I(X;Y ) =
∑
x,y

P (x, y) log
P (x, y)

P (x)P (y)
(2.21)

=
∑
x,y

P (x, y) log
P (x | y)
P (x)

(2.22)

=
∑
x,y

P (x, y) logP (x | y)−
∑
x,y

P (x, y) logP (x) (2.23)

= −
∑
x,y

P (x, y) log
1

P (x | y)
+
∑
x

P (x) log
1

P (x)
(2.24)

= −H(X | Y ) +H(X). (2.25)
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2.3. Information Theory

Since P (X) is uniform, the term H(X) is the maximum amount of
uncertainty on X: log |X| with | · | the cardinality of X. Thus:

I(X;Y ) = log |X| −H(X | Y ) (2.26)
H(X | Y ) = log |X| − I(X;Y ). (2.27)
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3 Electromagnetic RatSLAM

This chapter is based on our contribution to the 2014 IEEE/RSJ Inter-
national Conference on Intelligent Robots and Systems (IROS) [Berk-
vens et al., 2014a], where I presented a RatSLAM system using Wi-Fi,
together with Adam Jacobson and Michael Milford. Additionally, it is
based on our article in the International Journal On Advances in Sys-
tems and Measurements [Berkvens et al., 2014b], where we presented a
RatSLAM system using a geomagnetic flux sensor. Finally, this chapter
is also based on our contribution to the 2015 IEEE Sensors conference
[Berkvens et al., 2015b], where I presented active and passive RFID Rat-
SLAM, and sensor fusion of electromagnetic RatSLAM approaches; the
study of the mean mutual information rate in that contribution is moved
to Chapter 5.

3.1 Introduction

Electromagnetic RatSLAM is a set of RatSLAM approaches where the
traditional input, the camera, has been replaced by or augmented with
radio frequency sensors or a geomagnetic flux sensor. Radio frequency
sensors are devices that are normally used for wireless communication:
Wi-Fi, active RFID, and passive RFID. These radio frequency sensors
and the geomagnetic flux sensor all sense some part of the electromag-
netic field, hence the name electromagnetic RatSLAM.

In this research, the biologically inspired mapping system RatSLAM
is used to enable more relaxed sensor assumptions and reduced pose
estimation requirements [Tian et al., 2013]. The use of a biologically
inspired mapping system also removes the need for initialization using
external sensing modalities (such as GPS), global references, or prior
mapping data to constrain odometry error [Faragher et al., 2012].

This chapter first discusses Wi-Fi RatSLAM, where experience maps
are constructed of three different trajectories: three times up and down
an office environment, a trajectory of about 1 km at a university cam-
pus, and a 750 m circular trajectory through a doughnut shaped build-
ing. The office environment trajectory uses only Wi-Fi. The university
campus environment trajectory uses once only Wi-Fi, once only camera
and once a sensor fusion system to combine these two. In the circular
building environment, a geomagnetic flux sensor is added to derive a
heading, because Wi-Fi cannot easily distinguish between different ori-
entations at the same location—something that is also experimentally
shown in that section.
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3. Electromagnetic RatSLAM

The chapter then presents geomagnetic flux RatSLAM. The experi-
ments are performed in the same office environment as with the Wi-Fi
RatSLAM experiments. However, the final experiment shows an ability
to map a more complex trajectory that turns back at different locations.
The template matches in this experiment are compared to those of using
a camera, and the pose graph to the one created by using a laser range
finder and a grid mapping algorithm.

Finally, the chapter presents the results of mapping a complex, 450 m
trajectory at the same office environment using RatSLAM, using four
electromagnetic sensors: active RFID at 433 MHz, geomagnetic flux,
passive RFID, and Wi-Fi at 2.4 GHz. Additionally, these sensors are
used in sets of two, with the RatSLAM pose cell network performing
the sensor fusion by extracting an estimate of the position utilizing the
inbuilt network dynamics to combine the asynchronous sensor inputs
with the odometry inputs.

3.2 Wi-Fi RatSLAM

In this section, I make the following contributions: implementation of
RatSLAM utilizing the Wi-Fi localization model of Weyn [2011]; imple-
mentation of sensor fusion between Wi-Fi and camera; implementation
of both Wi-Fi and compass; and results utilizing Wi-Fi in three diverse
environments. The focus of this research is testing the validity of Wi-Fi
as a sensor for the biologically inspired RatSLAM system by providing
substantial qualitative results.

3.2.1 Methods

First, this section discusses the Wi-Fi measurement model used in this
research. Subsequently, it explains how the compass sensor is utilized.
It also details the sensor fusion algorithm, the fusion between camera
and Wi-Fi for use with RatSLAM.

The Wi-Fi localization method is similar to the appearance based
input matching of the RatSLAM algorithm. The key difference between
the classical input for RatSLAM and Wi-Fi fingerprints is that the fin-
gerprints must be compared by access point, some of which will only be
present at certain locations in the environment. Additionally, Wi-Fi is
a signal with typically more ambiguity than classical RatSLAM inputs.

Another difference between the classical RatSLAM sensors and the
new Wi-Fi sensor is the sampling rate. Video cameras, laser range scan-
ners, and other sensors typically scan in the order of 10 Hz or more.
While RatSLAM does not inherently require these high frequencies, the
Wi-Fi driver only reaches a sample rate of about 1 Hz, scanning the three
non-overlapping Wi-Fi channels, which causes map sparseness. This be-
havior is consistent with other state of the art algorithms [Huang et al.,
2011, Faragher et al., 2012].

Each new fingerprint is matched to the existing database, and only
if the fingerprint is found to be novel, it will be stored in the local
view network and linked to a location in the pose cell network. The
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3.2. Wi-Fi RatSLAM

order in which access points are received can differ from measurement to
measurement, as the timing of replies from access points is not always the
same and some access points dynamically switch channels. Additionally,
not every access point is seen in every scan taken at the same location.
When an access point is found in the latest measured fingerprint and
in the fingerprint j in the database, the weight for that access point is
calculated and combined with the other hit access points, see Table 2.1,
as follows:

whit(j) =

H−1∏
x=0

exp

(
− (sx − sjx)

2

2σ2
w

)
, (3.1)

where sx and sjx is respectively the value of matching access point x
in the current Wi-Fi fingerprint and the jth Wi-Fi template; H is the
number of such matching access points; and σw is the Wi-Fi kernel
width.

Additional information can be attained from any access points that
are miss or extra when comparing the current and previous scans. If the
fingerprints are very similar except for an extra access point with a high
RSS value, it is unlikely that they are taken at the same location. If the
extra access point has a very low RSS value, it carries little information,
as these access points are less likely to be seen in every scan. This idea
leads to the incorporation of a weighting scheme for extra and missing
access points:

wextra(j) =

E−1∏
x=0

exp

(
− (Pextra(sx))

2

2σ2
w

)
, (3.2)

wmiss(j) =

M−1∏
x=0

exp

(
− (Pmiss(s

j
x))

2

2σ2
w

)
, (3.3)

where the penalties Pextra and Pmiss are distributed as indicated by
Weyn [2011]. The number of extra access points in the latest measured
fingerprint is E. M is the number of access points that are missing
from the latest fingerprint when compared to the fingerprint j in the
database. In (3.1), (3.2), and (3.3), σ2

w is equal to 20 dBm2, based on
the findings by Chiou et al. [2009] to accommodate for sampling errors
and antenna direction. The kernel choice is discussed in Weyn [2011].

The total weight is then:

w(j) = H
√
whit(j) · wextra(j) · wmiss(j) · H

H+E+M , (3.4)

where the last term is intended to give matching access points a higher
weight. This weight is used both as similarity measure and for deter-
mining if a fingerprint is novel.

Wi-Fi localization can identify a location as novel or familiar, but it
is incapable of reliably determining the orientation of the robot at that
location, as experimentally shown further in this Section. Sensors like
cameras have the potential to calculate the relative change in orienta-
tion. This is not possible with Wi-Fi, limiting operation of Wi-Fi SLAM
systems.
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3. Electromagnetic RatSLAM

The relative orientation is used to help the RatSLAM algorithm re-
move errors associated with poor rotational odometry:

∆θ(j) = θj − θt, (3.5)

where θj is the heading direction of the measurement zj stored in the
database with which the current measurement zt matched. This relative
orientation is used when creating nodes in the experience map. The value
of ∆θ(j) is essential when relaxing the pose graph on loop closure.

To reduce the computation requirements, the camera images are
down-sampled to a resolution of 12 × 9 pixels and stored as a single
line vector. It has previously been shown that low resolution images,
as low as 1 pixel, hold sufficient unique and locally repeatable data to
enable localization [Milford, 2013]. The camera templates are evaluated
using a kernel matching technique to determine the similarity between
the current camera view and all previously learned camera templates:

c(j) =

s−1∏
x=0

exp

(
− (px − pjx)

2

2σ2
c

)
, (3.6)

where px and pjx is respectively the value of element x in the current
camera template and the jth camera template. The length of the camera
template is denoted by s and σc is the camera kernel width.

Sensor information is evaluated using kernel matching techniques for
both sensor modalities producing a similarity score between samples for
the camera and the Wi-Fi sensors allowing the generation of a place
recognition signal. To account for the different sampling rates of both
sensors, the Wi-Fi sensor is evaluated at the same rate as the camera
information, utilizing the most current available Wi-Fi snapshot.

Camera and Wi-Fi information is then evaluated independently, the
best template match b is the template with the highest similarity score
determined using:

bcamera = argmax
0≤j<n

c(j), (3.7)

bwifi = argmax
0≤j<n

w(j), (3.8)

where n is the number of templates. Using explicit sensor knowledge al-
lows the design of a complementary sensor fusion system, which utilizes
different sensors modalities when appropriate. Wi-Fi data is a sensor
modality with a broad place recognition signal, whereas the camera sen-
sor modality produces extremely accurate place recognition signal whilst
within the same perceptual environment. The sensor fusion system uti-
lizes the camera place recognition signal while it is available and supple-
ments it with Wi-Fi location data once the camera is no longer useful.
The algorithm evaluates each sensor’s utilization based on whether the
current template is a template match to a previously stored template.
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3.2. Wi-Fi RatSLAM

A template is determined to be a match, m, for each sensor using:

mwifi =

{
1 if w(b) ≥ twifi and |n− bwifi| ≥ k,
0 otherwise,

(3.9)

mcamera =

{
1 if c(b) ≥ tcamera and |n− bcamera| ≥ k,
0 otherwise,

(3.10)

where twifi and tcamera are the similarity score thresholds for the Wi-
Fi and camera sensors respectively. The recency threshold, k, stops
false template matches to samples within the last k frames. For each
sensor, m = 1 indicates that the template match b is a familiar template
and is currently stored within the template database. If m = 0, the
current template is a novel template; only when template matches from
both sensors are deemed to be novel, a new template is added to the
database. Depending on the available template matches from the sensing
modalities, the best global template match bout is input to the RatSLAM
system in place of the local view cells, where the best global template
match is defined by:

bout =


bcamera if mcamera = 1,
bwifi if mcamera = 0 and mwifi = 1,
n otherwise,

(3.11)

This algorithm allows the discrimination between sensing modalities as
they become available. Note that n is the number of templates, where
the templates’ index numbers start at zero. Thus, returning n indicates
that no match was found and a new template must be created.

3.2.2 Materials

This section presents the experimental setup, including details of the
data acquisition platforms and testing environments.

Two testing platforms are utilized to capture the experiments’ data.
The office, orientation, and circular building experiments are performed
using a Pioneer 3DX mobile robot with a consumer grade laptop mount-
ed on top of it, see Figure 3.1b. An additional front facing web camera
is placed on the robot, to enable comparison to the visual RatSLAM al-
gorithm. A Shimmer 9 DOF Kinematics IMU is placed on the robot, of
which the digital compass was used in the circular building experiment.
It is elevated by a cardboard box to minimize the effect of the inference
created by the robot’s metal parts. The robot drives at a fixed speed of
approximately 0.25m/s and its wheel encoders are used as the odometry
signal.

For the large scale campus experiment, the data acquisition platform
is the standard consumer grade laptop with a web camera mounted on-
board, see Figure 3.1a. The odometry signal is collected using a constant
velocity model combined with low resolution visual odometry for rota-
tion.
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3. Electromagnetic RatSLAM

(a)

Compass

Wi-Fi

Camera

Laser

(b)

Figure 3.1: The two sensor setups: (a) the laptop and web camera used for
the large scale campus experimentation; and (b) the Pioneer 3DX with laptop
mounted on top, used for the office experimentation.

Both laptops collected the Wi-Fi fingerprints using a custom driver
for the Robot Operating System (ROS) [Quigley et al., 2009], based on
the WirelessExtensions for Linux [Tourrilhes, 2009].

The office experiment consists of driving the robot three times up
and down an office corridor. The physical run is drawn in Figure 3.2a.
It starts from location A and goes to location B, where the robot turns
and goes back along the same path, repeating this three times.

The path traversed for the large scale campus experiment is shown
in Figure 3.2c. The path is approximately one kilometer long, moving
through buildings and outside areas, ensuring large amount of perceptual
change through day and night cycles. The path is traversed once during
the day and once at night.

The circular building experiment consists of driving the robot around
in a university campus with a circular layout, shown in Figure 3.2e. The
robot drives two and a half times in one direction, after which it turns,
and drives the same trajectory for two and a half times in the opposite
direction. The traveling of the opposite direction is done explicitly, since
other research seldom explicitly explores this possibility. This run is
drawn in Figure 3.2e. The total path is approximately 750 m long.

The parameters used for the office, large scale campus, and circular
building experiments can be found in Table 3.1. A detailed explanation
on how to find these parameters can be read in [Ball et al., 2013]. These
parameters are hand tuned; automating this process is part of ongoing
research [Jacobson et al., 2015].

3.2.3 Results and Discussion

This section presents results from four experiments, showing experience
maps and template graphs for the office, large scale campus environment
and the circular building environment. Additionally, it shows the result
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Figure 3.2: Overview of experiment setups: (a) the path traveled for the office
environment experiment; (c) the path traveled for the large scale campus
experiment; (e) the path traveled for the circular building experiment; (b)
the traveled path for the office experiment according to the robot’s odometry
alone; (d) the traveled path for the large scale campus experiment according to
the visual odometry alone; and (f) the traveled path for the circular building
experiment according to the robot’s odometry alone.
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3. Electromagnetic RatSLAM

Table 3.1: Parameter list used for the RatSLAM experiments. More details
on the parameters can be found in [Ball et al., 2013].

Office Experiment

Parameter Wi-Fi value Description

twifi 0.6 Sensor recognition parameter
k 20 Recency threshold to prevent false positive matches
pc_cell_x_size 1 Size of the pose cell in the RatSLAM system
pc_vt_inject_energy 0.03 Pose cell energy injection per template match
σ 4.47 Kernel width

Large Scale Campus Experiment

Parameter Wi-Fi value Description

twifi 0.25 Wi-Fi sensor recognition threshold
tcamera 0.96 Camera sensor recognition threshold
k 4s Recency threshold for camera only experiment
k 40s Recency threshold for Wi-Fi only experiment
k 40s Recency threshold for sensor fusion experiment
pc_cell_x_size 1 Size of the pose cell in the RatSLAM system
pc_vt_inject_energy 0.2 Pose cell energy injection per template match
σwifi 4.47 Kernel width for Wi-Fi
σcamera 2.0 Kernel width for camera

Circular Building Experiment

Parameter Wi-Fi value Description

twifi 0.2 Wi-Fi sensor recognition threshold
k 40s Recency threshold for Wi-Fi only experiment
pc_cell_x_size 1 Size of the pose cell in the RatSLAM system
pc_vt_inject_energy 0.1 Pose cell energy injection per template match
σwifi 4.47 Kernel width for Wi-Fi

of the orientation experiment before presenting the results of the circular
building environment.

For the office experiment, the Wi-Fi template matching result is
shown in Figure 3.3a. The vertical axis shows the template and ex-
perience ID numbers and the horizontal axis shows the time in seconds.
Horizontally, the first time a template ID is encountered is when the
local view cell is created. Subsequent occurrences of the same template
ID indicate when the local view network decided a measurement to orig-
inate from a location encountered before. Similarly, the experience node
identification number, or experience ID, is drawn, to indicate when ex-
actly the experience map was informed to create a new location or to
link to an existing location. It can be seen in Figure 3.3a that there are
three diagonal lines going up, indicating the three runs of the experi-
ment. For clarity, the locations A and B in Figure 3.2a are indicated on
the template matching graph. While the lines show a correct transition
from location A to location B, they continue in an unknown environment
to location A’, which is in fact location A. The dashed lines show where
the robot returns to A.

In this situation, the correct Wi-Fi template matches that are found
along the dashed lines or their extension, indicated by FP, are false
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Figure 3.3: The office experiment’s (a) template graph and (b) experience
map. The labels A and B are added for correspondence with Figure 3.2a. The
label FP indicates false positive template matches.

positive matches to the algorithm. They match to the same location,
but a different orientation, and when using Wi-Fi alone there is no way
to reliably determine the orientation of the robot.

The experience map created by Wi-Fi RatSLAM for the office exper-
iment is shown in Figure 3.3b. A clear improvement compared to the
raw odometry, shown in Figure 3.2b is visible, in addition to a resem-
blance of the office environment and trajectory shown in Figure 3.2a.
Note that two paths, one for going up the run, one for going down are
created, while in fact these are the same locations.

To provide a baseline performance to compare against in the large
scale campus environment, Figure 3.2d shows the map produced by a
raw odometry signal without the aid of a SLAM system for the large
scale campus experiment. The solid blue path was traversed during
the day, the dashed red path was traversed during the night. It can
be seen that in this map, there is a large amount of odometric drift
attributed to the visual odometry system. Using this odometry signal
with RatSLAM utilizing camera template matching does not provide
much improvement to the topological map, as seen in Fig 3.4d. There
are few loop closures occurring in the map, and this loop closure is
contained to matching within the same perceptual conditions. This is
evident in the template graph, seen in Figure 3.4c, where the template
matches in the day region only match to the day region and templates
during the night traverse only match to other night templates. This is a
fairly standard response for a camera operating in day/night conditions.
However, it can be seen in the template graph produced utilizing the
Wi-Fi implementation of RatSLAM, seen in Figure 3.4a, that there is a
massive increase in template matches, not only through times of similar
perceptual conditions but across the transition from day to night.

For the results produced utilizing the sensor fusion, Figures 3.4e
and 3.4f clearly show that where the camera template matches are avail-
able, there is an improvement in recognition in the template graphs.
There is also an increase in reliable template matches through those
regions. The resulting map from the sensor fusion system is slightly
distorted due to odometric error and a number of missed loop closures
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Figure 3.4: The large scale campus experiment’s (a) Wi-Fi, (c) camera, and
(e) sensor fusion template graphs and (b) Wi-Fi, (d) camera, and (f) sensor
fusion experience maps. The day and night run are indicated by background
shading on the template graphs. On the experience maps, the day run is
shown as a blue solid line while the night run is a red dotted line.

within the lower section of the map caused by the RatSLAM system.
However, it can be seen that there is no false loop closure within the
map.

For the orientation experiment, the robot is placed in four different
reference orientations and create a fingerprint for that state. Then, the
robot drives 2 m away from that reference starting position, taking 20
fingerprints at 1 Hz. It repeats that trajectory every 10°. The mea-
surements are matched using a kernel width of 12 dBm2, a width that
attempts to increase the orientation sensitivity, only taking sampling er-
ror into account according to Chiou et al. [2009]. To establish a relative

38



3.2. Wi-Fi RatSLAM

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Match Quality

Compared to 0; 270°

-1

0

1

-1 0 1 2-2

2

Distance [m]

D
ist

an
ce

 [m
]

Figure 3.5: Local view template similarity. The total weight w(j), see (3.4),
drawn for a reference point at 0; 270◦. An arrow indicates the reference ori-
entation, which is also where higher match quality is expected if the sensor is
orientation sensitive.

orientation estimation, there should be an indication of orientation when
matching two fingerprints.

The mean of three of these experiments is used to generalize in time.
The mean variation of these experiments is 0.0130. Figure 3.5 visualizes
the spatial variation of the match quality. The match quality is about
the same for any orientation. The conclusion is that for this setup, Wi-
Fi fingerprints are independent from the orientation they are measured
in, since there is no consequent indication of orientation when matching
two fingerprints.

Figure 3.2f shows the map produced by the raw odometry signal
in the circular building experiment, as a comparison to the RatSLAM
result against. The solid blue path is traversed in one direction, the
dashed red path is traversed in the opposite direction. Results for using
only Wi-Fi or camera are shown in Figures 3.6a, 3.6c, 3.6b, and 3.6d.
RatSLAM using only Wi-Fi as exteroceptive sensor fails because of the
previously described orientation problem, rotational error grows until
the map is totally corrupted. The Wi-Fi template matches are visual-
ized in Figure 3.6a. The trend of the two and a half repetition is clearly
visible, after which the robot turns, around the 1500 second mark, and
the pattern repeats itself in reverse order. This pattern is also visible
in the experience matches. Do note the matches indicated by label F
in Figure 3.6a, which are due to the unreliable orientation dependency
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Figure 3.6: The circular building experiment’s (a) Wi-Fi, (c) camera, and (e)
Wi-Fi and compass template graphs and (b) Wi-Fi, (d) camera, and (f) Wi-Fi
and compass experience maps. The first half of the experiment is shown as a
blue solid line in the experience maps. The second half of the experiment is
shown as a red dashed line in the experience maps.

of the Wi-Fi signal, creating an experience graph similar to the camera
graph, see below. The useful matches are those that match to the expe-
rience created when going in the other direction, indicated by label G in
Figure 3.6a. However, these matches cannot determine in what direction
a location is encountered, corrupting both directions of the experience
map.

The camera template graph (Figure 3.6c) demonstrates the behavior
of a sensor which is capable of creating localization matches in a single
orientation. The template matches are only made when traversing in
the same direction, when retracing the path in the opposite direction,
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3.3. Geomagnetic flux RatSLAM

localization cannot be performed. The pattern in the camera template
matches before the robot turns around the 1500th second is repeated
but not in reverse order, as with the Wi-Fi sensor. In other words,
to the camera it would seem as if an entirely new run is performed
after the robot turned. This is also visible in Figure 3.6d, where the
experience map is shown that was created using camera RatSLAM. It
can be seen that there are two different regions in the map, corresponding
with the first and second half of the experiment. These are caused by
the accumulated wheel encoder error and lack of loop closure from the
camera. This in turn is due to the orientation dependent nature of the
camera.

The template matches of using both Wi-Fi and compass, shown in
Figure 3.6e, are identical to the view template matches of using Wi-Fi
alone. A location should be able to be relocated independent of the
orientation it is found in. In Figure 3.6f the RatSLAM experience map
result is shown when using Wi-Fi and the magnetic compass, which
clearly resembles the physical shape of the trajectory. Also note the re-
moval of any experience match to experiences recorded after the 1500th
second, when the robot turned; these matches are labeled F in the ex-
perience matches when using only Wi-Fi, Figure 3.6a, and are removed
when adding the compass, Figure 3.6e. This performance is due to the
capability of the system to remove rotational error from the erroneous
wheel encoder data and accurately perform loop closure between the two
regions of the experiment.

3.3 Geomagnetic flux RatSLAM

The previous section presented Wi-Fi RatSLAM. This section presents
my implementation of RatSLAM using a geomagnetic flux sensor. The
flux template matches are compared to template matches using a cam-
era. The experience map results are compared to a map created with
a laser range scanning SLAM algorithm, effectively being an accurate
ground truth.

3.3.1 Methods and Materials

The same Pioneer 3DX mobile robot as in the previous section is used to
collect measurements and to provide a reliable odometry source for the
geomagnetic flux RatSLAM implementation. The Pioneer 3DX serves
as robot platform, with a consumer grade laptop mounted on top to save
the measurements. Elevated by a cardboard box, the geomagnetic flux
sensor is placed at a safe distance to avoid soft iron interference in the
magnetic field caused by the metal parts and motors of the robot. The
setup is shown in Figure 3.7. The robot is also equipped with a laser
range finder to serve as a comparison tool using an established laser
range finder based SLAM method.

The local view network of the original RatSLAM algorithm uses cam-
era images to recognize scenes. This functionality has to be replaced
with an algorithm capable of recognizing magnetic field intensity mea-
surements. Assuming that the magnetometer will always be in the same
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Figure 3.7: The Pioneer 3DX mobile robot platform.

position relative to the robot simplifies the measurement model. Similar
to how a 60° angle of view camera can only observe one direction at
a time, the magnetic field intensity measurements are only matched to
those that are oriented in the same way during initial measurement and
during subsequent comparison. In other words, the algorithm will not
attribute a high match quality to the measurements from one location
when it is being traversed in a different orientation.

The geomagnetic flux sensor measures the earth’s magnetic field
strength on three axes, resulting in a measurement vector ~f ∈ R3. The
measurement is seen as a small, three sample feature vector, disregard-
ing relative orientation and covariance of the three samples. A Gaussian
kernel is used to calculate geomagnetic flux weight g, matching a new
flux measurement ~f with the existing flux templates ~fj in the local view
cells:

f(j) =

3∏
x=1

exp

(
− (fx − f j

x)
2

2σ2
f

)
, (3.12)

where fx and f j
x is respectively the value of feature vector element x,

one of the three axes in the current geomagnetic flux measurement and
the jth geomagnetic flux template; and σf is 0.67 µT, which is rather
small and chosen as to be more selective in matching local view cells.

3.3.2 Results and Discussion

The geomagnetic RatSLAM results are collected in the same university
office environment as the Wi-Fi RatSLAM results. A point to point
quantitative ground truth is not available for the results, but the path
produced with only odometry and the path produced by grid mapping
are shown as qualitative comparisons. The path using only odometry
is expected to perform much worse, as it has no sensor information to
recognize familiar scenes. The grid mapping algorithm is freely available
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A, E

B

D, F

C

Figure 3.8: The second floor university lab laser map. The first three datasets
consist of three runs going up and down the lab. The first dataset went from
A to B and back; the second dataset went from C to D and back; and the third
dataset went from E to F and back. The fourth dataset went to all rooms in
different order. The general trajectory is shown as a dashed line.

in the ROS framework and described in Grisetti et al. [2007]. This
path is expected to perform better than the geomagnetic flux RatSLAM
estimation, since it utilizes the laser range scanner’s high precision data.

Four separate datasets are constructed. Three of them are simple
runs up and down the lab, starting and ending in different rooms, lasting
about 15min each. A fourth dataset drives up and down to different
rooms in different order, lasting about 30min. The first three are used
to find the correct RatSLAM parameters, by training on two of them
and checking on the third, switching datasets for every parameter setup.
This approach does not guarantee that optimal parameters are found,
but decreases the chance of overfitting the parameters. To additionally
prevent overfitting, the fourth dataset is used as final check. Figure 3.8
shows a schematic overview of these runs, drawn against the output of
the grid mapping algorithm applied to the fourth dataset.

The traveled path is the general output of the RatSLAM algorithm.
This will be discussed further on for the fourth, challenging dataset, how-
ever, the focus is on the local view network. These results are generally
discussed using local view cell matching diagrams, which are diagrams
on which the local view cell identification number, or template ID, is
drawn as a function of time.

Figure 3.9 shows such matching diagrams for the first dataset, us-
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3. Electromagnetic RatSLAM

Table 3.2: Parameters used for the geomagnetic RatSLAM.

Parameter Value
Match threshold 0.5
Recency threshold 40
Pose cell xy dimension 37
Pose cell injection energy 0.03

ing a camera the first time and using magnetometer the second time as
input. A similar response can be observed in both sensors, where loca-
tions encountered while going up the run are found to be different from
locations encountered while going down the run. As explained before,
this is expected behavior. Three parallel, diagonal lines can be seen
in the figure, one set of three for view template matches and one set of
three for experience node matches. The first, left hand side of these lines
indicates new local view cells or experience nodes being created. The
second and third of these lines start when the robot reaches location A
again, as indicated in Figure 3.8, on the 300th and 600th second mark.
These lines indicate matches to the originally created view templates or
experience nodes. False positive matches are labeled FP on the figure.
They can be found between the lines created by correct matches to the
originally created view templates.

Additionally, there are many more false positive local view cell match-
es when using the magnetometer. This is explained by the RatSLAM
parameters, where a local view cell matching threshold is chosen for the
magnetometer that favors matches, including some false positive match-
es, above one that finds few matches but avoids finding false positive
matches. This parameter setting improves experience node matching,
facilitating effective loop closure. A camera does not need this coarse
matching threshold, because it has a sample rate six times higher than
the current magnetometer configuration. Matches will be reported many
times more often than with the magnetometer.

The other two initial datasets show similar results, so the obtained
parameters can be tested on the more challenging fourth dataset. An
overview of these parameters can be found in Table 3.2. A new local
view cell will be created when the weight calculated by the measure-
ment model in Equation (3.12) is lower than the match threshold. The
recency threshold prevents the local view network from matching new
measurements with recently created local view cells. In other words,
with a magnetometer frequency of about 5 Hz, the last eight seconds of
measurements are ignored when creating a match. The dimension of the
pose cell network is increased to further cope with the false positive local
view cell matches. The pose cell injection energy is how much energy
is injected into the pose cell network on each local view match. Other
parameters are left on their default values. A detailed discussion of these
parameters when using the OpenRatSLAM system can be found in Ball
et al. [2013].

Figure 3.10 shows the map created using only odometry, using geo-
magnetic RatSLAM, and using grid mapping. The raw integrated odom-
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Figure 3.9: View template and experience matches for the first dataset:
(a) shows the view template matches and experience node matches created
using camera; and (b) shows the view template matches and experience node
matches created using magnetometer. The label FP indicates false positive
view template matches.

etry in Figure 3.10a shows some structure of the environment when ob-
served carefully. However, it can in no way be used for either localization
or navigation. The trajectory created using grid mapping in Figure 3.10c
shows clearly what path has actually been followed by the robot. Do
note that this trajectory was created using a high precision laser range
finder, in contrast to the simple smartphone magnetometer. The tra-
jectory created using the magnetometer is shown in Figure 3.10b. It
can be divided in two parts, the coarse lower part and the precise upper
part. The lower part of the run has fewer experience node matches, or
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Figure 3.10: Traveled path for the fourth dataset: (a) shows the raw integrated
odometry; (b) shows the experience map created by geomagnetic RatSLAM;
and (c) shows the traveled path obtained from using the laser range finder
based grid mapping algorithm available in ROS.

Table 3.3: The average magnetic flux signal deviation is smaller for positions
in the old section of the building compared to positions in the new section of
the building.

σ1 σ2 σ3

Old section [µT] 10.47 7.74 1.78
New section [µT] 10.59 13.86 2.71

loop closures, so that different traversals of the same location are not
matched to each other. The upper part of the run has many more ex-
perience node matches, so that different traversals of the same location
are matched to each other.

The template match diagram in Figure 3.9 supports this difference,
where less experience node matches are seen in the region when the robot
is near location A (as indicated on Figure 3.8), which is the 0th, 300th,
600th, and 900th second region. The regions in Figure 3.8 indicated
by A, C, and E are located in a much older section of the building,
with wooden floors and thin walls, without any offices. This causes the
magnetic field intensity to be less distorted in these regions, see Table 3.3.
Consequently, geomagnetic localization in these regions is difficult.

The upper part of Figure 3.10b indicates a very precise operation of
geomagnetic RatSLAM. This is a more modern section of the building,
indicating that geomagnetic RatSLAM is feasible to use as SLAM mech-
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anism in average indoor environments. The created experience map can
subsequently be used for both localization and navigation tasks.

3.4 Sensor Fusion in RatSLAM

The previous two sections discussed the Wi-Fi RatSLAM and geomag-
netic flux RatSLAM approaches. This section presents the further con-
tributions I made to the RatSLAM algorithm: incorporating both active
and passive RFID as sensors and using the RatSLAM pose cell network’s
dynamics to perform sensor fusion. The sensor fusion is tested with the
four sensors that I added to the RatSLAM algorithm: Wi-Fi, geomag-
netic flux, active RFID, and passive RFID; however, the sensor fusion
structure is agnostic to the type of sensor, thus it should work just as
well with the traditional sensors.

3.4.1 Methods and Materials

Current RatSLAM sensor fusion mechanisms concatenate the readings
from the various sensors into one measurement vector, requiring syn-
chronized sensor readings [Jacobson et al., 2015]. This research focusses
on sensors with both very slow (Wi-Fi, 1 Hz), and very fast (flux, 30 Hz)
sample rates, which precludes the use of this sensor fusion mechanism.
Hence, each sensor excites the pose cell network asynchronously, relying
on the network’s inbuilt dynamics to perform the sensor fusion.

Four different sensors are used: an active RFID scanner at 433MHz,
a geomagnetic flux sensor, a passive RFID scanner and a Wi-Fi scanner
at 2.4 GHz. The active RFID scanner is created using custom hardware
and scans for RFID tags at one sample per second. A measurement
of this sensor is the collection of RFID tags by their hardware address,
linked to the received signal strength in dBm. The three axes of the
geomagnetic flux sensor are recorded at 30 samples per second. The
measurements of the passive RFID scanner are simply the identification
numbers of the tags it scans. It is attached under the base of the mo-
bile robot that collects the measurements and passive RFID tags are
distributed throughout the environment at about 1m intervals. It has
an average sample rate of 0.2 samples per second. The Wi-Fi scanner
records the hardware addresses of access points that are visible in the
non-overlapping channels 1, 6, and 11. It stores this list along with the
received signal strength, just like the active RFID reader does, also at
one sample per second.

For the active RFID and Wi-Fi sensor models, a likelihood is deter-
mined for each access point that can be seen in the environment and
multiply these likelihoods to obtain the likelihood for a position pos:

P (~w | pos) =
A∏

a=1

P (wa | pos) , (3.13)

where ~w is an active RFID or Wi-Fi measurement, A is the number
of access points in the environment, and pos is a position in the set of
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possible positions Pos. To determine the likelihood of a specific mea-
surement coming from a particular position pos in the environment, this
measurement is compared to the average measurement at that position.
The average measurement is the sensor template stored in the RatSLAM
local view cells. As in Table 2.1, there are four possible cases when com-
paring active RFID or Wi-Fi measurements: the access point is seen in
both measurements, a hit, the access point is only seen in the template,
a miss, the access point is only seen in the new measurement, an extra,
or the access point is seen in neither measurement, a none. When the
access point is seen in both measurements, Gaussian kernel matching
is used to determine the likelihood. When the access point is seen in
only one of the measurements, the likelihood depends on the value of
the received signal strength (RSS) in the measurement that does include
the access point, the number of measurements used to create the average
measurement and a threshold RSS value under which is likely to miss an
access point. The likelihood in case neither measurement sees the access
point also depends on the number of measurements used to create the
average measurement; the likelihood increases with the number of mea-
surements. The mathematical details of this sensor model are discussed
in Chapter 4, Section 4.2.1.

The geomagnetic flux sensor model is a Gaussian kernel matching
that assumes the axes to be independent:

P (~f | pos) =
3∏

n=1

1√
2πσf

exp− (fn − µn,pos)
2

2σ2
f

, (3.14)

where ~f is a geomagnetic flux measurement; µn,pos is component n of
the mean of the set of actual flux measurements at position pos; fn is
component n of the magnetic flux measurement; and σf is the sensor
model’s kernel width.

The passive RFID scanner’s sensor model depends on the particu-
lar combination of scanned identification number and the identification
number for a particular position. Mathematically, these combinations
are:

P (r | pos) =



Pd if r+pos = tpos and r = tpos, (3.15a)
1− Pd if r+pos = tpos and r = ∅, (3.15b)
0 if r+pos = tpos and r 6= tpos, (3.15c)
1 if r+pos = ∅ and r = ∅, (3.15d)
0 if r+pos = ∅ and r 6= ∅, (3.15e)

where r is an RFID measurement, which is either t, the identification
number of a tag, or nothing (∅); Pd is the probability of detection of the
tag when it is present; and r+pos is the previous measurement at position
pos. When the measurement r is empty, it means that the RFID reader
did not find any tag. The implementation in this research assumes that
if a tag is present at a position, it will always be correctly read, in other
words, Pd is one.

Sensor fusion is performed differently from Section 3.2 in this sec-
tion. In that section, the matching scores of the sensors were compared
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Figure 3.11: Two methods for sensor fusion in RatSLAM: (a) has a form
of sensor fusion in the Local View Cells, for example a hierarchical decision
rule that favors one sensor above another; (b) puts the sensor fusion in the
Pose Cells, relying on their ability to filter ambiguous information to a single
location estimate.

individually, as in Figure 3.11a. This means that the Local View Cells
must incorporate some form of fusion. The current electromagnetic Rat-
SLAM sensor fusion relies on the pose cell network to perform sensor
fusion, as in Figure 3.11b. The pose cell network is not modelled as a
probabilistic function, yet it does have probabilistic characteristics, like
maintaining a constant amount of total energy within the network. The
local view cells will asynchronously insert the template matches into the
pose cell network when they are available. The matches are calculated
separately for each sensor.

Figure 3.12 shows the mobile robot that collected sensor measure-
ments of the four sensors along a 450m trajectory in our research lab.
The mobile robot additionally includes a camera and a laser range scan-
ner. Its speed is 0.25m/s, to increase the spatial density of sensor mea-
surements for sensors with a low sample rate.
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Figure 3.12: The sensor fusion experiment’s setup: (a) occupancy grid map
of the environment and the trajectory; and (b) robot sensor platform.

Figure 3.12a shows the occupancy grid map and trajectory, which are
obtained by using the Robot Operating System (ROS). The occupancy
grid map is created using the gmapping [Grisetti et al., 2007] laser SLAM
algorithm and the trajectory is subsequently created using the AMCL
(Adaptive Monte Carlo Localization) algorithm based on Fox [2001].

When performing RatSLAM, it processes the data in real-time. The
algorithm does not yet know how many active RFID or Wi-Fi access
points there are in the environment, but will increase its measurement
vector size when new access points are discovered. This is a slight modifi-
cation from the original Wi-Fi RatSLAM as described in Berkvens et al.
[2014a], see Section 3.2. Another modification is that new measurements
are merged with old measurements by taking the average. The number
of measurements is stored and used to calculate this average, so that it
is possible to calculate the regular average and not a running average.

The quality of an experience map is quantified as the mean error be-
tween the experience map and the ground truth. The ground truth is the
trajectory shown in Figure 3.12a. This trajectory is created using the
laser range scanner with a sample frequency of 50Hz and the AMCL
algorithm. The AMCL algorithm performs in real-time, but discards
measurements that arrive during its calculation loop. Consequently, the
points in the trajectory are not distributed evenly. The experience maps
created using the electromagnetic sensors or combinations of the electro-
magnetic sensors have nodes only when measurements are performed, so
the number of nodes depends on the sensor’s sample frequency. In other
words, the experience maps have points at distinctly different locations
in the trajectory than the ground truth trajectory.

The experience map trajectories are assumed to be as long as the
ground truth trajectory, since both depend on the same self-motion sen-
sor. Thus the experience maps are resampled at the same rate as the
ground truth map. Locations between two nodes in the experience maps
are calculated by linear interpolation. Next, the two maps are oriented
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Figure 3.13: Experience maps created by RatSLAM. 1. Active RFID; 2. Flux;
3. Passive RFID; 4. Wi-Fi; 5. Active RFID & Flux; 6. Active RFID & Passive
RFID; 7. Active RFID & Wi-Fi; 8. Flux & Passive RFID; 9. Flux & Wi-Fi;
10. Passive RFID & Wi-Fi.

in the same direction, minimizing systematic error due to different ref-
erence points in the two SLAM systems. Principal Component Analysis
(PCA) is performed on the set of points that form the trajectory and the
rotation happens by rotating them along their principal components.

Finally, it is possible to calculate the Euclidean distance between each
point in the experience map and the ground truth map. The average
distance, i.e., the mean error, is the map quality metric.

3.4.2 Results and Discussion

The experience maps resulting from performing RatSLAM on the radio
frequency and geomagnetic sensors and their combinations are shown in
Figure 3.13. The mean error of the maps is listed in Table 3.4, which
also indicates if false loop closures occurred when constructing the map;
the RatSLAM algorithm cannot correct any false loop closure.

The experience maps with the highest mean error is that of the Wi-
Fi sensor (map 4), followed by the combination of active RFID and
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Table 3.4: Mean error of experience maps. FL indicates if there are false loop
closures in the resulting experience map. A. RFID is active RFID and P.
RFID is passive RFID.

No. Sensor Freq. [Hz] Mean error FL

1. A. RFID 1.0 3.290 yes
2. Flux 30.0 1.120 no
3. P. RFID 0.2 3.396 no
4. Wi-Fi 1.0 5.666 yes
5. A. RFID & Flux 31.0 1.230 no
6. A. RFID & P. RFID 1.2 2.599 yes
7. A. RFID & Wi-Fi 2.0 3.894 yes
8. Flux & P. RFID 30.2 1.116 no
9. Flux & Wi-Fi 31.0 1.164 no

10. P. RFID & W-Fi 1.2 3.380 yes

Wi-Fi (map 7), and active RFID as a single sensor (map 1), which are
sensors with a low sample frequency, see Table 3.4. These sensors give a
unimodal yet relatively wide posterior distribution, a type of uncertainty
with which the RatSLAM algorithm has more troubles, introducing false
loop closures. Combining these sensors with the passive RFID sensor
(maps 6 and 10) reduces the mean error. It is not enough, however, to
remove the false loop closures completely.

The passive RFID sensor (map 3) has a mean error slightly higher
than the active RFID sensor, but this is due to the very low measurement
rate of passive RFID. The RatSLAM algorithm will create a point in the
experience map only when a sensor measurement is recorded, resulting
sparsely defined map for passive RFID. However, the experience map
is a valid topological map, containing no false loop closures. This very
strong effect is amplified when the sensor is combined with geomagnetic
flux (map 8), which creates a map with low mean error even as a single
sensor.

3.5 Conclusion

This chapter showed that Wi-Fi is a valid and useful sensor to use in the
RatSLAM algorithm. The sensor has been used across three distinctly
different environments producing minimal false positives and enabling
the creation of topologically correct maps. Sensor fusion between Wi-Fi
and camera have allowed improvements in the spatial resolution of the
Wi-Fi sensor. The problem of orientation independent fingerprints was
eliminated by using a digital compass and shown that it gives superior
results.

Sensor fusion allows the minimization of the flaws of each sensor.
Combining sensor modalities enables processing at a higher frame rate
(through sampling the Wi-Fi readings at the camera frequency), and
allows the system to dynamically utilize available sensing modalities.

Subsequently, the chapter showed that also the geomagnetic flux is a
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feasibly sensor for the RatSLAM algorithm. The results indicate that ge-
omagnetic RatSLAM is strongly dependent on the environment. An en-
vironments with high magnetic field intensity distortion will allow more
accurate experience maps. Such environments are rather commonplace
for indoor applications: most modern domestic or professional environ-
ments hold enough metal and electric devices to distort the geomagnetic
field. Environments with little magnetic field intensity distortion will
not provide enough information to build accurate experience maps.

Finally, the chapter showed that the RatSLAM algorithm’s pose cell
network’s dynamics can be used for asynchronous sensor fusion. It es-
tablished this not only for the Wi-Fi and geomagnetic flux systems that
were discussed before, but also for passive and active RFID. Thus, if
a scene recognition sensor model can be made for an electromagnetic
sensor, it can be inserted it into the RatSLAM system, too.
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4 Localization using Probabilistic
Wi-Fi Fingerprinting

I participated in the EvAAL-ETRI Indoor Localization Competition,
which was organized in conjunction with the Indoor Positioning and
Indoor Navigation (IPIN) conference; the participation included a pre-
sentation at and a contribution to IPIN 2015. This chapter is based
on that contribution [Berkvens et al., 2015a], which describes a proba-
bilistic penalties Wi-Fi fingerprinting positioning system. Additionally,
the chapter is based on our contribution to IPIN 2016 [Berkvens et al.,
2016], where I presented a new probabilistic Wi-Fi fingerprinting sensor
model. This chapter focuses on the method of the sensor models and
their position error results, rather than the part discussing the condi-
tional entropy. The conditional entropy is discussed in Chapter 5.

4.1 Introduction

Wi-Fi fingerprinting is a frequently used approach for indoor localiza-
tion [He and Chan, 2016, Potorti et al., 2015]. Probabilistic Wi-Fi finger-
printing is a method of Wi-Fi fingerprinting which utilizes a probabilistic
sensor model of the form P (pos | ~w), where pos is an element of the set
of positions Pos in the environment and which reads as the probability
of a position given a Wi-Fi fingerprint measurement. The probability
is determined by comparing a new Wi-Fi fingerprint measurement with
a collection of existing measurements from specific reference positions.
The distribution is written as P (Pos | ~w). Using Bayes’ rule, as in
Equation (2.3):

P (pos | ~w) = P (~w | pos)P (pos)∑
pos P (~w | pos)P (pos)

, (4.1)

where P (~w | pos) is the likelihood of the measurement ~w given the
parameters at a position pos; and P (pos) is the prior probability dis-
tribution over the positions, which is assumed to be uniform, since this
thesis deals with positioning without prior location estimates and using
only a single measurement. A common practice in Wi-Fi fingerprinting
is to assume that the different access points in the fingerprint are in-
dependent [He and Chan, 2016, Bisio et al., 2016], which allows us to
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calculate the likelihood for each access point individually:

P (~w | pos) =
A∏

a=1

P (wa | pos). (4.2)

Most Wi-Fi fingerprinting positioning systems are not expressed prob-
abilistically—they do not calculate a posterior probability distribution
P (pos | ~w)—or they do not describe in detail how to deal with the four
situations of Table 2.1, see for example the localization systems at the
EvAAL-ETRI Indoor Localization Competition [Potorti et al., 2015]. I
created two probabilistic Wi-Fi fingerprinting sensor models that explic-
itly deal with those four situations.

This chapter will first discuss the probabilistic penalties sensor model.
This sensor model is largely inspired by the approach of Weyn [2011],
where a distance matching is performed between hit access points; miss
and extra points are included in the form of penalties. The new sensor
model additionally adds the none situation explicitly, which is a require-
ment to be fully probabilistic: the fingerprint ~w must be compared to
the same number of access points (the dimension of the measurement)
at each reference position [Papoulis and Pillai, 2002]. The number of
measurements at a reference position is used to define the probability
in extra and none situations. The sensor model is tested in the third
track of the EvAAL-ETRI competition, the offline track. The competi-
tors train their system in the large open access UJIIndoorLoc dataset
[Torres-Sospedra et al., 2014] and provide their position estimates of
samples in a private competition dataset to the organizers. The results
in this section are the best results of all competitors, compared with the
results of the probabilistic penalties sensor model.

Then the chapter discusses the dual distribution sensor model. It
also incorporates all four situations of Table 2.1, but this model is able
to do so using a single distribution consisting for one part of a uniform
distribution and the other part of a normal distribution. A dedicated
training procedure allows the training of the parameters of the model,
taking into account when access points at a reference position are not
received for some or all of the training samples, which overcomes the
need of the arbitrary extra and none probability definition of the pre-
vious sensor model. Additionally, the sensor model has a procedure
to incorporate uncertainty on the antenna gain. The sensor model is
tested using the same dataset as the previous sensor model, the open
access UJIIndoorLoc dataset. The competition organizers were so kind
to provide the results of this new system when applied to the private
competition dataset.

4.2 Probabilistic Penalties Sensor Model

This first section presents my contribution of a probabilistic Wi-Fi fin-
gerprinting sensor model. The sensor model uses penalties and is based
on the sensor model in Weyn [2011]. The difference is that this model
explicitly includes none access points, and calculates all penalties as a
probabilistic function.
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4.2.1 Methods

The probabilistic penalties sensor model has a function for each mutually
exclusive situation of Table 2.1. Suppose that W+

a is a set of training
samples at position pos for access point a. If the access point is received
at least once at the position, then W+

a 6= ∅: only the situations hit or
miss are possible. From that set, the mean RSSI value µa is calculated,
ignoring those samples where the access point is not received.

A hit situation occurs given a value for µa and that the access point
a is received in the Wi-Fi fingerprint during operation with the value
wa. The likelihood for the access point is then calculated as a Gaussian
kernel function:

P (wa, hit|pos) =
1√
2πσw

∫ wa+0.5

wa−0.5

exp− (w − µa)
2

2σ2
w

dw (4.3a)

·P (W+
a 6= ∅|pos),

where σw is the sensor model’s fixed kernel width; and P (W+
a 6= ∅|pos) is

the probability of measuring access point a at position pos. The kernel
function is made discrete by integrating a 1 dBm probability density
around wa as this is the RSSI measurement precision. A fixed kernel
width is used for all access points at all positions, assuming that there
is often not enough data to calculate the variance of the signal reliably.
The value of the kernel width incorporates normal signal noise and the
variance caused by different antenna poses. It is based on Weyn [2011],
where it is in turn based on research by Chiou et al. [2009].

The probability of measuring access point a—or not measuring it,
P (W+

a = ∅ | pos)—is an arbitrary part of the sensor model. The intu-
itive way would be to use the number of times access point a is received
in the training samples at position pos divided by the total number of
training samples at that position. However, given a realistic environ-
ment, there will always be access points that are never received during
training at a specific location, which results in zero probability of seeing
that access point at that location. This zero then propagates through
the multiplications in Equations (4.2) and (4.1), ultimately causing zero
probability to be in that location; which is often unrealistic. As a solu-
tion, the fraction of visible access points at the position is used. This
is the number of access points that is seen at least once, divided by the
total number of access points in the environment. The probability of not
measuring access point a is calculated as the number of access points
that is never seen divided by the total number of access points. This
arbitrary and suboptimal solution is addressed in the next sensor model,
see Section 4.3.

A miss situation occurs given a value for µa and that the access point
a is not received in the Wi-Fi fingerprint used for localization. The like-
lihood for the access point is then calculated as the probability density of
part of the Gaussian kernel function that lies below the threshold RSSI
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Figure 4.1: The probability distribution for extra access points exists only
above the threshold wth and depends on the number of training samples N
at the reference position. The more often the access point is not seen at the
reference position, the lower the probability assigned to seeing the access point
in a Wi-Fi fingerprint used in the localization phase.

value wth:

P (wa,miss|pos) = 1√
2πσw

∫ wth

wmin

exp− (w − µa)
2

2σ2
w

dw (4.3b)

·P (W+
a 6= ∅|pos),

where the threshold wth is the lowest possible RSSI value that can be
received with the hardware used to collect the training data; and wmin

is an arbitrary small RSSI value to allow numerical computation.
If the access point a is never received at the position pos, then

W+
a = ∅; only the situations extra or none are possible. The situa-

tion extra occurs when the access point is received in the fingerprint
used for localization. The model marginalizes the mean RSSI value µa

by integrating over all its values. Additionally, it calculates the prob-
ability of not receiving the access point in the N training samples at
position pos. Combining these results in:

P (wa, extra|pos) =
∫ wmax

wmin

α

[
1√
2πσw

∫ wth

wmin

exp− (w − µ)
2

2σ2
w

dw

]N
(4.3c)[

1√
2πσw

∫ wa+0.5

wa−0.5

exp− (w − µ)
2

2σ2
w

dw

]
dµ

·P (W+
a = ∅|pos),

where α is a normalization constant for the probability of not receiv-
ing the access point a in N training samples; the probability density
of 1 dBm around wa is used again; P (W+

a = ∅|pos) is the chance of
not measuring access point a at position pos; and wmax is an arbitrary
large RSSI value to allow numerical computation. Figure 4.1 shows the
probability distribution of wa for different values of N .

A none situation occurs if the access point a is never received at
position pos, and neither is it received in the fingerprint used for lo-
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Figure 4.2: The probability of a none access point increases as the number of
training samples N at the reference position increases. It is the density of the
normal probability distribution under the threshold wth in the distribution
for extra access points. The more often the access point is not seen at the
reference position, the higher the probability assigned to not seeing the access
point in a Wi-Fi fingerprint used in the localization phase.

calization. As with the miss situation, the model uses the probability
density under the threshold wth, but then in the distribution of the extra
situation:

P (wa, none|pos) =
∫ ∞

−∞
α

[
1√
2πσw

∫ wth

wmin

exp− (w − µ)
2

2σ2
w

dw

]N
(4.3d)[

1√
2πσw

∫ wth

wmin

exp− (w − µ)
2

2σ2
w

dw

]
dµ

·P (W+
a = ∅|pos).

Figure 4.2 shows the probability of a none situation for different values
of N .

The complete probability distribution of the measurement wa given
the position pos is then:

P (wa | pos) = P (wa | pos)P (W+
a 6= ∅ | pos)+ (4.4)

P (wa | pos)P (W+
a = ∅ | pos)

= [P (wa ≥ wth | pos) + (4.5a)
P (wa < wth | pos)]P (W+

a 6= ∅ | pos) + (4.5b)
[P (wa ≥ wth | pos) + (4.5c)
P (wa < wth | pos)]P (W+

a = ∅ | pos), (4.5d)

where W+
a is the set of training samples for access point a at position

pos. Equation (4.4) is allowed because it is simply P (wa | pos) multiplied
with the total probability of the possibilities of the set W+

a : either it is
empty, or at least one RSSI value exists for access point a at position
pos. Subsequently, P (wa | pos) is split in two mutually exclusive events,
w ≥ wth or w < wth: the access point a is received or is not received in
the Wi-Fi fingerprint ~w in the localization phase. The Equations (4.5),
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(4.5b), (4.5c), and (4.5d) are calculated as Equations (4.3a), (4.3b),
(4.3c), and (4.3d), respectively.

After applying a measurement model, a localization algorithm must
translate the position’s likelihood to a position estimate. In this section,
the Maximum Likelihood Estimation (MLE) and weighted k Nearest
Neighbor (kNN) algorithms are used.

The MLE algorithm selects the positions with the highest likelihood
as its position estimate. Consequently, it can only select positions that
occur in the training database. The weighted kNN algorithm calculates
a weighted mean of the k positions with highest likelihood. The results
are calculated for k = 3 and weigh the positions by their posterior value:

pose =

k∑
i=1

P (posi | ~w)posi∑k
j=1 P (posj | ~w)

, (4.6)

where pose is the position estimate and posi is the ith most likely posi-
tion. The posterior value is the normalized likelihood value, because of
the assumption of a uniform prior distribution.

To select a building or floor, MLE chooses those of its selected lo-
cation. The kNN algorithm’s implementation chooses its building and
floor as a rounded, weighted average building and floor label of the k
locations with highest posterior.

4.2.2 Materials

For the third track of the 2015 EvAAL competition, a performance met-
ric is created based on position error. The accuracy on which the com-
petitors are ranked is the average sample error (SE) for each sample
in the validation dataset that will be provided during the competition.
The SE for a single sample is calculated as:

SE = D + pen1 + pen2, (4.7)

where D is the two dimensional Euclidean distance between the esti-
mated and real position; pen1 is a penalty of 50, applied if the local-
ization algorithm does not predict the building correctly; and pen2 is a
penalty of 4, applied if the localization algorithm does not predict the
floor correctly.

The competitors acquired a training dataset of 19937 samples, dis-
tributed over 933 reference positions in three university buildings, with
up to four floors each. Additionally, they acquired a validation dataset
of 1111 samples. Finally, the competitors received an unlabeled pri-
vate dataset of 5179 samples. The competition organizers evaluated
the estimated locations of the private dataset for each of maximum five
submission of the competitors.

4.2.3 Results and Discussion

First, this section discusses the results of the MLE and kNN localization
approaches on the validation dataset. Then, it discusses the results of
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Figure 4.3: Distribution of SE for the EvAAL UJIIndoorLoc validation
database: (a) complete distribution, (b) detail to show slight difference be-
tween MLE and kNN approaches.

Table 4.1: EvAAL localization results for the validation dataset. N = 1111.

Property MLE KNN

Average SE 22.15 21.97
Median SE 8.70 8.67

Building fail [%] 4.86 4.86
Floor fail [%] 14.76 14.58

the actual competition and compares our best approach to the best
approaches of the other competitors.

As the large difference between average and median SE in Table 4.1
suggests, the high average SE value is due to large outliers. These
seem to be mainly caused by floor and building fails, which cause a
SE of at least 140 and on average around 230. The distribution of
SE for MLE and KNN can also be seen in Fig. 4.3. At first sight,
it is rather striking that using KNN only slightly improves the result,
compared with MLE. However, our measurement model results in a
localization posterior that is very specific, and because it is a weighted
version of the kNN algorithm, the additional poses used to calculate
the pose estimation are usually cancelled because of their much lower
posterior value.

Figure 4.4 visualizes the results of the best submission per competi-
tor, and Table 4.2 quantifies them. The competitors are ranked using
the average SE.

The RTLS@UM team uses a set of rules to determine the correct
building and floor. Afterwards, they apply a measurement model to
select the position on the floor [Moreira et al., 2015]. They achieve an
average SE of 6.20 m. The ICSL team uses an extreme learning machine
with auto-encode (ELM-AE), in addition to an access point selection
method [Choi et al., 2015]. They achieve an average SE of 7.67m.
The HFTS team uses fingerprint calibrated centroid localization [Knauth

61



4. Localization using Probabilistic Wi-Fi Fingerprinting

Error in Meters

C
u
m

u
la

ti
v
e
 P

ro
b
a
b
ili

ty

RTLS@UM
ICSL
HFTS
MOSAIC

0 2 4 6 8 10 12 14 16 18 20
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 4.4: CDF of EvAAL competition results on private test set as provided
by the competition organizers.

Table 4.2: EvAAL localization results on private test set. N = 5179.

Property RTLS@UM ICSL HFTS MOSAIC

Average SE 6.20 7.67 8.49 11.64
Median SE 4.57 5.88 6.99 6.72

Building fail [%] 0.00 0.00 0.00 1.35
Floor fail [%] 6.26 13.07 3.75 6.14

et al., 2015]. They achieve an average SE of 8.49 m. Our algorithm is
labeled as the MOSAIC team and achieves an average SE of 11.64 m.
It is the result of the MLE location selection method.

The high average SE of our algorithm is caused largely by a small
number of outliers. These select the wrong building, which it does for
1.35% of the private dataset’s samples, which increases the maximum
SE. When ranked on the median SE, the algorithm performs slightly
better than the HFTS team, and the difference with the other two teams
is smaller than with the average SE. However, the HFTS team scores
best on selecting the correct floor, with a floor fail of only 3.75 %. Our
algorithm is second on that list, but only 0.12 percentage points better
than the RTLS@UM team.

Surprisingly, our algorithm is the only in the competition that uses
a probabilistic sensor model, in the sense that it explicitly calculates a
posterior probability distribution over all reference positions. Figure 4.5
is the posterior distribution after applying the sensor model to the mea-
surement that was taken at the location indicated by the blue cross,
a measurement from the validation dataset. The probability density
peaks a little down the hall at the same floor, with very high certainty;
the posterior distribution must be shown as a log posterior to make a
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Figure 4.5: The posterior probability distribution over the reference positions
in the UJIIndoorLoc dataset has very few locations with high probability
near the red cross, but not exactly at the correct location indicated by the
blue cross. In other words, the posterior probability distribution has high
certainty, but is not correct.

distinction with other candidate positions. However, the selected loca-
tion is not the correct location. In other words, a high certainty of the
posterior probability distribution does not guarantee a correct position.

4.3 Dual Distribution Sensor Model

The previous section discussed the probabilistic sensor model. In this
section, my contribution is a sensor model that uses a single probability
density function, consisting of partly a uniform distribution and partly a
normal distribution. Additionally, this section presents a training proce-
dure that incorporates the access points that are not received in training
samples; in the previous model, these are discarded when calculating µa.
Of course, both this and the previous model incorporate all situations:
hit, miss, extra, and none.

4.3.1 Methods and Materials

The results presented here use the same training and validation dataset,
UJIIndoorLoc, as in the previous section. The training dataset con-
tains 19,937 measurements, distributed over 933 distinct positions. The
validation dataset contains 1111 measurements, distributed over 1074
distinct positions. In the environment, there are 520 access points. The
sensor model can be trained using the training database, and results can
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be obtained using the separate validation database. Moreira et al. [2015]
discuss the databases in great detail.

I created a probabilistic sensor model based on the Gaussian ker-
nel that explicitly considers access point that are not received at posi-
tion pos. In fact, this is usually the case in the UJIIndoorLoc training
dataset, where on average only 18 of the 520 access points have a value in
a fingerprint. The idea of the sensor model is that there are two possible
situations: there is a RSSI value wa associated with the access point a,
or there is no value associated to it. If there is a value associated to the
access point, the algorithm uses a Gaussian kernel:

P (wa ≥ wth | pos) = 1√
2πσa

exp− (wa − µa)
2

2σ2
a

, (4.8a)

where P (wa ≥ wth | pos) is the likelihood value of wa, the RSSI value of
access point a, with wa ≥ wth, for a specific position pos, µa is the mean
RSSI value of the access point at that position, and σa is its kernel width
or standard deviation at position pos. If there is no value associated to
the access point, the algorithm assumes that its RSSI value must have
been too low—under the minimum RSSI value in the training dataset
wth. The probability of this situation can be found as the probability of
having any value under wth:

P (wa < wth | pos) = (4.8b)
1

wth − wmin

∫ wth

wmin

1√
2πσa

exp− (w − µa)
2

2σ2
a

dw,

where a value wmin is defined as the minimal RSSI value under wth,
to allow numerical calculation. The algorithm models the probability
distribution of wa < wth as a uniform distribution, since it does not
know what the RSSI value would be if it had received it; it only knows
that it is below wth. The density of this probability P (wa = ∅ | pos)
is the filled part in Figure 4.6 and is equal to the probability mass of
Equation (4.8a) for values below wth.

Additionally, I constructed a method for calculating the parameters
µa and σa at reference position pos, given a set of training Wi-Fi finger-
prints at that position. This method cannot use the familiar approaches
for calculating the mean and variance, since those formulas are not de-
signed to include the part with the uniform distribution. In other words,
they cannot deal with empty values, such as those from access points that
are not received in the training data. However, it is possible to calculate
the likelihood of the parameters for a given RSSI value wa. The method
creates a range of feasible µ and a range of feasible σ values. It then
calculates the likelihood of those parameters using Equation (4.8b) if wa

has no value—the access point was not received—and Equation (4.8a)
if wa has a value. These likelihoods of the parameters are calculated
for all w values of access point a at reference position pos, so that the
method can multiply the likelihoods over the w values:

µa, σa = argmax
µ,σ

∏
w∈Wa

P (w | µ, σ), (4.9)
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Figure 4.6: A graphical representation of our sensor model for a specific access
point a at a specific reference position. When the access point has a RSSI
value in a fingerprint, the likelihood of being at the reference position can be
calculated with a normal distribution. The likelihood of not having an RSSI
value in a fingerprint at the reference position can be found by integrating the
normal distribution until the threshold RSSI value wth.

where Wa is the set of all w values for access point a at reference position
pos, and P (w | µ, σ) can be calculated as in Equation (4.8). The pair
of µ and σ parameters that maximizes this likelihood is then selected as
the parameters for access point a at position pos.

While the value of µ is usually satisfactory after training, the value
of σ can be rather small. This is due to the limited amount of training
data in practical datasets. Therefore, this section will not only include
results using the trained σ as described above, but also using a fixed σ
for all access points at all reference positions. The fixed σ is the median
value of σ, at all reference positions and for all access points, when the
access point is received at least once at the reference position.

Lastly, smartphone and laptop antennas can range in antenna gain,
which influences the RSSI measurements. This is true for Wi-Fi mea-
surements in general, but specifically for the UJIIndoorLoc dataset,
which was collected by different people, using different devices and with-
out any information on their orientation when they collected the Wi-Fi
fingerprints. This uncertainty about the antenna pose can be modeled
as a uniform distribution between the minimum and maximum antenna
gain, gmin and gmax. Thus, this section explores an extension of the
probabilistic sensor model by introducing this uniform distribution into
the sensor model. The use of the uniform distribution is justified be-
cause it incorporates the effect of the antenna gain, in the absence of any
information on the antenna gain, such as the antenna properties, pose
variation and multipath conditions. This is achieved by a convolution
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Figure 4.7: A convolution with a uniform distribution representing the uncer-
tainty of the antenna gain results in a sensor model with a wide top.

of the uniform distribution with the sensor model Papoulis and Pillai
[2002], which results in the distribution in Figure 4.7 and is mathemat-
ically:

P (wa | pos) = 1

gmax − gmin

∫ gmax

gmin

P (wa − g | pos)dg, (4.10)

where P (wa − g | pos) is given by Equation (4.8). The constant values
of gmax and gmin are selected from antenna specifications. In the distri-
bution the probability of a RSSI value under the threshold—the access
point is not seen—is a uniform distribution, since there is no informa-
tion on what the correct RSSI value would be if it had been possible to
measure it. The training of the parameters for this sensor model that
incorporates the antenna gain also uses Equation (4.9).

The distributions of the parameters that the training method finds
for the trained σ approach are shown in Figure 4.8. The distribution
of µa has two large peaks, where an arrow indicates the actual number
of times that specific value for µa is selected. Both represent a value
selected when an access point is never seen at a reference position. The
difference in the selected value is the number of training samples, and
the fact that this causes another value to be selected is due to numerical
rounding. When an access point is never seen, the likelihood of the
parameters is nearly equal for a certain set of small µa values. These
values make sure that all of the probability density of the sensor model
is under the threshold. Due to the numerical approach, this can be done
with a µa and σa that are just small enough, but not necessarily the
smallest possible. The µa for which the probability mass is just under
the threshold is the rightmost of the two peaks in the distribution of µa
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Figure 4.8: Histogram distribution of the parameters found at each reference
position for each access point after training the sensor model. The arrow
indicates the fixed standard deviation σ.

in Figure 4.8. When more than 27 samples are taken at the reference
position, and the access point is not seen in any of those 27 samples,
the likelihood in this set equalizes, due to rounding. This is when the
smallest possible µa is selected, the leftmost of the peaks in the µa

distribution. The same peaks are visible in the distribution of σa, if
the step size of the histogram is smaller. The difference in performance
afterwards, with the µa and σa that are just small enough or those that
are the smallest possible, is negligible.

When using the fixed σ approach, the training method still trains
the mean parameter for each access point in the same manner. The
distribution of the mean trained with the fixed standard deviation is
shown in Figure 4.9. For comparison, the fixed standard deviation has
been indicated on the distribution of the trained standard deviation.
The distribution of µa for the fixed σ approach has only a single peak
indicated by the arrow, as opposed to the two peaks in the distribution
of the trained σ. This is because the same issue with the nearly identical
likelihoods does not occur for the selected standard deviation.

During the actual localization phase, the localization algorithm ap-
plies the same sensor model: if there is a value for access point a, it
uses the part of the distribution in Figure 4.7 above the threshold value
wth; if there is no value for access point a, it uses the probability of
the area below the curve. The likelihood of the complete fingerprint
given a reference position—in other words, for all access points at the
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Figure 4.9: Histogram distribution of the parameter µ found at each reference
position for each access point after training the sensor model with the fixed σ.

reference position—can then be found by multiplying the likelihoods of
the individual access points, see Equation (4.2). The posterior prob-
ability distribution can subsequently be found using Bayes’ rule, see
Equation (4.1), assuming a uniform prior distribution for all positions.

The localization algorithm selects the position with the highest pos-
terior probability as the position estimate, which is also known as the
Maximum A Posteriori (MAP) estimate. This facilitates in selecting a
building and floor as well, since these are set to those of the selected
position. The MAP estimate will be the same as the MLE estimate in
the previous Section. The difference between the two is that the MAP
estimate also includes the prior distribution over the reference positions.
However, the prior is defined to be uniform, so the results are the same.

The position error is calculated from the difference between the po-
sition estimate and the true position. This section calculates a three
dimensional Euclidean distance, based on the latitude, longitude, and
floor values in the UJIIndoorLoc dataset. During last year’s competi-
tion [Berkvens et al., 2015a] it was indicated that the latitude and longi-
tude values are actually expressed in meters. Additionally, the average
floor height was indicated as four meters. Thus, multiplying the floor
identification value by four creates a metric value for the third dimen-
sion. Finally, the calculation does not take the building identification
value into account, since the positions are already spatially separated
by the latitude and longitude coordinates; selecting the wrong building
will inevitably increase the position error.

Since the localization algorithm uses the MAP estimate, there is a
minimum position error that can be achieved—it will always select a
position from the training dataset as the position estimate, which is un-
likely to be exactly a position from the validation dataset. On average,
there is about 1.67 m between the position of a validation sample and
the nearest training position. To illustrate the performance of the posi-
tioning system, this section shows results of the dual probabilities sensor
model’s localization algorithm applied to the private dataset that was
used at last year’s competition [Potorti et al., 2015]. The organizers of
the competition evaluated those results, so that it is possible to compare
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Figure 4.10: Cumulative distribution function with summarizing table of the
position error when using the UJIIndoorLoc validation dataset with N = 1111.

with our own and the winning team’s result. The results provided by the
organizers are expressed in the sample error SE, as in the competition.

4.3.2 Results and Discussion

The position error in the validation dataset is summarized in Figure 4.10.
The mean position error is 10.49 m for the approach that trains a stan-
dard deviation for each access point at each reference position, and a
mean error of 9.20 m for the approach that uses a fixed standard devi-
ation for all access points. The median position error is 6.85 m for the
trained σ approach, and 6.23 m for the fixed σ approach. The median
position error is a lot smaller than its mean, which indicates that larger
errors also occur. This is supported by the 95th percentile of the posi-
tion error, which is as large as 32.10m for the trained σ approach and
26.38m for the fixed σ approach. These errors can be explained by the
rather large floor fail ratio, which indicates how often the approaches
select a wrong floor. This floor fail ratio is 13.86 % for the trained σ
approach, and 9.90 % for the fixed σ approach.

The difference between the position error of the trained σ approach
and the fixed σ approach is small. The mean differs only about one
meter, the median just more than half a meter. However, this difference
is significant according to the two-sample t-test, with a p-value of 0.0064.
The difference can be explained as the trained σ approach being much
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Table 4.3: Comparison with 2015 competition, track 3, results using the com-
petition’s private dataset and the competition’s SE metric.

N = 5179 MOSAIC RTLS@UM trained σ fixed σ
2015 winner 2015 2016 2016

Average SE 11.64 6.20 10.34 9.01
Median SE 6.72 4.57 8.64 6.34

Building fail [%] 1.35 0.00 0.00 0.00
Floor fail [%] 6.14 6.26 19.00 12.01

less likely to select a reference position with a set of RSSI values that
differ from the set of trained values, even if this position is actually the
true position. It will rather select a position that better fits its trained
parameters. The fixed σ approach will more easily select such positions.
Both systems, however, select positions near the true position, which
indicates that these positions reflect the values in the fingerprint of the
validation sample better. This may be caused by the rather sparsely
sampled environment.

Our new probabilistic sensor model has a better performance than
the one we used on the Wi-Fi fingerprinting competition of last year,
see Table 4.3. Conversely, the ratio of selecting a wrong floor has in-
creased, which may be caused by explicitly incorporating the antenna
gain ranges. It is difficult to further analyze these results, as the detailed
results are private to the dataset owners and competition organizers.
However, Figure 4.11 shows that the posterior probability distribution
for both approaches is equally certain as the approach of last year—see
Figure 4.11—given the same validation sample.

4.4 Conclusion

This chapter presented two probabilistic Wi-Fi fingerprinting sensor
models for positioning. The sensor models can be used to calculate a
likelihood of a Wi-Fi fingerprint measurement given the parameters at a
reference position. This likelihood can subsequently be used to calculate
a posterior probability distributions over all reference positions. They
both explicitly deal with access points that are not received, neither in
the training samples at a reference position, nor in the Wi-Fi fingerprint
measurement during the localization phase.

Their difference is that the first sensor model uses a Gaussian kernel
in the hit situation, for which the mean RSSI value of an access point at
a reference position is trained ignoring those training samples when the
access point is not received. Also the probability for the miss situation
has its mean trained in the same way. The extra and miss situation’s
penalties are only calculated for access points that are never received
in the training samples at the reference position. On the other hand,
the second model uses a single probability density function that consists
of a combination of two common probability distributions: a uniform
distribution is used when an access point is not received in the Wi-Fi
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Figure 4.11: The posterior probability distribution over the reference positions
in the UJIIndoorLoc dataset for (a) the trained σ approach and (b) the fixed σ
approach. As in Figure 4.5, there is a high certainty. The trained approach
indicates the correct position, the fixed approach indicates the position on the
floor below.
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fingerprint measurement during localization, and a normal distribution
is used when an access is received. I also contributed a training method
for this sensor model, so that all training samples for an access point at
a reference position can be included, whether they have a RSSI value or
not.

Probabilistic sensor models for positioning can be used in other prob-
abilistic frameworks, such as tracking or sensor fusion. Examples of
tracking frameworks are the Kalman filter and particle filter. Since these
sensor models are not exactly Gaussian, the particle filter will probably
be the better choice. Probabilistic sensor fusion for positioning happens
by multiplying the posterior probability distributions of the different
sensors. Consequently, it is important to have a sound probabilistic sen-
sor model. Also, a posterior probability distribution can be studied with
information theory approaches, as will be presented in the next chapter.

When these probabilistic sensor models are compared with other
state of the art Wi-Fi fingerprinting procedures, they do not perform
better than any of them. The dual distribution sensor model, when
incorporating an uncertainty over the antenna gain, performs generally
better than the probabilistic penalties sensor model. Both approaches
tend to have a very certain posterior probability distribution, despite
the fact that the reference position indicated by the posterior is often
the wrong position. Chapter 5 explores the relation between this cer-
tainty in the posterior probability distribution given a Wi-Fi fingerprint
measurement, and the location error between the position estimate and
the true position of this measurement.

This chapter also found that there is a small but significant difference
when using a fixed parameter σ in the dual distribution sensor model
versus using a trained parameter σ. While this is likely to be caused
by too little training samples to train the parameter correctly—thus
enabling that a fixed parameter performs better—it is interesting to look
into this in more detail, using different training and validation data.
An additional difference in training approach is interesting to test is
to use a region of reference position for training rather than a single
reference position. This allows a more general model of the Wi-Fi signal
at the reference position, potentially making the posterior probability
distribution less selective and hopefully more likely to select the correct
position.

Finally, I believe that these sensor models can also be utilized using
different radio frequency signals, such as active RFID. In fact, the prob-
abilistic penalties sensor model was used in the RatSLAM sensor fusion
approach of Section 3.4, for both the Wi-Fi and active RFID sensors.
Thus I think that these sensor models are valid for any radio frequency
fingerprinting measurements.
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5 Information Content in SLAM
& Localization

This chapter is based on or contribution to the 2015 IEEE Sensors
conference [Berkvens et al., 2015b], of which this chapter presents my
study of the mean mutual information rate and its relation to the Rat-
SLAM’s pose graph quality; Chapter 3 presented the sensor models and
RatSLAM approach. Additionally, this chapter is based on our contri-
bution to MDPI Sensors journal, where I discuss the relation between
the position error and uncertainty of a Wi-Fi positioning system. In that
work, I use the conditional entropy to quantify the uncertainty and use
my new dual distribution Wi-Fi sensor model as discussed in Chapter 4.

5.1 Introduction

The “information content” in the title refers to the Shannon information
content, see Section 2.3. The mutual information and conditional en-
tropy are metrics derived from the information content. I will use them
to quantify the certainty and uncertainty, respectively, in the posterior
probability distributions derived from the sensor models that were used
in the RatSLAM and positioning algorithms.

First, this chapter looks into the predictive quality of the mean mu-
tual information rate of a sensor model on the RatSLAM’s pose graph
quality. The mean mutual information between the positions in an envi-
ronment and the measurements performed at one of the positions in that
environment is obtained through Monte Carlo sampling. This method
is developed in Reijniers et al. [2010], to overcome the need to know the
full probability distribution over the measurements. When the mean mu-
tual information of a sensor model at each position in the environment is
known, it is possible to derive how much will be learned on average with
a single measurement of that sensor anywhere in the environment. More
specifically, it determines how much the RatSLAM algorithm can learn
on average with a single measurement. The RatSLAM system depends
on the time between measurements, thus it makes sense to provide this
information as often as possible. Consequently, the mean mutual in-
formation rate is the mean mutual information of the sensor multiplied
with the sample frequency of that sensor. This can then be compared
the mean mutual information rate with the quality of the RatSLAM
pose graph, as established in Chapter 3. This chapter compares all ten
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sensors and sensor combinations: the active RFID, geomagnetic flux,
passive RFID, Wi-Fi, and the combinations of two of those.

Secondly, to further study this relationship in a more constrained
situation, I want to know if the conditional entropy, or uncertainty, of
a localization algorithm’s posterior probability distribution given a sin-
gle measurement is an indication of the location error introduced by
the algorithm given that measurement. I change from mutual infor-
mation, certainty, to conditional entropy, uncertainty, because it seems
that the relation between uncertainty and position error is more natu-
ral: intuitively, little uncertainty and small position error are good, high
uncertainty and large position error are bad. I will use the relation be-
tween conditional entropy and location error to analyze the performance
of probabilistic sensor models used in Wi-Fi fingerprinting.

Note that the choice of Wi-Fi fingerprinting excludes the use of more
widely-used dynamic metrics to measure location uncertainty, most no-
tably the Cramér-Rao lower bound (CRLB) and the dilution of precision
[Gribben and Boukerche, 2014]. The CRLB is based on the Fisher in-
formation matrix [Kay, 1993], which in turn makes use of the second
derivative of the location posterior distribution with respect to the lo-
cation parameters. However, Wi-Fi fingerprinting gives rise to a dis-
crete classification problem, i.e., find the discrete location from a finite
set of reference locations that fits the measurements best. Hence, as
illustrated in Figure 5.1, these posterior distributions cannot be differ-
entiated with respect to the location parameters, as they are discrete
variables. The dilution of precision is calculated based on the geome-
try of transmitters and receivers [Yarlagadda et al., 2000]. In the data,
there is no information of the location of the transmitters, making this
approach unfeasible. The conditional entropy, on the other hand, can
be calculated for any posterior distribution over the reference locations
based on a single Wi-Fi measurement. Note that while the focus is on
Wi-Fi fingerprinting, the results apply to any probabilistic localization
system that calculates a posterior probability distribution of the form
P (Pos | m), where Pos is a finite set of locations in the environment
and m is a measurement that serves as input for the localization system.
This type of localization occurs in applications where topological maps
are more appropriate than metric ones, such as localization of tags fixed
to medical equipment in a hospital setting. Learning that a particular
piece of equipment is localized in a particular room without knowing its
exact position is sufficient for retrieval and arguably more useful than
learning that it is at a precisely-defined position that may turn out to
be physically unreachable.

5.2 Mean Mutual Information Rate

In this section, I make the following contributions: a method to deter-
mine the mean mutual information rate of a sensor model in an envi-
ronment. This mean mutual information rate has predictive quality on
the performance of the sensor in the RatSLAM algorithm’s pose graph.
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Figure 5.1: The environment in Wi-Fi fingerprinting is split up into discrete
spaces, namely the nearest locations to a single reference location. The sensor
model’s dependency on the location parameters changes discontinuously as it
is determined by the training measurements at the reference locations.

5.2.1 Methods and Materials

To quantify the localization performance of a measurement model, this
section generalizes the approach discussed by Steckel and Peremans
[2012], where the mean mutual information is calculated between a posi-
tion and the measurements that can be performed at a certain position.
In other words, what does a sensor measurement indicate about a po-
sition. This section proposes the use of mean mutual information as a
predictive measure for map quality (mean error) resulting from a par-
ticular sensor combination. The mutual information at a position is
determined by taking the mean of a number of Monte Carlo samples,
hence it is called the mean mutual information.

The formula for mutual information is already defined in the state-
of-the-art, Section 2.3.2. Equation (2.18) can then be translated to
the formula for the mutual information between all positions and the
measurements that can be performed at those positions becomes:

I(Pos;Mpos) ≡
∑

pos∈Pos

∑
~mpos∈Mpos

P (pos, ~mpos) log
P (pos, ~mpos)

P (pos)P (~mpos)
,(5.1)

where the position pos does not need to be the position where ~mpos is
measured; and the logarithm is a base two logarithm, thus the informa-
tion is expressed in bit.

In practice, it is impossible to obtain all possible measurements for
a position. To model the environment, this section uses actual measure-
ments and create a number of Monte Carlo samples. This allows the
calculation of the mean mutual information, as in Equation (2.19), but
with the current notation:

< I(Pos;Mpos) > ∼=
1

K

K∑
I(Pos; ~m[k]

pos), (5.2)

where K is the number of Monte Carlo samples and [k] indicates the kth
sample. The mutual information, Equation (2.18), between all positions
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and a specific measurement sample at a position is defined as:

I(Pos; ~m[k]
pos) =

∑
pos∈APos

P (pos|~m[k]
pos) log

P (pos | ~m[k]
pos)

P (pos)
. (5.3)

The equation requires the posterior probability distribution over the po-
sitions in the environment given the measurement sample. This posterior
probability distribution is calculated using the sensor models discussed
in Section 3.4.

When calculating the mean mutual information, the environment
is divided into a three dimensional grid, with two dimensions for the
spatial location and one dimension for the orientation. The spatial (x, y)
grid width is 0.3m, the orientation grid width is π/4 rad. The average
measurement in each grid cell is used to both describe the environment
and to create the Monte Carlo samples.

The maximum amount of mean mutual information, in bits, depends
on the number of positions in the environment: it is the base two loga-
rithm of the number of positions. The maximum amount of mean mutual
information per second is different for each sensor, because they some-
times have no measurements at a position; such positions are discarded
for that sensor. When combining two sensors, only those positions are
used where both sensors have measurements. The posterior distribu-
tion of the combination of two sensors is the product of the posterior
distribution of each separate sensor.

The mean mutual information gives an idea of the information pro-
vided by a single measurement about the position in the environment.
It is important to take the frequencies of such measurements into ac-
count when comparing these results to the map quality of the RatSLAM
experience maps. Intuitively, a sensor that provides information more
frequently will enable the RatSLAM system to correct its estimated
location more often. Thus, the mean mutual information rate is the
multiplication of the mean mutual information with the sensors’ sample
frequencies.

Section 3.4 describes the sensor models of the four sensors that this
research uses: active RFID, geomagnetic flux, passive RFID, and Wi-Fi.
These four sensors and their combinations of two of them are used to
create maps with the biologically inspired RatSLAM system. Table 5.1
lists those sensors, combinations, their sample frequencies, and the re-
sults of the RatSLAM algorithm: the mean error of the pose graph and
whether there are false loop closures in the pose graph. This section
will calculate the mean mutual information and mean mutual informa-
tion rate of all these sensors and sensor combinations, and see if there
is a predictive quality in these metrics on the results of the RatSLAM
algorithm.

5.2.2 Results and Discussion

The cumulative distribution of the mean mutual information of the four
electromagnetic sensors and their combinations is shown in Figure 5.2.
This is the mean mutual information of the measurement Monte Carlo
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Table 5.1: To aid the discussion, Table 3.4 is copied here. It lists the mean
error of the experience maps created in Section 3.4. FL indicates if there are
false loop closures in the resulting experience map. A. RFID is active RFID
and P. RFID is passive RFID. See also Figure 3.13.

No. Sensor Freq. [Hz] Mean error FL

1. A. RFID 1.0 3.290 yes
2. Flux 30.0 1.120 no
3. P. RFID 0.2 3.396 no
4. Wi-Fi 1.0 5.666 yes
5. A. RFID & Flux 31.0 1.230 no
6. A. RFID & P. RFID 1.2 2.599 yes
7. A. RFID & Wi-Fi 2.0 3.894 yes
8. Flux & P. RFID 30.2 1.116 no
9. Flux & Wi-Fi 31.0 1.164 no

10. P. RFID & W-Fi 1.2 3.380 yes
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Figure 5.2: The mean mutual information between a position and all possible
measurements at that position for active RFID, geomagnetic flux, passive
RFID, Wi-Fi, and their combinations.

samples at all positions in the environment. The maximal value is dif-
ferent for each sensor or sensor combination, as explained before, but
they are all close to 9.5 bit.

The combination of active RFID and geomagnetic flux has the high-
est mean mutual information on average, although the combinations of
active RFID and Wi-Fi and geomagnetic flux and Wi-Fi are comparable.
For a single sensor, active RFID has the highest mean mutual informa-
tion on average, followed by Wi-Fi and geomagnetic flux, in that order.
The passive RFID sensor has no mean mutual information on average.
This can be explained by the characteristics of the sensor, since it will
only be able to guess a position when it is directly above a passive RFID
tag. In this case, the passive RFID sensor knows the location exactly,
but it cannot determine the orientation, hence the fraction of positions
with lower mean mutual information for passive RFID.
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Obtaining the mean mutual information rate introduces a large dif-
ference between the sensors and combinations with a high sample fre-
quency and the sensors and combinations with a low sample frequency.
The sensors with a high sample frequency are shown in Figure 5.3. The
sensors with a low sample frequency are shown in Figure 5.4.

The geomagnetic flux sensor has a high mean mutual information
rate, see Figure 5.3, since it also has a high sample frequency. The
combination of geomagnetic flux and passive RFID increases the mutual
information rate slightly, owing to the fact that passive RFID measure-
ments only have mutual information with the position for a few locations.

Figure 5.3 also shows that the combination of active RFID and ge-
omagnetic flux has the most mean mutual information rate on average,
closely followed by the combination of geomagnetic flux and Wi-Fi. For
the 30% of positions with lower mutual information rate, the combi-
nation of flux and Wi-Fi has a higher rate than active RFID and flux.
However, the combination of active RFID and flux reaches maximal
mutual information rate at 20% of positions, while the combination of
geomagnetic flux and Wi-Fi reaches the maximum only at 10% of posi-
tions.

The passive RFID sensor has the lowest mean mutual information
rate, see Figure 5.4. For 20% of the positions, its mutual information
rate increases. The active RFID and Wi-Fi sensors have a comparable
mutual information rate, with active RFID having slightly more infor-
mation for the 85 % of locations with most information, while Wi-Fi
provides more information when information is low anyway. The mean
mutual information rate for the combinations of these sensors with pas-
sive RFID increases slightly. The mean mutual information rate for the
combination of active RFID and Wi-Fi is very steep, but still reaches its
maximum value only for only 20% of positions.

Figure 5.5 shows the maps created by the RatSLAM algorithm, dis-
playing that when using a single sensor only, the geomagnetic flux sensor
results in the highest quality map (map 2). This is mainly because of
its high measurement rate, resulting in the highest information rate, see
Figure 5.3. This advantage of the flux sensor is transferred to maps
based on sensor combinations (maps 5, 8, and 9), again in line with the
predictions from mean mutual information rate.

The experience maps with the highest mean error is that of the Wi-
Fi sensor (map 4), followed by the combination of active RFID and
Wi-Fi (map 7), and active RFID as a single sensor (map 1), which are
sensors with a low sample frequency, see Table 5.1. These sensors give a
unimodal yet relatively wide posterior distribution, a type of uncertainty
with which the RatSLAM algorithm has more troubles, introducing false
loop closures. Combining these sensors with the passive RFID sensor
(maps 6 and 10) reduces the mean error, which is not in line with the
predictions that would be made from the mean mutual information rate.
It is not enough, however, to remove the false loop closures completely.

The passive RFID sensor (map 3) has a mean error slightly higher
than the active RFID sensor, but this is due to the very low measurement
rate of passive RFID. The RatSLAM algorithm will create a point in the
experience map only when a sensor measurement is recorded, resulting
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Figure 5.3: The mean mutual information rate is high for geomagnetic flux
and its combinations with active RFID, passive RFID, and Wi-Fi.
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Figure 5.4: The mean mutual information rate is lower for active RFID, passive
RFID, Wi-Fi, and their combinations.

in sparsely defined map for passive RFID. However, the experience map
is a valid topological map, containing no false loop closures. This very
strong effect is amplified when the sensor is combined with geomagnetic
flux (map 8). Of course, geomagnetic flux in itself already creates a map
with low mean error (map 2).
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Figure 5.5: Experience maps created by RatSLAM. 1. Active RFID; 2. Flux;
3. Passive RFID; 4. Wi-Fi; 5. Active RFID & Flux; 6. Active RFID & Passive
RFID; 7. Active RFID & Wi-Fi; 8. Flux & Passive RFID; 9. Flux & Wi-Fi;
10. Passive RFID & Wi-Fi. See Table 5.1 for the mean errors of these maps.

5.3 Conditional Entropy in Wi-Fi fingerprinting

The previous section studied the predictive qualities of the mean mutual
information rate on the RatSLAM pose graph performance. There was
a slight discrepancy between the quality of the pose graphs when using
Wi-Fi or Wi-Fi and active RFID, and what would be expected from the
mutual information rate. Hence, in this section I will study the uncer-
tainty in Wi-Fi localization. My contribution in this section is a method
of calculating the conditional entropy over the positions in an environ-
ment given a single measurement in that environment, and studying the
relation of the conditional entropy with the position error. This section
will use the probabilistic Wi-Fi fingerprinting approach based on the
dual distribution sensor model, as outlined in Section 4.3.
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5.3.1 Methods

I propose that there is a relation between the error on the location
estimate and the conditional entropy in the posterior probability dis-
tribution over the locations. Both metrics quantify the uncertainty on
the location estimate: the location error as a region of possible loca-
tions and the conditional entropy as the average Shannon information
content MacKay [2003].

To be able to calculate the conditional entropy, a localization algo-
rithm is created that uses a probabilistic Wi-Fi fingerprinting sensor
model. The sensor model must be probabilistic because the conditional
entropy can only be calculated from a posterior probability distribution.
The Wi-Fi fingerprinting sensor model allows the use of large open access
datasets for the experiments. The experiments consist of calculating the
location error of the algorithm given a single measurement, calculating
the conditional entropy given the same measurement and studying the
relation between the two.

As a dynamic metric for the uncertainty in the localization system’s
sensor model, we propose the conditional entropy, a quantity from in-
formation theory. The entropy of a probability distribution is defined
as the average Shannon information content, where the Shannon infor-
mation content expresses how much is learned by observing a specific
outcome Cover and Thomas [2006], MacKay [2003]:

H(X) ≡
∑
x∈X

P (x) log
1

P (x)
, (5.4)

where X is a set of possible outcomes x and P (x) is the probability
assigned to outcome x; from which follows the conditional entropy;
see Cover and Thomas [2006]:

H(X | y) ≡
∑
x∈X

P (x | y) log 1

P (x | y)
. (5.5)

In the setup of this section, X is the set of possible locations, i.e.,
the reference locations in the training dataset, Pos. The posterior dis-
tribution of the locations is conditional on the measurement, y 7→ ~w, in
this case a Wi-Fi fingerprint. Substituting, the equation becomes:

H(Pos | ~w) =
∑

pos∈Pos

P (pos | ~w) log 1

P (pos | ~w)
, (5.6)

where it is possible to calculate the posterior distribution of the loca-
tion pos given the measurement w using the likelihood calculated by a
localization sensor model and applying Bayes’ rule:

P (pos | ~w) = αP (~w | pos)P (pos), (5.7)

where α is a normalization constant and P (pos) is assumed to be a
uniform distribution, since this section studies the localization of a single
measurement.

The entropy expresses the uncertainty in a probability distribution.
Distributions indicating high uncertainty will have a high entropy, such
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as a uniform distribution or a normal distribution with high variance.
On the other hand, distributions indicating high certainty will have low
entropy, such as a normal distribution with low variance or a distribution
that resembles a Dirac’s delta function. Consequently, a sensor model
that sufficiently captures the uncertainties in the environment should
result in a posterior probability distribution with a small location error
when the conditional entropy is low and a high conditional entropy when
the location error is large; see also Figure 2.9.

The conditional entropy can be calculated for any posterior distri-
bution, so this approach is not restricted to Wi-Fi fingerprinting alone.
Any localization system that has a probabilistic sensor model can cal-
culate the uncertainty in the posterior distribution as the conditional
entropy.

5.3.2 Materials

This section uses three very different, publicly-available datasets. These
datasets all have a comparable setup: all provide indoor Wi-Fi finger-
prints at a number of reference locations. They are created in very
different environments. One dataset is created in the w-iLab.t II testing
environment, which is a wireless communication testing facility located
above a clean room Van Haute et al. [2015]. It is part of the EVARI-
LOS localization benchmarking project, hence the label for the dataset.
It contains many metal features, making it a worst case scenario for
Wi-Fi fingerprinting localization. However, there are more Wi-Fi access
points than in a typical environment. A second dataset is created at
the GEOTEC Lab Torres-Sospedra et al. [2016]. This environment is a
laboratory and office floor. A third dataset is created in the university
buildings of the Universitat Jaume I (UJI) Torres-Sospedra et al. [2014].
It is a very large dataset, covering three different buildings with up to
five floors.

The data are used in separate training and validation sets. The
GEOTEC and UJIIndoorLoc datasets provide this separation them-
selves. For the EVARILOS dataset, 10 % of the reference locations were
selected, and all fingerprints at these locations were used as validation
data, of course excluding them from the training data. Using all finger-
prints at these location makes sure that the performance of the system
is not falsely improved by having trained at the exactly correct location.
The number of fingerprints used for both training and validation are
shown in Table 5.2. This table also includes the total number of AP in
the dataset, the number of reference locations, the total area covered by
the dataset and the maximum conditional entropy corresponding with
the number of reference locations in these environments.

Another important figure is the number of access point that is visible
in any fingerprint. In the EVARILOS dataset, there are 43 of the 44
available access points visible on average. For the GEOTEC dataset,
this number is only 19 of the 97. Finally, in the UJIIndoorLoc, this
number is just 18 of the 520 access points in the environment.

The experiments consist of applying the sensor model to the data
from a validation dataset, after training its parameters using a training
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Table 5.2: Overview of the datasets with Nt fingerprints used for training, Nv

fingerprints used for calculating the results, AP access points, Pos reference
locations, A the total floor area, and Hmax the maximum conditional entropy.
UJI, Universitat Jaume I.

Name Nt Nv AP Pos A [m2] Hmax [bit]

EVARILOS 1800 194 44 185 1302 7.53
GEOTEC 860 460 97 136 207.48 7.09

UJIIndoorLoc 19,937 1111 520 933 108,703 9.87

dataset. The sensor model can then be applied to a measurement from
the validation data, in turn allowing the calculation of the posterior
probability distribution over the reference locations. Two results are
derived from this distribution: the location error and the conditional
entropy. This allows the study of the relation between these metrics.

The location error is calculated as the Euclidean distance between
the true location at which the validation measurement was performed
and the location estimated based on the posterior distribution. For the
UJIIndoorLoc dataset, which features buildings with up to five floors,
the results used a constant floor height of four meters. To derive this
location estimate, the algorithm selects the reference location with the
highest posterior probability. This approach is called the maximum a
posteriori location estimate. As discussed before, Wi-Fi fingerprinting
is a form of classification, selecting this location estimate from the set of
reference locations learned during training. Other estimators may result
in location estimates that are not valid or reachable in the environment.
While such anomalies can be corrected by additional post-processing of
the location estimate, this section specifically wants to look into the re-
lation between the conditional entropy and the location error as derived
from the sensor model without further information.

The conditional entropy is calculated as discussed earlier.
The idea is that a high quality sensor model is one for which valida-

tion samples that produce a posterior probability distribution with low
conditional entropy also have a low location error. Analogously, valida-
tion samples that receive a location estimate with a large location error
should also have produced a posterior distribution with high conditional
entropy. It is possible that a validation sample has a small location er-
ror and a high conditional entropy, since the reference location with the
highest posterior probability can still be the correct or nearly the correct
location. It should not be possible that a validation sample has a large
location error with a low conditional entropy: this would indicate a high
certainty in the posterior distribution, while the estimate is still at a
large distant from the correct location.

Figure 5.6 shows a diagram that could contain a scatter plot of the
validation samples’ conditional entropy versus their location error. This
entropy should relate to the error in the location estimate. In partic-
ular, it is expected that a very uncertain distribution is more likely to
have an inaccurate location estimate, and a very certain distribution is
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Figure 5.6: An estimate of a perfect linear relationship between the location
error and conditional entropy divides the space of the two metrics into halves:
the upper triangle is the region where samples of high quality sensor models
can be found and the lower triangle is the region where samples of low quality
sensor models can be found. This allows the calculation of a quality measure,
although it is only indicative. The border cases, with very small conditional
entropy and very large location error, are especially interesting.

more likely to have an accurate location estimate (in accordance with
Figure 2.9). As an estimate of a perfect linear relation between the lo-
cation error and conditional entropy, the figure shows a line through the
origin and the point with maximum conditional entropy and maximum
location error. The maximum conditional entropy depends solely on the
number of reference locations because it is achieved when the probabil-
ity over all reference locations is equal. The maximum location error is
chosen as the maximum distance between any two reference locations
in the training database. When a validation sample has a location er-
ror and conditional entropy that lies above this line, this indicates that
the sensor model produced a sufficiently uncertain distribution given the
measurement; when it is below the line, this indicates that the sensor
model produced a distribution with false certainty given the measure-
ment. Since small location errors can result from both uncertain and
certain distributions centered on the correct location and large errors
should only result from uncertain distributions, samples produced by
a high quality sensor model are expected to fall within the upper tri-
angular region. The section defines a quality measure as the ratio of
samples within the upper triangular region on the total number of vali-
dation samples. This quality measure is but an approximation to aid the
discussion, since the true relationship is not known. The validation sam-
ples with very low conditional entropy, but a significant location error
are especially interesting.

5.3.3 Results

The location error and conditional entropy results are presented sepa-
rately for each dataset: first, the EVARILOS dataset, then the GEOTEC
dataset and, finally, the UJIIndoorLoc dataset. Both metrics are dis-
played as a cumulative distribution and as a summarizing table. The
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Table 5.3: Quality measures of the sensor model implementations in the differ-
ent environments. The column labels refer to using the normal sensor model
(n) or using the convolution sensor model (g), using the trained σ (t) or using
the fixed σ (f) and using a single reference location for training (s) or using a
region of reference locations for training (r).

Environment nts ntr nfs nfr

EVARILOS 0.510 0.985 0.686 0.995
GEOTEC 0.002 0.622 0.026 0.859

UJIIndoorLoc 0.217 0.790 0.802 0.972

gts gtr gfs gfr

EVARILOS 0.711 0.959 0.995 0.995
GEOTEC 0.093 0.837 0.159 0.863

UJIIndoorLoc 0.280 0.742 0.810 0.970

summarizing table lists the mean, standard deviation, median and 95th
percentile. The 95th percentile is the location error so that 95 % of the
validation samples have an equal or lower location error. Then, a table
summarizes the quality measure. Finally, the correlation by scatter plots
of selected datasets and sensor model setups are illustrated.

Eight different sensor model setups are discussed, a combination of
each of the three different options in the sensor model. The selected
option is indicated by a single letter, so that the combination can be
indicated with a label of three letters: either with (g) or without (n)
incorporating the uncertainty resulting from the unknown antenna gain,
using a trained σ (t) or a fixed σ (f) and using a single reference location’s
set of data (s) or a region of five reference locations (r).

Table 5.4 summarizes the location error and conditional entropy re-
sults for the EVARILOS dataset. Figure 5.7a shows the cumulative
distribution of the location error and Figure 5.7b shows the cumulative
distribution of the conditional entropy.

Table 5.5 summarizes the location error and conditional entropy re-
sults for the GEOTEC dataset. Figure 5.8a shows the cumulative dis-
tribution of the location error and Figure 5.8b shows the cumulative
distribution of the conditional entropy.

Table 5.6 summarizes the location error and conditional entropy re-
sults for the UJIIndoorLoc dataset. Figure 5.9a shows the cumulative
distribution of the location error and Figure 5.9b shows the cumulative
distribution of the conditional entropy.

Table 5.3 shows the percentage of validation samples in the high
quality region. This fraction of the samples has a low conditional entropy
only when the location error is low and have a higher conditional entropy
as the location error increases; see also Figure 5.6.

These fractions are shown graphically in Figure 5.10 for the EVARI-
LOS dataset, Figure 5.11 for the GEOTEC dataset and Figure 5.12 for
the UJIIndoorLoc dataset.

85



5. Information Content in SLAM & Localization

Table 5.4: EVARILOS summarizing table. The column labels refer to using
the normal sensor model (n) or using the convolution sensor model (g), using
the trained σ (t) or using the fixed σ (f), and using a single reference position
for training (s) or using a region of reference positions for training (r).

error [m] nts ntr nfs nfr

mean 5.65 4.91 5.15 4.90
standard deviation 3.39 2.97 3.03 2.93
median 4.47 4.44 4.45 4.44
75th percentile 8.02 6.26 6.47 6.26
95th percentile 11.99 10.20 11.22 11.56

gts gtr gfs gfr

mean 4.78 4.71 4.98 4.86
standard deviation 3.16 2.96 3.02 2.82
median 4.00 4.06 4.06 4.36
75th percentile 6.29 6 6.34 6.26
95th percentile 11.65 11.65 10.77 11.02

entropy [bit] nts ntr nfs nfr

mean 0.92 2.88 1.20 3.19
standard deviation 0.75 0.88 0.85 0.86
median 0.84 2.87 1.15 3.22
75th percentile 1.52 3.57 1.84 3.85
95th percentile 2.19 4.18 2.73 4.40

gts gtr gfs gfr

mean 1.50 2.78 4.50 4.19
standard deviation 1.08 1.04 0.84 0.89
median 1.43 2.80 4.52 4.30
75th percentile 2.21 3.52 5.19 4.90
95th percentile 3.49 4.50 5.58 5.44
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Figure 5.7: EVARILOS cumulative distributions: (a) location error; (b) con-
ditional entropy. The legend labels refer to using the normal sensor model (n)
or using the convolution sensor model (g), using the trained σ (t) or using
the fixed σ (f), and using a single reference position for training (s) or using
a region of reference positions for training (r).
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Table 5.5: GEOTEC summarizing table. The column labels refer to using the
normal sensor model (n) or using the convolution sensor model (g), using the
trained σ (t) or using the fixed σ (f), and using a single reference position for
training (s) or using a region of reference positions for training (r).

error [m] nts ntr nfs nfr

mean 6.50 4.69 5.93 5.02
standard deviation 3.69 3.00 3.28 2.90
median 6.24 4.31 5.78 4.78
75th percentile 8.71 5.93 8.25 7.16
95th percentile 12.97 10.55 11.83 10.03

gts gtr gfs gfr

mean 5.69 4.74 5.49 4.90
standard deviation 3.20 2.89 3.06 2.90
median 5.29 4.57 5.19 4.69
75th percentile 7.41 6.24 7.25 6.70
95th percentile 12.23 9.69 11.31 10.46

entropy [bit] nts ntr nfs nfr

mean 0.03 1.94 0.19 3.07
standard deviation 0.13 1.13 0.36 1.09
median 5.45 × 10−30 2.00 1.21 × 10−3 3.35
75th percentile 1.76 × 10−11 2.76 0.13 3.87
95th percentile 0.07 3.68 1.00 4.49

gts gtr gfs gfr

mean 0.63 3.17 0.68 3.25
standard deviation 0.64 1.23 0.67 1.05
median 0.46 3.41 0.54 3.44
75th percentile 1.07 4.09 1.14 3.98
95th percentile 1.77 4.76 1.92 4.59
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Figure 5.8: GEOTEC cumulative distributions: (a) location error; (b) condi-
tional entropy. The legend labels refer to using the normal sensor model (n)
or using the convolution sensor model (g), using the trained σ (t) or using
the fixed σ (f), and using a single reference position for training (s) or using
a region of reference positions for training (r).
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Table 5.6: UJIIndoorLoc summarizing table. The column labels refer to using
the normal sensor model (n) or using the convolution sensor model (g), using
the trained σ (t) or using the fixed σ (f), and using a single reference position
for training (s) or using a region of reference positions for training (r).

error [m] nts ntr nfs nfr

mean 12.58 13.11 9.86 11.14
standard deviation 14.81 13.33 10.98 14.89
median 7.93 8.69 6.96 7.78
75th percentile 16.13 18.09 13.18 14.39
95th percentile 39.09 41.16 28.80 31.02

gts gtr gfs gfr

mean 10.49 12.93 9.19 10.52
standard deviation 11.54 12.95 10.58 13.82
median 6.85 8.84 6.22 7.67
75th percentile 14.57 17.70 12.28 13.73
95th percentile 32.10 40.29 26.10 30.99

entropy [bit] nts ntr nfs nfr

mean 0.15 1.27 0.94 2.23
standard deviation 0.33 0.83 0.72 0.77
median 3.90 × 10−6 1.34 0.91 2.28
75th percentile 0.08 1.90 1.48 2.75
95th percentile 0.97 2.55 2.19 3.41

gts gtr gfs gfr

mean 0.24 1.23 0.97 2.08
standard deviation 0.45 0.90 0.72 0.74
median 1.26 × 10−5 1.28 0.96 2.13
75th percentile 0.24 1.96 1.50 2.58
95th percentile 1.32 2.65 2.24 3.13
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Figure 5.9: UJIIndoorLoc cumulative distributions: (a) location error; (b)
conditional entropy. The legend labels refer to using the normal sensor model
(n) or using the convolution sensor model (g), using the trained σ (t) or using
the fixed σ (f), and using a single reference position for training (s) or using
a region of reference positions for training (r).
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5.3.4 Discussion

The relation between the conditional entropy and the location error,
as seen in Figures 5.10, 5.11 and 5.12, allows the study of the quality
of the sensor models. The estimate of the quality measure guides in
finding sensor model implementations of higher quality; see Table 5.3
for these measures. Observe that within a dataset, the lowest measure
is obtained with the most basic setup of the sensor model, the model that
does not incorporate the antenna gain, that uses a trained σ and that is
trained at a single reference location (nts). The conditional entropy is
usually low or even zero when using this approach; see Figures 5.7b, 5.8b
and 5.9b; while the location error can be among the largest of any sensor
model approach within the dataset; see Figures 5.7a, 5.8a and 5.9a. It
is expected the validation samples with low conditional entropy to have
a small location error. However, this is contradicted when studying
the relation between the two metrics in Figures 5.10a, 5.11a and 5.12a.
Validation samples with very low conditional entropy can still have a
relatively large location error using this basic sensor model approach.

Changing the sensor model often leads to an increased conditional
entropy and not necessarily to an increased location error. The three
different choices made when building the sensor model will be discussed
one by one.

Firstly, changing the sensor model approach by using a fixed value for
the parameter σ instead of training it individually for each access point
at each reference location. The results of this approach change from a
label with the letter “t” to the letter “f”. In the EVARILOS dataset,
using such a fixed σ instead of a trained σ has little influence on the
location error, but increases the conditional entropy; see Table 5.4. In
the GEOTEC dataset, it almost always decreases the location error and
always increases the conditional entropy; see Table 5.5. In the UJIIn-
doorLoc dataset, it always decreases the location error and increases the
conditional entropy; see Table 5.6.

Using this fixed σ instead of a trained σ has the most effect when
the environment contains extra access points, which are access points
that are not or only rarely received during training, but can be received
at the reference location during the localization phase, as explained in
Table 2.1. The training procedure will select the lowest possible param-
eters for both µ and σ for an access point that is not received during
training, effectively placing all of the probability density of the sensor
model under the threshold value wth as indicated in Figures 4.6 and 4.7.
The probability of a reference location for which a validation sample
has an extra access point will become very low, even though it may be
the correct reference location. Such a very low probability is avoided
when using a fixed value for parameter σ, a value that is larger than
the minimal feasible value, since this will push some of the probability
density above the threshold wth. This is what happens in the GEOTEC
and UJIIndoorLoc datasets, which contain many access points, of which
only a few are received often in the training samples at a single reference
location.

Using a fixed parameter σ has little effect on the location error in
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the EVARILOS dataset, because in this dataset, all access points are
received at all reference locations, for almost all training samples. The
increase in conditional entropy is most visible when incorporating the
uncertainty resulting from the unknown antenna gain. This convolu-
tion with a uniform distribution already introduces a large variance in
the sensor model, so the trained parameter σ will typically be lower,
creating very steep slopes in the sensor model, which causes a quickly
decreasing likelihood to be assigned to access points that are received
at a RSSI value just outside the antenna gain range. Selecting a fixed,
larger parameter σ prevents the sensor model from quickly assigning a
very low likelihood.

Secondly, changing the sensor model approach by using a region of
reference locations for training rather than a single reference location.
The results of this approach change from a label with the letter “s” to
the letter “r”. Applying this approach increases the conditional entropy
in all datasets. The increase in conditional entropy is expected, since
a small region of locations will have a comparable model of the Wi-Fi
signal. The exception is the EVARILOS dataset when using a fixed σ
and the antenna gain is incorporated; see Table 5.4. The conditional
entropy in this dataset is already relatively high when using a single
reference location, fixed σ and the antenna gain. The randomness of
the Wi-Fi signal that is modeled in that approach is not increased by
training at a region of reference locations.

Using a region of reference location to train the sensor model in-
creases the location error in the UJIIndoorLoc dataset; see Table 5.6.
The dataset has a sparsely distributed set of reference locations, which
causes the regions of reference locations to be contained in small sets,
like little islands of reference locations. Especially the validation sam-
ples that are collected outside these sets of reference locations have an
increased location error, because the model of the Wi-Fi signal within
the set is quite different from the Wi-Fi signal outside the set. The refer-
ence locations closest to the locations of the validation samples outside
the sets are those reference locations at the borders of these sets. Their
sensor model parameters will be influenced by the training data of the
reference locations within their region, inside the set, which is further
away from the validation samples; thus, the sensor model is likely to
be a worse model for the validation samples outside the set, which is
not the case when the sensor model is trained at only a single reference
location.

Using this region of reference locations for training decreases the
location error in the GEOTEC dataset, which has a more densely dis-
tributed set of reference locations. The same formation of sets of these
regions as in the UJIIndoorLoc exists, with validation samples outside of
these sets having a larger location error. However, this is compensated
by the effect that the Wi-Fi signal is better modeled within the regions
of reference locations, especially a reduction in extra access points.

Thirdly and lastly, incorporating the antenna gain by performing a
convolution with a uniform distribution on the range of the antenna gain,
as illustrated in Figure 4.7. The results of this approach change from
a label with the letter “n” to the letter “g”. The conditional entropy
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typically increases when applying this change in the EVARILOS and
GEOTEC datasets, as expected. The conditional entropy changes only
very slightly in the UJIIndoorLoc dataset. This dataset has the largest
signal variance due to hardware heterogeneity during the training phase,
increasing the parameter σ and decreasing the impact of the convolution
with the uniform distribution.

Note that the location error in Figure 5.7a never reaches zero. This
is caused by selecting 10 % of the training data as validation data and
because the maximum a posteriori location estimate is used. The former
reason ensures that the true validation sample’s location is never exactly
at a reference location. The latter reason allows only reference locations
to be location estimates, so estimating the exactly correct location is
impossible in this usage of the dataset.

Summarizing, if the environment has a dense distribution of refer-
ence locations and the visible access points at a reference location are
received often in the training data, as in the EVARILOS dataset, using a
trained value for parameter σ is the best approach. Additionally, incor-
porating the antenna gain and training at a region of reference locations
enable a better model of the Wi-Fi signal’s randomness, which decreases
the location error. Figure 5.10f shows the relation between the condi-
tional entropy and location error for the EVARILOS dataset that uses
this sensor model approach. The sample cloud forms a tail towards the
lower left-hand corner; low conditional entropy corresponds with small
location error. This is one of the higher quality sensor model imple-
mentations in the EVARILOS dataset and achieves a measure of 95.9%.
A high measure is also achieved by the same sensor model without the
antenna gain; see Figure 5.10b. This is also a high quality sensor model,
but has a slightly larger median location error: 4.44m from 4.06 m. The
sensor model approach with antenna gain, a fixed σ and trained at a
single reference location in Figure 5.10g also has a small location error
and high conditional entropy and also shows the tail towards the lower
left-hand corner even with a quality measure of 99.5%. However, the
relation diagram shows that the conditional entropy has increased too
much. This should be avoided, as it indicates that too much uncertainty
has been introduced in the sensor model, i.e., the sensor readings are as-
sumed less reliable than they really are. In this case, the same hardware
is used throughout both the training and the validation data collection,
both performed with high repeatability using a robot. As these factors
limit antenna gain uncertainty, this explains why the models without
antenna gain compensation already perform quite well. Figure 5.10e
shows that not enough uncertainty is included in the sensor model that
incorporates the antenna gain, has a trained σ and is trained at a single
reference location. Many validation samples have little or zero condi-
tional entropy, while some of them have a relatively large location error.
Even though this sensor model approach achieves the smallest location
error in the EVARILOS dataset, it is probably not the best approach
for the environment, since the posterior probability distribution may
display an incorrect certainty.

When the environment has a dense distribution of reference locations,
but there are access points that are received only seldom at a reference
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location, as in the GEOTEC dataset, it is better to use a fixed value
for parameter σ in the sensor model training approach. Again, incorpo-
rating the antenna gain and training at a region of reference locations
allows a smaller location error. Figure 5.11h shows the relation between
the conditional entropy and the location error for the GEOTEC dataset
that uses this sensor model approach. The validation sample cloud is ex-
pected to be similar to the one from the EVARILOS dataset, especially
the tail towards the lower left corner, which would indicate that lower
conditional entropy corresponds with lower location error. The sample
cloud’s shape does show more similarity with the expected tail than the
shapes of the sample clouds with lower conditional entropy, such as in
Figures 5.11a, 5.11c, 5.11e, and 5.11g; thus, it seems that there is not
enough uncertainty in the sensor model approach. When more uncer-
tainty is included in the sensor model, the sample cloud seems to rise,
revealing more of the expected tail, as happens in Figures 5.11b, 5.11d,
5.11f, and 5.11h.

The same is true for the UJIIndoorLoc dataset, where in any ap-
proach, there remain validation samples with very little or zero condi-
tional entropy; see Figure 5.12. This means that the posterior probabil-
ity distribution indicates a single reference location as the location where
the validation sample was created and applies no probability whatsoever
to any other reference location. This is unlikely in Wi-Fi fingerprint-
ing, where similar fingerprints can be found at different locations. This
certainty in the posterior distribution is caused by the sensor model.
Consequently, it seems that there is not yet enough uncertainty in the
sensor model. The GEOTEC and UJIIndoorLoc datasets are both cre-
ated with heterogeneous hardware, which may be the cause of the extra
randomness that is not included in the sensor model.

5.4 Conclusion

This section showed that the mean mutual information rate has predic-
tive value about the performance of the RatSLAM algorithm, measured
as the mean error of its experience map, using electromagnetic sensors
and combinations of two electromagnetic sensors. The mean mutual
information rate of a sensor is calculated as the mean mutual informa-
tion between the positions in an environment and single measurements
performed at specific locations in that environment, multiplied with the
measurement frequency of the sensor. The results showed that the mean
error of the RatSLAM experience maps decreased as the mean mutual
information increased. However, in specific cases the mean mutual infor-
mation rate of a sensor was higher relative to sensors with comparable
rates, while the mean error was also higher. This discrepancy is due to
erroneous recognition of positions as previously visited ones, an error
that occurs when using active RFID or Wi-Fi as a localization sensor.
Avoiding such errors is an interesting topic for future research.

Since the mutual information, or certainty, is the opposite of the
conditional entropy, or uncertainty (see Chapter 2), the research con-
tinued using the conditional entropy. The conditional entropy has the
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advantage that it, like the position error, is intuitively better when it is
smaller, and worse when it is larger. The section studied the uncertainty
of a Wi-Fi fingerprinting localization system by relating the location er-
ror with the conditional entropy in the location posterior probability
distribution. It calculated the location error and conditional entropy in
three different Wi-Fi fingerprinting datasets, using eight variations of a
probabilistic sensor model. I proposed that a high quality sensor model
has a small location error when the conditional entropy is low and a high
conditional entropy when the location error is large. A low quality sensor
model is one that has a large location error, but low conditional entropy,
so that the posterior probability distribution has a high certainty, but
actually leads to a wrong location estimate. The section also calculated
the fraction of validation samples processed by the sensor model that
complied with a rough estimate of this relationship as an estimate of the
sensor model’s quality.

The chapter finds that the median conditional entropy increases when
more of the environment’s uncertainty is modelled into the sensor model,
without necessarily increasing the median location error, indeed some-
times decreasing the median location error. The additional sources of
uncertainty in the sensor model that were studied are the antenna gain,
a fixed, generally larger parameter σ and increasing the region of ref-
erence locations used for training. As the median conditional entropy
increases for different implementations of the sensor model, it appears
that samples that generate a low conditional entropy tend to have a low
location error. Additionally, samples that generate a high conditional
entropy can have either a low or high location error. Thus, these im-
plementations are increasingly higher quality sensor models. Of course,
even better Wi-Fi fingerprinting sensor models may exist. One source
of uncertainty that is not yet included in the model is the absence of an
RSSI value of an access point due to interference in the signal.
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6 Conclusion

This chapter will summarize the conclusions of the three main subjects
in this thesis: radio frequency and magnetic flux RatSLAM, probabilistic
Wi-Fi localization, and the information content in SLAM and localiza-
tion. Then, the chapter will discuss the main findings of the thesis.
Subsequently, it will provide some pointers for future work. Finally, the
chapter states the concluding remarks.

6.1 Summary

First, I applied radio frequency and magnetic flux sensors in the biolog-
ically inspired RatSLAM’s local view cells, its place recognition system.
The radio frequency sensors were most notably Wi-Fi, but also passive
and active RFID. The thesis presented a novel sensor fusion approach,
where the pose cell network asynchronously accepts local view matches
from different sensors. Studying the performance of the different sen-
sors and their combinations led to the need of knowing the information
content in those sensor readings, or the uncertainty of their location
estimates.

Next, to quantify this uncertainty, I wanted to use the conditional
entropy, which requires a probabilistic sensor model. Since I could not
find a fully probabilistic sensor model that did not extrapolate the train-
ing data but still incorporated all four possible hit, miss, extra, and none
situations, I developed two probabilistic sensor models for Wi-Fi finger-
printing localization. These models were tested on open access localiza-
tion databases and compared with state-of-the-art models. This showed
that the probabilistic models do not obtain the lowest location error;
models that performed better used kNN based on deterministic metrics
or distance estimations based on the RSSI values. The probabilistic sen-
sor models allowed to calculate a correct posterior distribution, which in
turn was used to obtain the conditional entropy in the distribution. The
thesis proposes to use the conditional entropy as an uncertainty metric
in localization algorithms.

Finally, I tested the proposed metric by comparing it to the quality
of the RatSLAM pose graph and to the location error of localization
systems. The comparison to the RatSLAM pose graph used the mean
mutual information rate, which is the mean information over the loca-
tions that can be obtained from a sensor measurement, multiplied with
the frequency of the sensor readings. The results of that research showed
that the mutual information rate has predictive qualities over the pose
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graph performance. The localization results showed that the uncertainty
does not necessarily correspond with the location error, in the sense that
it is possible that a very certain distribution leads to an incorrect loca-
tion estimate. However, the thesis further outlined how a sensor model
can be improved by incorporating more sources of uncertainty present in
the environment. This led to higher quality sensor models, not because
their location error was significantly reduced, but because they were un-
certain when they were likely to be correct, and only certain when they
were actually correct.

6.2 Main findings

Reliable uncertainty is a fundamental requirement for reliable localiza-
tion. If a localization system can be certain about a wrong location
estimate, this can introduce errors in critical parts of the system. For
example, the sensory input matches calculated in the local view cells of
the RatSLAM algorithm would indicate an unfamiliar location if they
are very uncertain about the new input. However, if they are falsely
certain about a match, they introduce a wrong match into the pose
cell network. The pose cell network can filter such wrong matches, but
reducing the number of wrong local view matches improves the system.

Most importantly, however, the thesis shows how crucial the choice
of sensor model really is. After its design and training, the localiza-
tion algorithm, whether it is a standalone system or part of another
system such as RatSLAM, has to rely completely on the sensor model
to translate the sensor reading into a location estimate. Moreover, it
shows that these choices directly impact the localization performance.
These choices depend on the expertise of those who design the system
and the data available for training. By studying the relation with the
uncertainty in the posterior probability distribution over the locations,
the quality of these choices can be evaluated.

While this thesis contributed two probabilistic sensor models for
which the uncertainty can be calculated, it does not pretend to have
presented to best possible probabilistic sensor model. Other choices in
sensor model design could lead to smaller location errors; the presented
sensor models did not achieve the smallest location error when compared
to other localization methods using the same data. However, these other
methods did not result in a posterior probability distribution over the
locations, required to calculate the uncertainty. Other probabilistic ap-
proaches in the literature did not explicitly deal with the hit, miss, extra,
and none situations, making them hard to apply on realistic data. These
approaches sometimes extrapolate their training data. Such extrapo-
lation allows the calculation of more conventional uncertainty metrics
such as the Dilution Of Precision (DOP) and Cramér-Rao Lower Bound
(CRLB). While the extrapolations also offer an alternative solution to
the hit, miss, extra, and none situations, they rapidly become crude ap-
proximations at best. Selecting many, fine grained reference locations
will improve the extrapolation result, at the expense of a much more dif-
ficult and labor intensive training data collection. I personally believe
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that making less assumptions on the propagation of the signal allows
a more realistic location estimate, while the conditional entropy still
enables the calculation of the uncertainty of the location estimate.

To see the use of knowing this uncertainty, think of localization that
assists people with visual impairments. You want such a system to be
correct, but also to be able to determine when it may be incorrect, so
that the user knows when to be more careful. Most localization systems
have some form of environment or environmental condition in which
their localization performance decreases. Ranging systems such as lasers
and sonar typically suffer in corridors; cameras see different things at
different times of the day or when the light switches on or off; and a
Wi-Fi localization system can be completely ruined if someone decides
to install new access points in the building. However, if the localization
system can detect that it becomes more uncertain about its localization
estimate, then it can autonomously decide to cope with such changes,
for example by notifying an operator or by relying more on other sensors
if they are available.

6.3 Future work

In the previous two sections, I summarized my contributions and out-
lined the main findings in the thesis. This section provides some pointers
for future work, or what I would do first given that I could work some
more years on the thesis. The section will go over the three main topics
of the thesis, but naturally some of the future work overlaps.

The thesis contributed both individual sensors and sensor fusion
methods for the local view cells of the RatSLAM algorithm. It did
not, however, compare the quality of the resulting pose graph to the re-
sults of other SLAM methods that utilize any those sensors in the same
environment. Such benchmarking of results, as was done for the Wi-Fi
sensor model, is important to pinpoint the strengths and weaknesses of
the different SLAM approaches. Furthermore, I think the RatSLAM
implementation can be improved in how the local view cells are linked
to the pose cells. In the current implementation, only the pose cell con-
nected to the local view cell that best matches the current sensor reading
is ignited; nevertheless, multiple local view cells might match the current
sensor reading comparably well. By allowing multiple pose cells to be
ignited, those additional hypotheses could also be tracked. This requires
a more in depth study of the RatSLAM algorithm than was necessary
for this thesis.

The probabilistic Wi-Fi sensor models of this thesis could be applied
in the RatSLAM local view cells. More importantly, they can both be
further improved. This thesis does not claim to have created the opti-
mal Wi-Fi fingerprinting sensor model. Of the two models, I personally
prefer the second, the dual distributions sensor model, since it is more
elegant. The first, however, shows more clearly how the four possible sit-
uations can be incorporated in a probabilistic model. One improvement
that comes to mind is to equalize the Wi-Fi RSSI values coming from
different types of hardware. This makes the localization algorithm less
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robust when dealing with unknown types of hardware, but the winners
of EvAAL-ETRI 2015 competition used such an approach.

The Wi-Fi localization system using the probabilistic sensor models
here should also be compared to probabilistic Wi-Fi sensor models that
rely on signal propagation estimation. Currently, it has not been possi-
ble to compare the results using the same training and validation data.
This would further allow to compare the conditional entropy as uncer-
tainty metric with the DOP and CRLB. These metrics require different
sensor models—they specifically require that the parameter space, the
locations, is continuous—but the choices in the sensor models could be
studied in the same fashion. Moreover, the conditional entropy is also
applicable on such sensor models, being in that sense more general than
the DOP and CRLB, thus the analysis could be performed in parallel
for different metrics.

While this thesis shows that it is possible to create sensor models
that are uncertain when they are more likely to be incorrect, and certain
when they are correct, it did not yet apply this in a localization or sensor
fusion scenario, leave alone on sensors other than Wi-Fi fingerprinting.
Especially when tracking the location of a user, this can provide valu-
able cues: if the sensor reading is too uncertain, one might discard the
reading and rely on dead reckoning. However, the uncertainty in the
posterior probability distribution of probabilistic algorithms such track-
ing or sensor fusion, must still be researched. How does the uncertainty
evolve over time in a tracking algorithm? Does the uncertainty always
decrease when fusing multiple sensors? If the uncertainty decreases, does
the result become more correct? These, I think, are the most interesting
questions yet to be solved.

6.4 Concluding remarks

Probabilistic algorithms allow us to deal with uncertainty. In local-
ization, this uncertainty can be caused by unreliable sensors, changing
environments, and the movement of the object that must be localized.
The developer must try to create a sensor model that captures the un-
certainty in the sensor and in the environment. Failing to incorporate
enough uncertainties will lead to a location estimate of which the system
is very confident, but which actually may be completely incorrect. While
this does not break the functioning of the system as a whole, such errors
can propagate through the systems that rely on the sensor models. In
this thesis, I studied a system that relies on a sensor model, RatSLAM,
and found that such errors could be caused by an incorrect confidence
in the location estimate. I then created two probabilistic sensor models
to study this relationship in detail. Finally, I contributed a method of
analyzing the relation between the uncertainty in the posterior proba-
bility distribution over the locations and the final location estimate, and
showed that this analysis allows, without significant error, the improve-
ment of the sensor model so that is uncertain when it is likely to be
wrong, and certain when it is most likely correct.
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