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Abstract

With the advent of multi-core processors, parallel computing is receiving increased

attention. The added calculating power offers application developers new opportu-

nities for high performance computing, but demands for new approaches in appli-

cation design. Many tools and techniques have been proposed over the years to aid

in parallellizing software. However, the abundance of tools and techniques has re-

sulted in a larger design space, leaving the software developer with a large number

of design choices to be made.

In this dissertation we propose a systematic approach for optimizing and paralleliz-

ing an application. The starting point of this approach is a layered application model.

The application is analysed and optimized on each of these layers. Rather than im-

plementing every possible solution we rely on a combination of design patterns and

performance estimates to identify the most suitable solution. This is achieved by

using a cost estimation model derived from Amdahl’s law that takes into account

additional overhead parameters.

One particularly relevant, yet challenging application domain is the real-time pro-

cessing of audio and media streams, where many algorithms are inherently serial in

nature hence difficult to optimize. We demonstrate our approach using various audio

and media processing algorithms and show that we can indeed obtain a significant

improvement in performance using this approach.
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Samenvatting

Door de opkomst van processoren met meerdere kernen krijgt het domein van paral-

lel computing steeds meer aandacht. De extra rekenkracht van deze systemen geeft

ontwikkelaars nieuwe mogelijkheden voor hoogperformante toepassingen, maar dit

vergt wel een geheel nieuwe aanpak bij het ontwikkelen van applicaties. Doorheen

de jaren zijn verscheidene tools en technieken voorgesteld om te helpen bij het pa-

rallelliseren van software. De veelheid van tools en technieken resulteert echter in

een vergroting van de ontwerpruimte, waardoor de ontwikkelaar veel ontwerpkeu-

zes dient te maken.

In dit proefschrift stellen we een systematische methode voor om applicaties te op-

timaliseren en parallelliseren. Het vertrekpunt is een meerlaags applicatiemodel,

waarbij we op elk van deze lagen pogen te komen tot een optimale oplossing. In

plaats van alle mogelijke oplossingen te implementeren, maken we gebruik van een

combinatie van ontwerppatronen en inschattingen van performantie om de meest

geschikte oplossing te identificeren. Dit wordt gerealiseerd met behulp van een

kostenmodel gebaseerd op de wet van Amdahl waarin ook de indirecte kosten van

parallellisatie worden verwerkt.

Een relevant, maar uitdagend toepassingsdomein is dat van real time verwerking

van geluid en media, waar vele algoritmes inherent serieel zijn van aard en bij ge-

volg moeilijk te optimaliseren. We illustreren onze methode met verschillende van

dergelijke algoritmes en tonen aan dat door gebruik te maken van de systematische

methode een aanzienlijke verbetering in performantie kunnen realiseren.
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Chapter 1

Introduction

1.1 Problem Statement

Over the years we’ve seen an evolution from high-clocked single core to lower-

clocked multi-core processors. The main driving force behind this evolution orig-

inates from the thermal issues and increased power consumption at higher clock

rates [Bor99]. As shown in equation (1.1), power consumption P is proportional

to the capacitance of the digital circuit C (which is proportionate to the number of

transistors and the total wire capacitance), the square of voltage V and the clock

frequency f .

P ≈ CV 2f (1.1)

The circuitry size and frequency increased faster than the decrease in operating

voltages, resulting in an increased power density, up to a point where it became

problematic for reliability and manufacturing costs [Ska+03]. As a result processor

manufactures such as Intel revised their strategy, and shifted their development

from single-core to multi-core designs [Lam04].

Unfortunately, as a side effect this evolution has resulted in a stagnation of the

serial processing performance. Preshing gathered and parsed SPEC benchmarks

of hundreds of CPUs between 1995 and 2012 to create an over-view of the evolu-

tion of serial processing power [Pre12a]. SPEC is an industry standard CPU bench-

mark [SPE16]. SPEC was designed to compare heavy workloads on different proces-

sor architectures and is available for both integer and floating point performance.

The benchmarks results are available publicly under a fair use policy [SPE15].

1
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Preshing concluded that serial computational power has indeed stagnated. Up until

2003 the average yearly increase in these benchmarks was approximately 52% for

integers and 64% for floating point operations, while between 2004 and 2012 these

numbers dropped significantly to a yearly increase of only 21% [Pre12a]. Since

these results date from 2012 we repeated the experiment. On the third of February

2016 we collected benchmarks from 885 CPU models over the last 20 years. The

Python scripts used to gather and parse these benchmarks were published by Presh-

ing, along with details of result evaluation and comparison [Pre12a]. The scripts

are freely available on Github [Pre12b]. As shown in Figures 1.1 and 1.2 the trend

persists to this day for both integer and floating point performance. While the added

computational power of additional processor cores offers new opportunities for high

performance computing, we can rely less on the straight forward yearly performance

boost obtained from higher clock rates and improved serial pipeline architectures.

Instead, developers must now rely on parallelism for increased performance. Ex-

ploiting software parallelism in multi-core systems, however, requires a whole new

approach in application design.

With the advent of multi-core processors, a great deal of attention has been devoted

to parallel computing due to the significant performance gain that can be obtained.

While this gain allows increasingly complex algorithms to run on relatively inex-

pensive hardware (such as embedded devices, tablets and other portable devices),

uncovering inherent parallelism and making optimal use of available resources is

often challenging. In audio and media processing for example, many algorithms

appear to be inherently serial, mostly due to dependencies between various process-

ing steps or data elements [fDB09]. In addition, these algorithms are usually sub-

ject to strict performance and resource constraints. This is especially the case for

real-time algorithms, such as streaming audio codecs in AV-receivers or broadcast

devices, or electronic music instruments where processing must occur with minimal

latency [Sch10].

A range of tools and techniques have been proposed. Many of these focus on a single

aspect of software parallelism, such as the fork-join model used by OpenMP [HW08]

or GPU offloading [Gje10; Bel+11], while others provide a start-to-finish tool chain

for a specific problem to be solved [Ber12]. Due to the huge back-catalogue of serial

applications and the relatively limited experience with parallel programming in the

software industry, the main approach over the last few years was focussed on tools to

automatically introduce parallelism or frameworks which shield the developer from

the complexity of parallel programming. Even though these tools have been adopted

by developers, a survey of open source multi-threaded applications by Okur and
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Figure 1.1: Evolution of single-threaded integer performance, plotted using 8779
SPECint results [Pre12a; SPE16]. Results are normalized relative to a 296 MHz
UltraSPARC II reference machine [SPE11].
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Figure 1.2: Evolution of single-threaded floating point performance, plotted using
8646 SPECfp results [Pre12a; SPE16]. Results are normalized relative to a 296 MHz
UltraSPARC II reference machine [SPE11].
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Dig shows that 74% of analysed applications use multi-threading for concurrency

(i.e. execution and management of independent tasks), while only 39% effectively

uses the additional resources for parallelism (i.e. to speed up computation by using

multiple threads to solve a single problem) [OD12].

The abundance of tools and techniques has resulted in a larger design space, leaving

the software developer with a large amount of design choices to be made. Even with

the necessary tools and frameworks available the migration from a sequential to a

parallel way of thinking is not without setbacks and difficulties. When designing

or parallelizing an application, the difficulties lie in the identification of potential

candidates for parallelism and finding the optimal balance between performance,

constraints and other aspects such as memory usage or power consumption in a

potentially large and complex design space.

As Tim Mattson stated, "we stand at the threshold of a many core world. The hard-

ware community is ready to cross this threshold. The parallel software community is

not. We are not short on great ideas. Our problem is turning our ideas into effective

solutions that would enable a parallel software industry [Mat11]." Pankratius et al.

emphasize that future research should focus on finding a systematic process model

for the parallelization of sequential programs [Pan+08; PJT09]. This process model

should identify the different phases of the design process and help the developer to

make the right decisions based on metrics. While the basic characteristics of paral-

lel processing are largely understood, there is a need for a systematic approach to

introduce parallelism on different abstraction levels.

In this dissertation we propose a systematic approach to software optimization and

parallelism that guides developers through the design space in order to efficiently

convergence towards a suitable solution. For this purpose we use a multi-layered

approach in which we distinguish three software levels: the application level, the

task level and the instruction level. For each of these levels we cover the main

difficulties, opportunities and pitfalls.

1.2 Proposed Solution and Contributions

This research project was performed under a Baekeland mandate in cooperation

with Van den Berghe R&D, a company specialized in media and audio applications.

Due to the ever-increasing complexity of the algorithms in these applications and the

shift towards parallel computing in the hardware domain, a need has arisen to gain

insight in optimization and parallelization of such algorithms. The aim is to allow

complex algorithms to run on relatively low-cost hardware or existing hardware with
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limited resources, which in turn lowers the threshold to bring advanced applications

to the end user. A secondary motivation is that optimization potentially frees up

resources that can be used to further enhance the (auditive) quality of the media

application or to integrate additional features.

Based on the needs for multi-core optimization at Van den Berghe R&D, we defined

the following key aspects for a systematic design method in the Baekeland proposal

of this research project. Firstly, the approach should be defined using generalized

rules, that can be applied to new applications. This implies that the decision making

process should be based on generic properties of the software and hardware so that

it can cover a broad area of applications. Secondly, the approach should allow the

developer to perform early predictions of feasibility and performance of the parallel

implementation. Early evaluation is mostly an economical factor. Early feasibility

analysis can potentially lead to changes in the application or hardware design early

on in the optimization process and can prevent wasting time and budget on an opti-

mization target that cannot be achieved. Finally, the design method should simplify

the decision making process in such a way that an optimal solution can be deter-

mined before the actual implementation of parallelized code. The aim is to lower the

effort and time spent on the optimization process.

1.2.1 Proposed Solution

The target of our systematic approach are applications from which existing serial

code is available. The aim is to further enhance performance (i.e. shorter execution

times) by optimizing and parallelizing the code in such a way that the computational

resources are used as efficiently as possible. The application domain is real-time

media algorithms, which imposes additional constraints that should be respected

throughout the optimization process. Our proposed solution addresses the needs

defined in the Baekeland proposal in the following ways.

Generic Hardware Properties: First of all, we need determine the hardware

characteristics that are relevant for the optimization process. In our approach we

consider the application as a whole, so we need to identify the relevant hardware

parameters for task level parallelism, instruction level parallelism, vectorization and

serial optimization. To optimize towards the software constraints (e.g. real-time) we

need to determine which of these characteristics are deterministic (i.e. they provide

a guaranteed performance) and which unpredictable characteristics should only be

considered for additional gain after the optimization process instead of using them to

meet the constraints (e.g. dynamic clock throttling, Hyper Threading). Additionally,
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we need the appropriate tools to measure and monitor these hardware properties.

Generic Software Properties: In parallel computing design patterns are a com-

mon way to represent generic software architectures. Our systematic approach

builds upon the pattern language defined by Parlab at Berkeley University [Par10;

MK09; KM14]. For the decomposition of the application into a hierarchy of parallel

patterns, we rely on the design method proposed by Mattson [MSM04]. We con-

sider the pattern language and parallel decomposition to be known by the developer

throughout our approach. The information required for the decomposition process

is obtained from abstract representation of the application (e.g. documentation, flow

charts, ...) and from the code itself.

Predictions of feasibility and performance: While decomposition of the applica-

tion and identification of parallel patterns is described in the state-of-the-art, Matt-

son’s approach provides no qualitative evaluation of the results. In order to perform

performance predictions we need to quantify potential solutions. Amdahl’s law de-

scribes the speed-up of a system if only part of it is improved. While Amdahl’s

law itself describes asymptotic behavior, a cost function can be derived from Am-

dahl’s equation. In its basic form the function describes the speed-up of a given

system for a number of cores N . The cost model has been extended by various au-

thors [AlB+13]. However, they mostly focus on extending Amdahl’s law for other

hardware architectures such as heterogeneous processors. In order to simplify per-

formance predictions, we expand on the state-of-the-art by defining variations on

the cost model based on the parallel design patterns we use to describe the generic

software properties. Such a cost model requires the following input parameters:

• Overhead of the parallel design pattern: for each parallel design pattern the

inherent overhead parameters must be defined and quantified, including the

overhead of the parallelization framework (e.g. OpenMP).

• Serial Execution Time: the serial execution time is obtained by measuring the

initial serial implementation.

• Parallel resources: The number of available parallel resources is obtained from

the hardware analysis (e.g. number of cores). Additionally, we need to deter-

mine correction factors if necessary (e.g. if some cores are slower than others).

A detailed discussion of the cost model and its relation to parallel design patterns

can be found in chapter 2.
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Simplifying the decision making process: While systematic approaches have

been proposed in literature, none of them seem to address the issue of qualitative

evaluation of potential solutions early on in the design process. We use the cost

model derived from Amdahl’s law to streamline the optimization process. This is

achieved by comparing the expected performance gain of the identified parallel de-

sign patterns prior to the actual implementation. In this way avoids spending time

and effort on implementation of suboptimal parallel candidates. This allows faster

convergence to an optimized solution, hence significantly reducing the implementa-

tion effort.

To further streamline the optimization process we have defined a systematic ap-

proach that incorporates the requirements defined above. Each step of the approach

covers part of the optimization process, asserting that all relevant information is

gathered at the right time, with a minimum of redundant implementation effort.

This is achieved by performing thorough hardware and software analysis first, and

by postponing the actual parallel implementation to the final phase of our approach.

Convergence to a final solution is achieved by iterative refinement of the implemen-

tation, in which the measurements of the implemented solution are used to identify

any remaining issues and bottlenecks. A brief overview of the phases of our ap-

proach is shown in Figure 1.3.

At the time of writing, some hardware and software properties can be described

with sufficient accuracy, due to their (partially) indeterministic nature. Caching bot-

tlenecks, for example, can lower the achieved parallel speed-up due to increased

memory usage in the parallel implementation. Additionally, during the optimization

process it might become clear early on that the software constraints cannot be met

(e.g. not enough resources allocated to a critical part of the application). To address

constraint issues and unexpected deviations of the performance estimates we fur-

ther streamlined the parallel design process by adding a number of loopbacks to our

approach. The precise moment where such a loopback should be considered and its

indicators are described in the detailed discussion of our approach in chapter 3.
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• Hardware Capabilities
• Parallel Frameworks and Tools

Preliminary Analysis

• Application Decomposition

• Component Analysis and Measurements

• Initial Resource Allocation

• Identification of Parallel Patterns

Software Analysis

• Optimization of Instruction Flow

Serial Optimization

• Cost Estimation and Comparison

• Proposed Solution

Parallel Optimization

• Implementation of Proposed Solution

• Comparison with Cost Estimates

• Iterative Refinement in Case of Deviations

Implementation and Validation

Figure 1.3: Brief overview of our systematic approach
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1.2.2 Contributions

Since the holistic approach to optimization covers a large number of topics we will

discuss the details of the state-of-the-art in section 1.3. The main contributions of

this work are as follows:

• A systematic approach for optimizing and parallelizing an application

that covers the application as a whole, as well as its intermediary levels.

The systematic approach guides the developer from serial code towards an op-

timized and parallellized implementation using measurement data, hardware

and software specifications. In order to achieve this we make abstraction of

the hardware layer, taking only its principal parameters into account. We then

divide the application into multiple layers: a) the application layer, which en-

compasses the large functional units of the application (e.g. a graphical user

interface, a processing component and a networking component), b) the task

layer in which the functional components are split up in clearly distinguishable

processing steps, and finally c) the instruction layer which covers individual

operations. In each of these layers we identify opportunities for optimization

and parallelism. By calculating and comparing performance estimates rather

than implementing every possible solution, the effort of reducing the design

space and finding a suitable solution is significantly reduced. The number of

potential parallel implementations is iteratively reduced by combining design

patterns with estimation models. This approach aids exploiting opportunities

for task parallelism, as well as low-level instruction parallelism.

• A cost estimation model based on an extended representation of Am-

dahl’s law that incorporates the parallelization overhead of various de-

sign patterns.

Amdahl’s law describes the theoretical speedup of a fixed workload that can be

achieved when the resources of a system are improved. He concluded that the

speedup is limited by the remaining serial workload regardless the number of

parallel resources that are added. This means that a speedup of N can never

be achieved as long as there is a serial portion in the workload. In its basic

form Amdahl’s law only takes the ratio of non-parallelizable code into account.

However, several authors added other terms in order to get more accurate

performance estimates [AlB+13]. We expanded this line of work to identify the

maximum speed-up one can obtain, taking into account parallelization costs

such as load imbalance and the inherent design pattern overhead.

Parallel design patterns have a distinct inherent overhead. The parallel pipeline,
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for example, needs a certain amount of data before all stages are actively pro-

cessing. As a result some resources remain unused for a certain time, which

lowers the potential speed-up. Performance is further reduced by factors such

as thread creation, context switching, synchronization and work imbalance. We

have analysed the overhead and proposed estimation methods for a number of

parallel design patterns. This effectively allows us to perform a qualitative

evaluation of parallel opportunities throughout the optimization process with-

out requiring the actual implementation of every potential solution.

To aid in the identification process of parallel opportunities we adapted the

cost model so that it can be used to determine the minimal serial execution

time that would result in a certain speed-up, given the parallelization overhead.

This provides us with a tool to determine the granularity at which introduction

of parallelism achieves the required efficiency, which can significantly reduce

the design space.

• Validation of the systematic approach by applying it to different audio

and media applications

We illustrated and validated the systematic approach with several audio and

media applications. Although the applications in our case studies are mostly

limited to the real time audio and media domain, they include a variety of

opportunities and difficulties that are applicable to other domains as well, such

as parallelization overhead and load balancing.

The first case study is a 3D audio codec and was used to design the foundations

of our systematic approach and the cost estimation model. First we optimized

the decoder on a single core DSP capable of only low-level parallelism, for

which we obtained an average speed-up of 2.4 by applying various optimiza-

tion techniques. We repeated the decoder optimization on an Intel quad core

desktop processor and determined on which optimization techniques the devel-

oper should focus based on the hardware characteristics. In the next phase we

optimized the encoder on the same Intel processor to validate our findings on

both the task and instruction level. For the encoder we reached a speed-up of

3.7 by exploiting the inherent parallelism on the task level, whereas an initial

naive implementation only resulted in a speed-up of approximately 3.0. On sys-

tems where caching was not a bottleneck speed-ups up to 3.8 were achieved

for task parallelism, which is the speed-up that was predicted using our cost

model, thus proving the accuracy of the model on applications that are not

constrained by caching or memory. By combining task-parallelism with opti-

mization and parallelism on the instruction level we achieved speed-ups up to



12 1.2 Proposed Solution and Contributions

6.5, whereas a system with greater cache memory allowed speed-ups up to 6.9.

The second case study is a real-time physical simulation of the interaction be-

tween the components of a grand piano action. In this case study we achieved

speed-ups up to 10.1 and 20.8 by exploiting a combination of multi-threading

with double and single precision floating point vector processing respectively.

This case study served as a validation for our systematic approach and allowed

us to further refine the design process, more specifically regarding vectoriza-

tion gain and the loop-backs added to our approach to compensate for devia-

tions between the estimates and the actual implementation. This case study

showed that despite these deviations, thorough analysis of potential bottle-

necks prior to the implementation aids in a fast convergence towards an opti-

mized final solution.

The third case study involves the BZip2 compression algorithm [Sew10]. This

case study was performed by a master student as a way to validate and improve

the systematic approach. With little to no prior experience the student was ca-

pable of achieving significant speed-ups ranging from 3.1 to 3.9 depending on

the target machine and use case. Furthermore, his implementation performed

similar to a widely spread parallel implementation of the bzip algorithm, in

some cases even outperforming it. Additionally, the case study provides addi-

tional insight in the influence of caching on the reliability of the cost model.

1.2.3 Summary

Our proposed systematic approach uses a cost estimation model based on Amdahl’s

law to determine the expected performance improvement of the parallelized applica-

tion. This is achieved by decomposing the application into parallel design patterns,

for which we determine the inherent parallelization overhead. To allow performance

predictions we combine the pattern’s inherent overhead with measurements of the

serial application and the parallelization framework within the context of the hard-

ware environment being used. Using these estimates we decide which implementa-

tion candidate is the most likely optimal solution without implementing the actual

parallelized code.

Our proposed solution advances the state-of-the-art in the following ways. Firstly,

it bridges the gap between abstract representations used in literature (i.e. design

patterns) and actual parallel performance through a cost estimation model based

on Amdahl’s law. Secondly, our approach streamlines the optimization process by

adding qualitative evaluation of potential solutions prior to the implementation, thus
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limiting the optimization effort. Finally, in order to maximize performance, our sys-

tematic approach spans the application from top to bottom, incorporating serial op-

timization, task parallelism and instruction parallelism in a single work-flow, while

considering the trade-offs between the various potential parallel implementations.

To validate our findings we applied our systematic approach on three case studies in

the real-time media domain: a 3D Audio codec, a piano-action simulation model and

the compression algorithm bzip2.

1.3 State of the art

A wide range of tools and techniques for parallelism have been proposed over the

years. In section 1.3.1 we cover the most common approaches to introducing par-

allelism in applications. In section 1.3.2 we discuss existing systematic approaches

and how they relate to our proposed approach.

The starting point of our approach is to decompose the application in multiple layers.

This model is explained in section 1.3.3. For each layer we elaborate on the state of

the art.

1.3.1 Introducing parallelism

There are various approaches to introducing parallelism in an application, each of

which has its advantages and disadvantages. While some approaches require little to

no input from the developer, other approaches rely heavily on the knowledge of the

developer. Our systematic approach resides somewhere in between. Although we

strongly encourage the use of tools and frameworks to simplify the design process,

the intent of our approach is to consciously decide on the most suitable implemen-

tation, regardless whether the uncovered parallel opportunities originate from an

advanced tool chain or from thorough manual analysis.

Implicit parallelism: First of all parallelism can be introduced implicitly by the

hardware. Parallelism is hidden entirely from the developer and is exploited auto-

matically. An example of this approach is the Out-of-Order execution unit present

in most high-end Intel processors. This low-level feature allows parallel execution

of independent instructions. Contrary to Very Long Instruction Word (VLIW) archi-

tectures [Fis83], in which the compiler or programmer is responsible for explicitly

and statically defining Instruction Level Parallelism (ILP), the Out-of-Order execu-

tion unit analyses dependencies at runtime and executes instructions simultane-

ously when possible [Tom67]. Hwu et al. advocate for a similar implicitly parallel
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programming model for high-level parallelism and discuss the benefits and valid-

ity [Hwu+07]. While implicit high-level parallelism would be a milestone in the adop-

tion of threaded software parallelism, significant advances in compiler and hardware

technology are required to achieve this, mainly in the area of identification of paral-

lel opportunities.

Explicit parallelism: Secondly, parallelism can be explicitly defined by the de-

veloper using extensions of commonly used programming languages (e.g. C++

and Java). APIs and libraries such as OpenMP [Ope16] and Intel Threading Build-

ing blocks [Int15c] allow the introduction of parallelism into the application, while

shielding the developer from the complexity of compiler intrinsics [Int16i; JZ08;

Mic16b] and thread management. In addition to these basic parallel frameworks,

there are libraries that provide ready made solutions for generic problems. For

example, Intel Integrated Performance Primitives [Int15a] provides, among others,

constructs for vectorization and highly optimized parallel implementations of ma-

trix, image and signal processing algorithms. Use of additional processing power of

the graphics processing unit is provided by frameworks such has OpenCL [Khr15]

and CUDA [NVi16]. When using interfaces such as OpenMP load balancing can be

performed automatically [CDL04]. In other cases Auto-tuning can be used to de-

termine the most suitable amount of parallel threads [Pan+08]. Other programming

languages such as Erlang [Arm+93] and Cilk Plus [Blu+96] are inherently concur-

rent by design. A more direct approach to parallelism are domain specific languages

[GTA06; Suj+11; OFL09], but due to their limited application domains they are not

used as widely as more generic alternatives.

Automated parallelism: Finally, there are various ways to introduce parallelism

using tools. These methods can either be implemented directly in the compiler

[Int11] or in the form of a tool chain [Ber12]. Although not suitable for our applica-

tion domain, a particularly interesting approach is that of Selective Embedded Just-

in-Time Specialization (SEJITS) [Cat+09]. SEJITS gaps the bridge between high level

productivity languages (e.g. Ruby or Python) and efficiency-level level languages

(e.g. C with parallel extensions) by compiling the code depending on the available

parallel hardware. Model based programming languages such as Ptolemy [Buc+02]

and HPCML [Pal+12] on the other hand derive source code from abstract model

representations. Sackmann proposes a model-driven toolchain which derives mod-

els from call-tree and dependency analysis [Sac12]. While implementation and iden-

tification of patterns from the tool-chain output is still performed by hand, the tool
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chain shows results similar to those obtained by fully manual parallellization. There

are limitations to this approach. The identification of more complex patterns (such

as pipelines) is difficult due to their cluttered model representation. The amount of

data generated by the tools also inhibits more advanced approaches. For example,

finding parallelism hidden by false dependencies (e.g. through variable reuse), de-

tecting parallelism in large applications or identifying parallelism at lower levels in

the application (e.g. code blocks that make up a function) require more in depth de-

pendency analysis, which significantly increases the data set to process. Advanced

pruning techniques would be required to support this. Bertels presents a start to

finish tool chain for optimizing new or existing applications for embedded hetero-

geneous systems [Ber12]. Using a set of three toolboxes the code is mapped to a

hardware platform consisting of an ARM General Purpose Processor (GPP), a Digital

Signal Processor (DSP) and a Field Programmable Gate Array (FPGA). First code

is either generated from high level languages or written and annotated by the de-

veloper. A second toolbox is used to identify data dependencies, anti-dependencies

and control dependencies, which are then combined into a single graph. Based on

this graph the application is then partitioned in parallelizable tasks. To be compliant

with the fork/join programming model, task graphs are transformed. This includes

task-grouping based on control and data dependences. Using estimates of the off-

loading costs, inefficient parallel tasks are eliminated from the graph. Finally, tasks

are mapped to their assigned hardware.

As shown in literature, static compiler based optimization has it shortcomings as it

might not have critical information on the behaviour of the program. For example,

the compiler might make overly cautious assumptions when pointers are involved as

it can not always assert that the data is independent for every possible input value.

Additionally, as pointed out by Sackmann, the dataset becomes incredibly large if

low-level opportunities have to be identified as well [Sac12]. When run-time infor-

mation is added to the tool chain, results are promising. Even though more complex

opportunities still require manual interference, the more trivial opportunities are of-

ten exploited to a degree that comes close to that of fully manual implementation.

However, the developer still needs a certain degree of insight and knowledge about

software parallelism as tools often require parallel opportunities to be pointed out

manually for more complex scenario’s [Ber12; Tou+09; Sac12].

1.3.2 Systematic approaches

Mattson et al. have proposed a design pattern language for engineering software

[MSM04]. The language consists of a range of design spaces at various abstraction
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levels. Each design space has its own set of patterns. Mattson proposes to follow

four phases: Decomposition (in which tasks are identified), assignment (in which

tasks are grouped into processes), orchestration (in which the communication be-

tween processes is determined) and mapping (in which the software is mapped to

the hardware). While he does refer to Amdahl’s law in the decomposition phase,

there is no explicit guideline on how to determine the most suitable patterns. The

design space itself is divided in four parts: finding concurrency, algorithmic struc-

ture, supporting structures and implementation mechanisms. Throughout the de-

sign process a pattern based software hierarchy is built. This pattern language was

later extended by Parlab at Berkeley University in a pattern language named Our

Pattern Language (OPL) [Par10; MK09; KM14]. OPL does not cover the "Finding

Concurrency" pattern, but the algorithmic structures, supporting structures and im-

plementation mechanisms from Mattson et al. are included and extended [MSM04].

Figure 1.4 shows the various patterns at each abstraction level.

Figure 1.4: The structure of OPL and the five categories of design patterns.
©Keutzer and Mattson 2009 [MK09].

RePhrase is a project focusing on engineering tools, techniques and methodologies

for data-intensive C++ applications in heterogeneous environments [ReP15a]. Their

aim is to develop a pattern-based programming methodology. While their scope is
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much wider than performance optimization, they mention performance measure-

ment as part of their development methodology. Their recent advancements include

automated discovery of parallel pipeline patterns [Rio+16], a domain specific lan-

guage to describe parallel patterns and samples of code refactoring for parallel pat-

terns [ReP16], an analysis of various parallel patterns [ReP15b] and a pattern based

library for Erlang [JBH16]. Their approach targets developers that are domain ex-

perts rather than experts in parallel programming. While they do aim to design a

methodology that guides the developer throughout the parallelization process, their

goal is to automate it as much as possible.

Park et al. have proposed a systematic approach for migrating serial applications

from a single core to a multi-core architecture [PYK13; PP14]. In the Architec-

tural Requirements Elicitation they perform code analysis, define the use cases and

constraints. In the Architecture Authoring phase they construct a single-core refer-

ence architecture, select the appropriate parallel architectural patterns and select

the best solution using a trade-off between various constraints. In the Architecture

Instantiation phase they select the appropriate components. Followed by the Quan-

titative Evaluation phase in which they write the prototype software and evaluate

its performance. For the selection of the appropriate design pattern they use a tool

named Architectural Decision Supporter (ADS) in which the developer can define

architectural drivers such as execution speed, load balancing needs and memory

bandwidth. The developer must then indicate the importance of each requirement

(low, medium, high or do not care). Based on this selection the tool proposes a

number of suitable design patterns.

Our systematic approach builds upon the pattern language developed by Mattson

and extended by Parlab for discovery and identification of parallelism. We extend

this approach with performance estimates in order to streamline the decision mak-

ing process during the design of the parallel software architecture. Our systematic

approach also shows similarities with the approach proposed by Park et al. but in-

corporates performance data much earlier in the design process to avoid spending

precious time on regions where parallelism is not beneficial. While the Architectural

Decision Supporter tool is a valuable aid in selecting the appropriate architectural

patterns, it does not seem to take into account expected performance or measure-

ments other than a coarse indication made by the developer. While the pattern might

be the most suitable solution to the given parallel problem, there does not seem to

be a quantitative evaluation of the parallel candidates until after the implementa-

tion, which might result in the need for several iterations before a solution is found

that meets the desired constraints.
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1.3.3 Layered application model

Our systematic approach spans the whole application. Decomposing an entire ap-

plication into parallel regions might quickly result in an unmanageable amount of

candidates for parallelism. To organize the design space we distinguish the follow-

ing abstraction levels.

• Application Level: The largest functional units of the application such as the

graphical user interface, application control, data processing and their inter-

action.

• Task Level: The subtasks of the functional units of the application level. The

granularity of parallelism is a design choice and can range from small code

constructs (e.g. loops) to long running parallel threads.

• Instruction Level: The actual code within the components defined in the task

level. This level is closest to the hardware layer and often tailored to the capa-

bilities of a specific platform.

The state of the art of each level is discussed in the remainder of this section.

(A) Application Level Parallelism

An application consists of one or more functional component. Each component

performs a specific task, such as a graphical user interface, user input processing

and data processing. Each of these components has different requirements. The

application might have fixed deadlines for the processing components (e.g. real-

time audio processing), while other components have a certain tolerance for delayed

execution. The commands entered by the user, for example, will have to be executed

eventually, but a delay of a few milliseconds is not noticeable.

Separation of real-time from non-real time components can be obtained by introduc-

ing spatial and temporal partitioning [Rus99]. The former must ensure that software

in one partition cannot change the software or data in other partitions. The latter

must guarantee that performance of services received from shared resources in one

partition (e.g. latency and access duration) cannot be affected by software in an-

other partition. An additional scheduler within the application itself can be used to

manage load distribution of the internal processes. The isolation principle combined

with a two-level scheduler was successfully used in the experimental Tessellation

OS [Col+11]. This approach to software partitioning is also referred to as the Pla-

nar Design Pattern [Vin12]. Vincke et al. have shown its benefits in a heteroge-

neous multi-core environment [VMB13]. The differences in requirements are used

as a starting point for application layer decomposition. These requirements can be
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translated to task priorities, allocated computation time and hardware resource al-

location. By identifying the requirements of each functional unit and isolating its

execution from the rest of the application it is easier to fine-tune each module so

that it operates within its constraints.

(B) Task Level Parallelism

The next step in the decomposition process is to take apart the functional compo-

nents defined in the application level. In some applications the inherent parallelism

can be easily identified (e.g. independent audio channels). Software specifications,

source code analysis, dependency analysis and profiling tools can be used to identify

additional parallelism [PJT09]. Several authors have proposed methods for introduc-

ing task level parallelism. Below, we list related work concerning parallel computing

used as the basis for our work. We distinguish systematic approaches for introducing

parallelism, parallel design patterns and refinements to Amdahl’s law.

Systematic Approaches. Various tools and techniques for parallel processing have

been proposed over the years [BFW10; DMN12]. Because of the complexity of paral-

lel programming, a common approach is to shield the developer from the complexity

of parallel programming. In frameworks such as OpenMP this is realized by taking

serial code as a starting point and limiting the presence of parallelism to a few sim-

ple constructs. Techniques such as GPU offloading with CUDA or vector processing,

on the other hand, require specialized programming skills.

Bertels et al. proposed a start-to-finish tool chain that analyzes the application and

exhaustively compares different strategies for parallelizing and offloading to co-

processors such as an FPGA and a DSP. While the exhaustive approach lowers the

implementation effort, the tool chain still largely relies on the ability of the developer

to fully exploit opportunities for parallelism using the OpenMP framework [Ber+10;

BSK11]. Finding these opportunities, however, is not always straightforward. While

shielding the developer from parallelism allows him to focus the development effort

on the actual problem to be solved, hiding parallelism also inhibits the developer

from understanding the mechanisms at work and it often results in suboptimal use

of the available parallel hardware resources. Pankratius et al. emphasize that fu-

ture research should therefore focus on finding a systematic process model for the

parallelization of sequential programs [Pan+08; PJT09].

Design patterns for parallelism. Design patterns (also referred to as skeletons)

have been proposed as a generic solution to recurring problems in parallel pro-

gramming [Dar+93; Col04]. Mattson et al. made one of the first major attempts

at defining a comprehensive pattern language for parallel computing, which was
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later expanded at Parlab [MSM04; Keu+10; Par10] (see Section 1.3.2). Other re-

searchers have followed and expanded these ideas [Asa+09; MRR12]. Some well

known parallel frameworks are built around design patterns. OpenMP uses the fork-

join pattern extensively [DM98]. Intel Threading Building Blocks includes a variety

of different parallel patterns, including the pipeline pattern. Stream-processing has

also been proposed as a specialized mapping pattern for media processing by sev-

eral authors [BK07; Gum+08]. Darlington et al. propose a programming method in

which skeletal patterns, performance models and program transformations are com-

bined [Dar+93]. This approach has lead to eSkel library presented by Cole [Col04].

Design patterns are the starting point of the systematic approach in this thesis.

We mainly based ourselves on the work from Mattson et al. and ParLab [MSM04;

Par10].

Refinements to Amdahl’s law. Amdahl’s law states that the expected speed-up

of a program is limited by the serial fraction when its resources are improved. A

simple cost model for parallel computing can be derived from this law, which in its

basic form only takes the ratio of non-parallelizable code into account. Several au-

thors have added other terms in order to get more accurate performance estimates

or to extend its usability to other application domains. Al-Babtain et al. show an

overview of recent literature involving extensions of Amdahl’s law [AlB+13]. The

survey shows that there are several studies that use Amdahl’s law to model and

evaluate performance for a variety of other optimization targets including power

consumption and latency. Many of the performance related research papers focus on

modeling performance of asymmetric (or heterogeneous) multi-core systems. They

provide valuable insight in the performance benefit that could be gained from asym-

metric systems, but they do not always include the parallelization overhead explic-

itly [HM08; Yao+09]. Eyerman and Eeckhout go in more detail on the cost of the

overhead introduced by critical sections [EE10]. While they assume perfect work

distribution across all processor cores, they shed light on a few interesting proper-

ties. They make a distinction between a scenario where the total execution time is

determined by the average thread, and another where the execution time is deter-

mined by the slowest thread. Both are then combined in a model to determine the

impact of critical sections. Even though they target asymmetric processors (a faster

big core, supported by slower small cores), their findings are applicable to symmet-

ric processors as well. Quinn expresses the equation in a form that allows the use

of absolute execution times [Qui03]. He also takes parallelization overhead into ac-

count. He defines overhead as the time lost due to communication operations and

redundant computations. Another interesting addition is that he acknowledges the
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fact that load imbalance potentially reduces performance even further. As a result

the actual speedup will be less than or equal to the ratio between sequential and

parallel execution time.

Carmona and Rice describe a generalized performance model, effectively taking

into account the effects of wasted work [CR91]. Tallent and Mellor-Crummey ex-

amine the sources of parallelization overhead in more detail and make a distinction

between idleness and overhead [TM09]. By their definition overhead is the time a

processor core executes non-user code (e.g. OpenMP Framework code), while idle-

ness is the time a processor core executes no work at all. They propose a method of

quantifying and pinpointing these performance bottlenecks. Lobachev et al. propose

a measurement-based method for estimating parallel performance without specifi-

cally identifying the bottlenecks [LGL13]. Other researchers take a more direct ap-

proach and investigate the performance penalty of specific elements of the parallel

environment such as context switches [LDS07], OpenMP [FAQ03; LAC11; DHP08]

and Intel Threading Building Blocks [Mar12]. However there seem to be large varia-

tions in measured framework overhead, depending on the hardware, operating sys-

tem, compiler and the working set size. Some researchers use the term overhead to

describe the sum of idleness and execution of non-user code, while other researchers

define overhead as the execution of non-user code only. In this thesis we use the fol-

lowing definitions:

Overhead Cost The time a thread is executing non-user code (i.e. parallel

framework code) or code that was added by the user to allow parallel

execution. One example is the cost of thread creation.

Idleness Cost The time a thread is not performing any useful work at all (i.e.

it is in a sleeping or waiting state). Examples are work imbalance be-

tween threads or waiting for a resource to become available.

Parallelization Cost The sum of overhead and idleness combined.

The validity of Amdahl’s law has often been questioned in literature. One of the

contenders is Gustafson who claims that Amdahl’s law is too pessimistic [Gus88].

Amdahl focuses on the fixed size optimization problem: a given problem of fixed size

can be solved in a shorter time-span by adding parallel resources, but the speed-up is

limited by the remaining serial fraction, regardless of the number of additional pro-

cessors. Gustafson, on the other hand, introduced scalable computing as a response

to Amdahl’s law. Here a fixed-time speed-up model is considered. In Gustafson’s

model parallel resources are used to solve a larger problem in the same time-span.

While the benefit of additional processors is limited from Amdahl’s point of view,

Gustafson’s approach is more optimistic on the benefits of parallel processing. It
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has been shown that both laws are in fact mathematically equal [Shi96]. Amdahl’s

law, however, is more suited for our approach. In Gustafson’s law an arbitrarily

large data set is assumed and the problem size is increased as more resources be-

come available. A weather forecast model, for example, is only useful if a simulation

can be calculated faster than the period that is being simulated. This can be a con-

straint on the accuracy of the simulation. Additional computational resources could

prompt researchers to add more parameters to the model. Rather than speeding

up the existing computation, the additional resources are used to obtain more ac-

curate results. Sun and Chen point out that the scalable computing concept indeed

shows a much more optimistic outlook, but they point out that factors such as the

data access speed are still a technical hurdle that limits the speed-up that can be

achieved [SC10]. Even though scalable computing is an interesting approach to the

use of multi-core systems, the optimization target in our research is to lower the exe-

cution time for a fixed-size problem (i.e. encoding a given number of audio streams),

so Amdahl’s law is a more suitable starting point for our research.

Implications for our research. Existing abstraction methods such as design pat-

terns form a solid foundation for parallel application development. The factors that

influence parallel performance are also well documented in literature. How these

abstract patterns perform in real-world applications, however, is not always clear.

Estimation models based on Amdahl’s law are frequently used to obtain a perfor-

mance estimate. However, in its most rudimentary form, critical aspects such as

overhead and idleness are difficult to represent. While the basic characteristics

of parallel processing are largely understood, there is a need for a systematic ap-

proach to introduce parallelism into an application. According to Pankratius et al.

such a process model should identify the different phases of the design process and

help the developer to make the right decisions [PJT09]. In this thesis we close the

gap between abstract patterns and practical implementation. Design patterns are

the foundation of this approach, while a refined cost model based on Amdahl’s law

in combination with performance measurements is used to estimate the achievable

performance.
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(C) Instruction Parallelism

This abstraction level resides close to the hardware and contains little to no ab-

straction of the operations that are taking place. Most instructions directly represent

the operations that take place on the hardware. Basic optimization techniques on

this level include, among others, limiting branches inside for-loops, reducing load

operations and maximizing register usage [HW08].

At this level we can discern two types of parallelism: vectorization and Instruction

Level Parallelism (ILP). In vectorized code multiple data elements are processed

simultaneously using the same instructions, while for ILP multiple independent in-

structions are executed in parallel. These are the low-level equivalents of data and

task parallelism respectively.

Automated vectorization is currently a hot topic in computer science research. A

widespread use is the vectorization of for-loops, where the number of iterations

is reduced by executing multiple iterations simultaneously using Single Instruction

Multiple Data (SIMD) instructions. Vectorization is achieved by building a depen-

dency graph, clustering the strongly connected components and separating the vec-

torizable statements. Recognition of SIMD patterns, however, is not always trivial,

making the adaptation of SIMD difficult. An alternative for compiler vectorization

is the use of platform libraries that provide the user with the necessary functions to

perform SIMD operations, called intrinsics [Kal+11].

ILP is the simultaneous execution of independent instructions. This requires a pro-

cessor pipeline that is several instructions wide. On architectures such as Intel IA 64,

techniques such as register renaming and out-of-order execution are used to auto-

matically detect opportunities for parallelism at runtime [CC03]. On processors such

as the Analog Devices Sharc DSP however, these optimizations are not performed

by the processor itself. Instead, the intelligence is located in the compiler which

combines parallel operations into a single instruction. These extended instructions

explicitly specify which operations are executed simultaneously. This architecture

uses Very Long Instruction Words (VLIWs). Contrary to out-of-order execution, this

method allows ILP without significantly increasing the complexity of the processor

architecture.

Hennessy and Patterson cover the basic principles behind ILP, vectorization and task

level parallelism in great detail, including estimation methods for speed-up [HP11].

They discuss opportunities and pitfalls in each of these domains and illustrate them

with various case studies. Several other authors have presented estimation methods

for vectorization as well [Ghe+02; SBP05].
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Summary

In our approach we look at the application as a whole, rather than focussing on

a single abstraction layer. In addition, we merge performance constraints with a

pattern based approach. For the patterns we rely mostly on the work of Mattson

et al. and ParLab [MSM04; Par10]. For the quantitative approach we refer to the

work of Hennessy and Patterson [HP11]. Even though estimation methods for vec-

torization and ILP are available, they require an overview of the number and type of

instructions called in the optimized implementation and detailed information on the

CPU instruction throughput. This would require the implementation to be written

out in great detail. While this is feasible for relatively simple algorithms, we opt for

exploratory prototypes where more complex solutions are needed.

1.4 Hardware Scope

Our approach uses generic hardware properties as input for the optimization pro-

cess. In this section we will cover the hardware that was used to design and verify

our approach and discuss the implications the hardware selection has on the usabil-

ity towards other hardware architectures.

For our experiments we selected a number of devices with different characteristics

in order investigate which techniques are suitable on each type of hardware. The

first hardware target is an Analog Devices Digital Signal Processor (DSP) with a

relatively simple hardware architecture in which Instruction Level Parallelism (ILP)

is introduced at compile time using Very Long Instruction Word (VLIW). The paral-

lelization process is located entirely in the compiler and on the user end. The second

target is the Intel Core architecture. These processors have a very complex hard-

ware architecture that parallelizes instructions at runtime by dynamically analyzing

the dependencies. Initially our aim was to include the ARM processors a well. How-

ever, due to time constraints our case studies were limited to the Analog Devices

DSP and Intel x86 processors. The details of these architectures are discussed in

the following sections.

1.4.1 Analog Devices DSP

We performed our case study on a 450MHz ADSP21489 Analog Devices SHARC

DSPs. This DSP is part of the fourth generation of high performance 32-bit floating

point DSPs. It was released in April 2010, but still in production and recommended

by Analog Devices for new designs [Ana16a]. The DSP has 2 execution units that can
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Model Frequency Cores Threads Cache (L3/L2/L1) Vector Instruction sets

i5 Sandy Bridge 2500S 2.7-3.7GHz 4 4 6MB/256KB/32+32KB SSE 4.1/4.2 AVX
i5 Ivy Bridge 3350P 3.1-3.3GHz 4 4 6MB/256KB/32+32KB SSE 4.1/4.2 AVX
i5 Haswell 4460 3.2-3.4GHz 4 8 6MB/256KB/32+32KB SSE 4.1/4.2, AVX 2.0
i7 Haswell 5930K 3.5-3.8GHz* 6 12 15MB/256KB/32+32KB SSE 4.1/4.2, AVX 2.0, AES

Table 1.1: Intel processors used for the case studies. Both the base and turbo frequencies
are shown. Turbo frequencies marked with * are non-stock over-clocked. The L2 and L1
caches are per core. For L1 cache both data and instruction cache sizes are shown.

be used for SIMD operation, provided the data addresses are interleaved. Addition-

ally each unit can process multiple instructions in parallel [Ana11]. The processor

is also capable of instruction parallelism using Very Long Instruction Words (VLIWs)

and can process two data elements simultaneously using vectorization.

This processor can be set up in a multi-processor environment, but we limited our re-

search to low-level parallelism on a single DSP. The processor contains a relatively

simple and static instruction pipeline. The absence of advanced automated opti-

mization techniques such as Out-Of-Order execution, branch prediction and cache

management, allowed us to investigate which general optimization techniques re-

sulted in improved instruction parallelism. Additionally, it allowed us to determine

whether a different approach is needed on more intelligent processor architectures.

1.4.2 Intel Core processors

We experimented with various generations of Intel Core processors. The basic prop-

erties of the processors used throughout our research are shown in Table 1.1. Sev-

eral characteristics of the processors under investigation require some additional

background information, namely Turbo-Boost, Hyper-Threading and the Intel Mo-

bile architecture.

(1) Turbo Boost

Intel Turbo Boost [Int16e] adjusts the clock speed based on parameters such as the

number of active cores. Temporarily increasing the serial execution speed effectively

reduces the negative impact of the serial fraction in Amdahl’s law [AGS05]. How-

ever, these higher clock rates are non-deterministic, as they depend on the thermal

state of the processor and the number of simultaneously active cores. If the tem-

perature rises too much or multiple processor cores are active, the clock is lowered

back to its default value. This results in inconsistent measurements. It is possible

to take this performance boost into account as an acceleration factor in Amdahl’s

law, however obtaining accurate estimates has proven to be difficult. Firstly, due
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to its non-deterministic nature, there is no guarantee that the measured accelera-

tion in the strictly serial implementation is representative for the acceleration factor

measured in the serial fraction of the parallel implementation. Secondly, the Turbo

Boost also influences parallel performance when not all cores are active, but the

increase in frequency often varies depending on the actual number of active cores.

Charles et al. mention improvements up to 6%, but results vary widely depending on

the application. In addition there seems to be a difference in gain between various

processor models as well [SCJ14].

Verner et al. propose a refinement of Amdahl’s law for processors with Turbo Boost

technology. They also propose a refined model for energy scaling. Equation 1.2

shows the speedup S(n) for n cores, where f is the remaining serial fraction, s(n) is

the effective speed of the processor when n cores are active. The correction factor

s(1)/s(n) is larger than 1 as the frequency is usually lower when more cores are in

use. This results in a lower overall speed-up.

S(n) =
1

f + (1−f)
n · s(1)s(n)

(1.2)

Verner et al. seem to achieve fairly accurate estimates for their test cases using the

frequency scaling indicated in the processors data sheets. In our case studies, how-

ever, we noticed large variations in performance when Turbo Boost was enabled.

On the Intel Sandy Bridge i5 2500S we measured performance variations of ±10%

between individual runs. Table 1.2 shows average, minimum and maximum execu-

tion times, along with the standard deviation for the compression of a 56MB file

with Bzip2 with Turbo Boost enabled and disabled. The base frequency is 2.7GHz,

while the Turbo frequency is 3.7GHz. When Turbo Boost is disabled the variation

of the measured execution times is relatively small when the temperature is 54°C.

It increases slightly when the temperature rises but is still almost negligible com-

pared to the total execution time. With Turbo Boost enabled, however, we see that

the deviation increases further up to ±2%. If we increase the CPU temperature by

only 5°C we see that the difference between the average and the peak duration is

almost 10%. Note that these core temperatures are well bellow the maximum al-

lowed operating temperature, so these variations are not caused by the additional

safe-guard that keeps the CPU from overheating. If we ignore thermal issues the

frequency boost should result in a direct speed-up of 1.37. At 54°C we reach a fairly

close average speed-up of 1.30, but at 59°C the average speed-up drops significantly

to 1.18 and even 1.08 if we consider the slowest run. On the 3350P the deviation is

far less noticable as shown in Table 1.3. While we had trouble maintaining a stable
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Description Temperature Average Load Minimum Maximum Std. Dev.

No Turbo 54°C 10580ms 10576ms 10588ms 4ms
No Turbo 59°C 10583ms 10553ms 10616ms 23ms
Turbo 54°C 8115ms 7959ms 8225ms 86ms
Turbo 59°C 8930ms 8200ms 9812ms 340ms

Table 1.2: Serial execution time of BZip2 with and without Turbo-Boost for varying
CPU temperatures measured on the i5-2500S.

Description Temperature Average Load Minimum Maximum Std. Dev.

No Turbo 40°C 7996ms 7983ms 8018ms 11ms
No Turbo 66-57°C 7991ms 7974ms 8017ms 12ms
Turbo 40°C 7577ms 7534ms 7778ms 43ms
Turbo 67-57°C 7760ms 7723ms 7859ms 37ms

Table 1.3: Serial execution time of BZip2 with and without Turbo-Boost for varying
CPU temperatures measured on the i5-3350P.

high the temperature due to the system’s superior cooling capabilities, we did notice

slightly degraded performance with higher core temperatures. The overclock from

3.1 to 3.3 GHz should result in a gain of 1.065, which is close to the measured value.

Half the gain is lost when the temperature is increased. The load variation, however,

is much smaller due to the relatively limited boost.

The Turbo Boost provides a significant performance benefit but becomes unpre-

dictable if temperatures are raised slightly. While this issue will be less noticeable

on processors with a smaller Turbo Boost range such as the 3350P, we decided to

exclude Turbo Boost from our research in order to limit the number of variables.

This also allowed us to get a better grasp on the parallel efficiency obtained from

code changes.

A possible explanation for the accurate results obtained by Verner et al. is that their

system had better cooling capabilities than the i5-2500s. Another possibility is the

thermal management was improved in more recent processor models. While we

advise including the correction factor proposed by Verner when Turbo Boost is used

on the system, we advise to thoroughly investigating the processor’s clock throttling

behaviour. If strict performance constraints must be met, we strongly advise against

relying on the the performance gain provided by Turbo Boost to meet the minimal

performance requirements as the gain is highly unpredictable and is dependent on

many external factors.
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(2) Hyper-Threading Technology

Hyper-Threading is a form of Simultaneous Multi-threading (SMT) [Int16b]. With

this technology each processor core handles two threads simultaneously, resulting

in two logical cores on each physical core. These additional logical cores share

execution units with each other, so they add less performance than true physical

cores [Val09; Smi10]. The benefit of Hyper-Threading largely relies on the type of

computation and is in fact a trade-off between thread execution latency and thread

queuing times. With Hyper-Threading enabled, each thread has less resources avail-

able than with the feature disabled, but the slowdown of each thread varies based

on the application. Intel claims a gain of 25% for an increase in die area of less than

5% [KM03]. In literature improvements up to 30 and 40% have been demonstrated

although variance is generally large [BP04]. Leng et al. also state that computa-

tionally intensive floating point code does not benefit from hyper-threading and that

some applications suffer from Hyper-Threading due to cache sharing [Len+02].

Akhter and Roberts propose introducing a correction factor to Amdahl’s law that

represents the typical speed-up for programs running on processors with Hyper-

Threading Technology, but they state that it should be determined empirically [AR06].

Tian et al. have proposed a fairly accurate performance model for Hyper-Threading

on Intel Nehalem[TLH10].

As measuring and estimating the impact on performance is a study by itself, we

limited our research to processors without Hyper-Threading Technology. For exper-

iments on processors that support hyper-threading technology we limited the num-

ber of threads to the number of available physical cores in order to avoid sharing

execution units among threads. Similar to the recommendation we made for Turbo

Boost we propose to optimize towards a non-hyper-threaded environment when aim-

ing for a certain constraint and to consider Hyper-Threading as an additional, yet

unpredictable performance gain.

Note that more research on the influence of serial optimization in Hyper-Threaded

environments might also be required. In our case studies we discuss techniques

to maximize execution unit usage for a single thread by improving ILP. In a Hyper-

Threaded environment this might actually lower the throughput at the thread level or

lower the efficiency of these techniques. Hyper-Threading relies on the availability

of unused execution units so if both threads exploit them to the fullest the gain from

Hyper-Threading will be even lower. This matter is complicated and very difficult to

model as it relies on the availability of execution units and the types of instructions

used in both threads.
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(3) Intel Mobile Processors

For similar reasons as the issues with Turbo-Boost technology we excluded Intel

Mobile processors from our case studies as well. The student performing the BZip2

case study (see Chapter 7) encountered issues with the Intel Mobile platform. In his

early experiments the student worked on a notebook with a Quad Core i7-2630QM

2.00GHz. While we were already aware of the unpredictable nature of the Hyper-

Threading and Turbo Boost technologies, there were additional issues with the Intel

Mobile platform we had not anticipated. The student parallelized a Pythagorean

Triples algorithm [Cod16]. According to the estimates the speed-up should have

been 3.80. While we measured speed-ups up to 3.95 on other quad core systems,

5.85 on a hexa-core and 1.8 on a dual-core, the speed-up of his quad core notebook

was limited to 2.99. All experiments were performed without Hyper-Threading and

without Turbo Boost, so there had to be another explanation.

After further investigation we determined that it was not due to additional power

management present in the notebook architecture. We found that even when dis-

abling the Turbo Boost feature, the CPU still ran at a lower frequency when using

4 cores compared to using a single core. In order to reach the same frequency

as the single core execution we had to create at least 8 threads. In other words,

peak frequency could only be reached using the Hyper-threading feature, which in

turn does not provide a linear speed-up. While this is likely a compensation for the

per-thread slowdown caused by Hyper-Threading technology, this made obtaining

accurate performance estimates much more complicated. This processor is of the

same generation as the i5 2500S in which we first encountered the Turbo Boost is-

sues. At this point we can not exclude that these issues are due to design choices

that only apply to the Intel Sandy Bridge architecture, so they might not affect more

recent generations of mobile processors. To fully understand the clock management

of these devices, additional investigation on the subject is required. We therefore

excluded them from our research.

1.4.3 Implications of hardware selection

Our systematic approach was developed for homogeneous hardware architectures.

However, expanding our approach with cost models for heterogeneous or asymmet-

ric processors should be possible by adding appropriate scaling factors. The issues

regarding such systems and variations of Amdahl’s law for heterogeneous environ-

ments have been described in literature [PM07; MOW96; HM08; EE10]. A final

note is that some of the results obtained in our case studies might not be directly

achievable on other platforms. For example, the Intel architecture has an exten-
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sive vector instruction set. Other architectures such as ARM Cortex have the Neon

instruction set as an alternative. However, they might not yield the same results

as the capabilities and overhead characteristics might differ. Another example is

the AMD Bulldozer architecture, which is used in the AMD FX™ Processor se-

ries [AMD16]. While the architecture uses the Intel x86 instruction set and supports

most of the SSE and AVX vector instructions as well, the architecture contains some

design choices that might result in lower performance than expected. The top of

the line AMD-FX™ CPU’s are promoted as 8-core CPU’s. While this is true for in-

teger operations, the story for floating point operations is different. The processor

uses a hybrid Simultaneous Multi-threading (SMT) architecture in which part of the

pipeline is shared and part of the pipeline is separate for each thread. The 8-core

CPU contains 4 Bulldozer modules. Each module contains two Integer clusters, the

early pipeline stages and floating point unit, are shared [Fog16]. As a result perfor-

mance of the module for two threads running integer operations is similar to that

of two truly physical processors, while floating point performance is similar to that

of a single core with Hyper-Threading. It is likely that other hardware platforms

also show traits that deviate from the proposed cost model, which was designed pri-

marily based on our findings on Intel processors. The preferred approach is to add

additional correction factors to the model for these hardware features (e.g. Hyper-

threading, Turbo Boost). If the feature is non-deterministic or cannot provide a min-

imum guaranteed performance improvement the optimization should be performed

for a worst case scenario in which the minimal required performance can be ob-

tained without the added benefit of said feature. We therefore want to underline the

importance of thoroughly analyzing the hardware prior to optimizing the software

itself. Its characteristics and capabilities can have a significant impact on both ac-

curacy and reliability of the obtained estimates and performance improvements. By

investigating the hardware behavior and the required corrections to the cost model

the accuracy of the initial performance estimates can be greatly improved.

1.5 Case Studies

Similar to the hardware selection, the application domain used throughout our re-

search has an impact on the structure of our systematic approach. In this section

we discuss the scope of our case studies and their implications on our work.

The scope of our systematic approach is focused on serial applications written in

C++ for which parallel opportunities are not easily identifiable from the code itself

using automated methods, for which the automated solution is unlikely to yield the
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desired speed-up or for which parallelism can be introduced on multiple abstraction

levels. In other words, we focus on applications in which we cannot simply add a

few OpenMP tags to obtain the perfect linear speed-up defined by Amdahl’s law. As

stated by Pankratius et al., real-world applications often require a fair amount of

refactoring during the parallelization process [PJT09]. Our aim is mainly to simplify

the identification process of the most suitable parallel candidate and avoid wasting

precious time implementing every possible solution.

The case-studies used throughout our research mostly reside in the real time media

and audio processing domain. The first algorithm is a 3D audio codec, the second

algorithm is a physical model of a piano action. The third case study is data com-

pression algorithm and was optimized by a master student to validate our systematic

approach. In this section we will briefly cover the scope of each case study. The in-

ternal details of the case studies are discussed in chapter 4.

1.5.1 3D Audio codec

The first case study is a 3D audio codec developed by Van den Berghe R&D and

is currently used worldwide in cinema’s and home theaters to deliver high qual-

ity immersive 3D audio, also known as 3D surround. While 5.1 surround provides

the listener with audio information in a 2D plane, spherical setups such as 9.1 and

11.1 surround add a third dimension to the equation. Not only does this provide

the listener with more accurate and natural spatial information on the source of an

audio signal within the room, it also creates a virtual environment by suppressing

the natural characteristics of the listening room. The 3D audio codec is capable of

encoding up to three 24-bit Pulse-code modulated (PCM) audio stream into a single ,

which makes the audio format backwards compatible with existing devices [Van14a;

Van04; VV08]. For example, an 11.1 3D surround setup can be encoded into a 5.1

2D surround signal. Users with a decoder and 3D speaker set-up can enjoy the en-

hanced experience, while the audio can be played back as a regular 2D surround

mix on existing devices without any modification.

The 3D Encoder contains a number of well known algorithms including sorting, pre-

fix summation and variable length encoding. In addition to these generic algorithms,

for which parallel solutions have been proposed in literature, the codec contains a

large amount of custom data processing algorithms. While its multi-channel nature

provides a fair amount of inherent parallelism at high levels in the encoder, the

lower levels of the application add significant complexity to the optimization and

parallelization process. The challenge in these algorithms is their inherently serial

nature, as well as a highly dynamic code flow. This is not only challenging in terms
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of introducing low level parallelism such as vectorization and Instruction Level Par-

allelism (ILP). Significant variations in execution time per channel, but also between

the different audio channels add a level of complexity to high-level parallelism as

well. A simple unmanaged parallel region that treats the channels independently,

would not optimally exploit the available resources due to this load variation. Addi-

tionally, the task lengths are too short and unpredictable to be managed strictly at

the thread level by a high level scheduler (e.g. framework or operating system) as

its management granularity is too coarse.

The workload of the 3d Decoder is significantly lower than that of the Encoder, it

provides us with other opportunities regarding optimization. While originally writ-

ten for an Intel x86 platform, the decoder has been ported to a DSP for use in cinema

servers and home theater setups. Intel x86 processors have a very complex archi-

tecture that perform low-level optimization in real-time on the hardware level. The

DSPs used in this case study, however, have a much more static architecture with

most of the automated optimizations being performed by the compiler. This allows us

to investigate hardware behavior at both ends of the spectrum and determine which

optimization techniques are best suited given certain hardware characteristics.

1.5.2 Piano Action Model

A player piano or pianola is an acoustical piano that is capable of playing back

recorded performances using an electro-mechanical or pneumatic mechanism. While

originally most of these systems used perforated paper, modern digital systems are

now available. A recording system uses sensors to capture the movement of the pi-

ano action. This data is then processed and stored so that it can be played back on

the same or other instruments using actuators (e.g. solenoids). There are several of

these systems currently on the market. The main issue, however, is the low accuracy

of the reproductions [GB03].

The algorithms upon which the simulation model is based were developed by Guido

Van den Berghe [VDM95]. The Digital Equipment Corp. DECstation 5000/33 that

was used at the time had a raw performance of approximately 30 Dhrystone MIPS

and needed 15 seconds to simulate a single key for 1 second. While modern pro-

cessors should easily be capable of simulating a single key in real-time, simulating

the entire instrument in real-time is still challenging. A grand piano contains 88

keys in total and the musician can press multiple keys simultaneously. Furthermore,

when a key is released, the action needs a certain amount of time to return to its

resting position, which increases the maximum number of keys that can move si-

multaneously. Finally, the system is described as a set of second order differential
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equations which is solved using the Runge-Kutta-Dormand-Prince method of the fifth

order with a fixed step size of 1.0× 10−5. This algorithm is available in the boost li-

brary [DAR16] and is similar to Matlab’s default ode45 solver [The16]. Due to the

significant amount of inherent parallelism the challenge in this case study is not in

finding parallel opportunities, but rather exploiting parallelism is such a way that

the real-time constraints of the application can be met. This case study therefore

provided us with an opportunity to explore combinations of parallelism at multiple

abstraction levels and the interaction between these levels. Most importantly it al-

lowed us to compare the inherent parallelization cost for both task and vector based

implementation patterns.

1.5.3 BZip2

The final case study was performed by a master student as a way to verify the cost

models and systematic approach discussed in in this dissertation. Due to time limi-

tations we limited this case study to an investigation of task level parallelism. While

BZip2 is not a real-time application, it shows similarities with the other case studies

investigated in this dissertation due to its block based nature and generic algorithms

such as run-length encoding[Wik16]. Important for this case study was the complex-

ity of the code flow and data management as it required the student to think beyond

the classical misconception, that parallelism is always merely a matter of adding

a few framework tags, similar to the illustrations often found in tutorials and toy

applications. The complexity of this application allowed us to verify whether our

structured and systematic approach enabled a student with little to no prior experi-

ence in parallel computing to solve a fairly complex optimization problem.

1.5.4 Implications of the application domain

The application domain which we have investigated, has inherent constraints and

properties that might not directly apply to other domains. As a result the parallel

design choices made in our case studies are largely influenced by these character-

istics and cannot always be generalized to domains that have different constraints

and requirements.

Whether on embedded devices or audio workstations, real-time audio applications

usually work on buffers with sizes typically ranging from 64 to 1024 samples. The

real-time constraints are often limited further by defining a maximum throughput

delay. This means that an input signal should be processed and presented back at

the output with a fixed amount of delay, usually expressed in a number of buffers
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or samples. This real-time behavior imposes a critical deadline. When minimal

delay is desired, small data blocks are processed in a very short time span (e.g.

128 samples at 48kHz every 2.67ms). This has a significant influence on the par-

allel design choices to be made. Thread based parallelism is often very restrictive

when optimizing such a short time span due to the inherent overhead (e.g. thread

creation, switching and synchronization). For example, if the parallelizable region

takes 400µs to execute, spreading the load over 4 cores reduces the work per core

to 100 µs. Given a parallelization overhead of 40µs the speed-up is limited to 2.86.

As the serial execution time becomes shorter, parallelism becomes less efficient. As

a result parallel opportunities at the lower levels of the application are often un-

suitable for threaded parallelism. Since we consider the application on multiple

levels in our approach, these opportunities can be exploited on the instruction level

instead. This introduces a bias in the possible parallelization strategies. Because

the low-level parallel opportunities suffer greatly from the relatively large threading

overhead, the application domain is inherently more suitable for high-level threaded

parallelism.

We encountered many common parallelization issues such as load imbalance, sche-

duling and race conditions. However, other issues such as extensive and complex

synchronization mechanisms (i.e. critical sections) were not encountered in our case

studies. While there were algorithms that might have required more complex design

patterns, there was usually a much more efficient solution at a higher abstraction

level, either due to the multi-channel or block based nature of the cases under in-

vestigation. We are aware that not every application domain has these high level

opportunities and that other applications might require elaborate synchronization

schemes. We did not investigate modeling of these complex critical sections our-

selves, as we found that most problems in our case studies could be solved using

a pattern based approach, combined with measurement-based estimates. Addition-

ally, in real-time algorithms it is a good practice to avoid the possibility of one thread

blocking another, as blocking behavior might cause a violation of the real-time dead-

lines, so unmanaged critical sections involving complex locking procedures might

not be the best design choice for this application domain either way. The same

applies to applications where communication between real-time and non-real-time

domains occur. Under no circumstances should the non-real-time domain be able to

interfere with the critical real-time tasks. However, if a detailed analysis of critical

sections is inevitable, Eyerman and Eeckhout have proposed a probabilistic cost

model based on Amdahl’s law [EE10]. While they mostly target asymmetric multi-

core architectures (i.e. a combination of small and large processing cores), their
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model can be easily integrated in our systematic approach as our own cost estima-

tion method also has its roots in Amdahl’s law.

1.6 Overview

In the remainder of this dissertation we will discuss the cost estimation model, the

systematic approach and the cases studies that where used to design them in more

detail. In chapter 2 we discuss the performance estimation techniques used through-

out our systematic approach. We start with a detailed overview of the cost estima-

tion model based on Amdahl’s law and show how the basic model can be adapted

for a number of common parallel design patterns. We conclude the chapter with a

brief overview of optimization and parallelism on the instruction level. In chapter 3

we start with an overview of the various phases of our systematic approach. The

overview is followed by a detailed discussion of each phase individually, including

a discussion on the importance of each phase and the motivation behind the pro-

posed order of each step. In chapters 4 to 7 we illustrate various aspects of our

systematic approach using the case studies introduced in section 1.5. To conclude

we summarize our findings and future work in chapters 10 and 11 respectively.





Chapter 2

Estimating the Parallelization

Cost

As discussed in section 1.2 our systematic approach makes extensive use of perfor-

mance estimates to prune the design space and to select the most suitable parallel

solution. As our approach aims to reduce the overall execution time, we are mostly

interested in maximizing the speed-up that can be obtained from parallelism. Am-

dahl’s law defines the maximum theoretical speed-up that can be achieved when part

of a system is improved. In parallel computing this improvement can be achieved by

distributing part of the work over a number of processor cores. In an ideal scenario,

a computation task taking Ts time units is distributed over n processors, resulting

in a parallel execution time of Ts/n. In practice, this ideal can never be achieved

because a computation task necessarily includes a serial fraction f which limits the

parallel execution time to f · Ts + (1− f) · Ts/n (see figure 2.1). Moreover, once this

task is executing on a multi-core processor other factors further limit the possible

speed-up. First of all, idle time is inevitable, since not all sub-tasks have the same

duration. Secondly, scheduling parallel sub-tasks causes overhead for synchroniza-

tion, context switches and parallel framework code. In order to obtain more precise

estimates of the maximal achievable speed-up, refinements to Amdahl’s law are re-

quired. A number of such refinements have been proposed in literature for very

specific scenario’s [AlB+13]. However, to allow optimization of an application as a

whole, we need to cover a broader scope. In section 1.2 we stated that a system-

atic approach should use generic software properties as a starting point to cover a

wide range of applications. Furthermore, these properties should be linked to per-

37
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formance metrics to allow predictions of the expected performance. While a cost

model based on Amdahl’s law covers the need for a metric-based approach, we need

adapt the model in such a way that it incorporates these generic properties.

Various tools and techniques for introducing parallelism have been proposed over

the years [BFW10; DMN12]. While not always designed with media-processing in

mind, many of these approaches are usable in a variety of application domains. One

particular approach is the use of design patterns. Design patterns have been advo-

cated as a generic solution for recurring problems in parallel computing [MSM04].

The fork-join pattern and the pipeline pattern in particular are commonly used in

streaming applications [GTA06]. Although identification of such patterns is well de-

scribed in literature [MSM04], existing pattern based approaches do not incorporate

qualitative evaluation of the patterns prior to their implementation. Each of these

patterns has a distinct inherent parallelization cost, which can significantly impact

the speed-up that can be achieved. By identifying this cost and estimating the im-

pact on overall performance of the parallel region, the most suitable parallel patterns

can be identified prior to the implementation. By combining design patterns, which

represent the generic software properties, with a cost estimation model and perfor-

mance measurements of the serial implementation, we advance the state-of-the-art

by bridging the gap between abstract representations and practical use.
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Figure 2.1: The parallel speed-up is limited by the serial fraction f according to
Amdahl’s law.

In our research our cost estimation effort was focused mostly on threaded paral-

lelism. However, to further improve performance of the application our approach

also incorporates instruction parallelism in the form of Instruction Level Parallelism

(simultaneous execution of multiple independent instructions) and vectorization (si-

multaneous execution of the same instruction on multiple data elements). Instruc-

tion Level Parallelism (ILP) is much more difficult to model than threaded paral-
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lelism. While improving parallelism at this level is often possible using the proper

analysis tools and techniques, predicting the actual speed-up is much more diffi-

cult as it is highly dependent on the low level hardware architecture and often the

capabilities of the compiler as well. It becomes even more complex if the hard-

ware supports out-of-order-execution, because the achieved improvement is highly

dependent on the type and number of instructions, as well as the data dependencies

between them. For vectorization it is easier to make an estimate on performance

as parallelism is introduced on a slightly higher abstraction level, however, due to

the requirements of a vectorized implementation (e.g. data reordering) and the non-

linear speed-up they provide due to their pipelined hardware implementation, part

of the inherent overhead remains difficult to predict without implementing and run-

ning the actual code. For instruction parallelism the lack of performance modeling is

not truly an issue in our approach as it is unlikely to be a valid competitor for thread-

based parallelism due to its low abstraction level. Vectorization, however, can occur

at higher levels in the application, and might compete with the thread-based imple-

mentation as a suitable parallel implementation candidate. To cover the absence of

an accurate performance model for ILP we elaborate on the ranges of the expected

performance improvements and discuss the most significant overhead parameters

to take into account.

In this chapter, we propose our cost estimation model based on Amdahl’s law. First

we discuss the basic cost model and the parameters that should be taken into ac-

count. In section 2.2 we discuss how the extended model can be combined with

design patterns at various abstraction levels. In section 2.5 we discuss the ranges

of expected performance improvement from Instruction Level Parallelism (ILP) and

vectorization.

2.1 Refining Amdahl’s Law

Amdahl’s law gives the expected improvement of a fixed workload in performance

when only part of a system is improved [PH90]. When applied to parallel computing,

the maximum speed-up that can be obtained on a system with n processor cores is

limited by the remaining serial fraction f . The speed-up S(n) is defined as the ratio

between the serial execution time Ts and the parallel execution time T (n). Amdahl’s

law can be formulated as follows for a parallel system.

S(n) =
Ts
T (n)

=
Ts

Ts(f + 1
n (1− f))

=
1

f + 1
n (1− f)

(2.1)
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According to Amdahl’s law there is an asymptotic limitation of the speed-up when

the number of cores n is increased. This limitation is caused by the serial fraction f ,

as shown in figure 2.2
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Figure 2.2: The effect of increasing the number of processors on the speed-up ac-
cording to Amdahl’s law for various degrees of parallelism.

If we consider a fixed number of processors n we can use equation 2.1 as a rudimen-

tary cost model for parallel performance. According to this model for a perfectly

parallelizable algorithm (f = 0) the speed-up is equal to n. In reality, however, par-

allelizing an application introduces additional overhead that is not present in the

serial implementation, even if the algorithm can be parallelized in its entirety. To

compare the speed-up of a serial algorithm with the parallelized implementation

other factors such as thread creation, thread switching and synchronization have to

be taken into account. Each of these results in a performance penalty not present

in the serial implementation, but inherent to the parallel implementation. Quinn
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represent this penalty as an additional term in the denominator [Qui03, (p167)]. It

is assumed that the parallel portion of this additional term is perfectly distributed

across all processors. If this is not the case, the actual speed-up will be smaller. The

extended equation is:

S(n) =
Ts
T (n)

≤ Ts

ζ + Ts(f + 1
n (1− f))

≤ Ts

Ts(f + 1
n (1− f))

(2.2)

The equation tells us several things. First of all, a speed-up equal to n is impossible

in this model if ζ is greater than 0, even if there is no serial fraction left (f = 0)1. The

actual speed-up S(n) will therefore be smaller than or equal to the limit imposed by

the basic form of Amdahl’s law. This also has consequences when determining the

software constraints in Phase II: Software Analysis (section 3.1.2, p.73), namely that

desired speed-up should be smaller than the number of available processor cores.

A more realistic goal is to set a desired parallel efficiency and calculate the desired

speed-up from this ratio. Parallel efficiency Ep is shown in equation 2.3 for n cores.

EP = S(n)/n with Ep ∈]0, 1[ (2.3)

The second implication of (2.2) is that the impact of ζ on S(n) is negligible if ζ is

small compared to the other terms in the denominator. However, if ζ is relatively

large compared to Ts, the speed-up drops significantly, eventually resulting a situa-

tion where a parallel implementation is slower than the original serial implementa-

tion (S(n) < 1). Since the application domain under investigation, namely audio and

media processing, often involves short-running tasks (e.g. processing a small au-

dio buffer every few milliseconds), this effect might have a significant effect on the

achievable parallel performance. To identify and avoid these sub-optimal scenarios

we define a minimum desired speed-up S(n) = Smin < n for a number of cores n and

rewrite the equation as a function of Ts. This results in equation 2.4, which gives us

the minimum suitable task length Ts,min for desired speed-up Smin for a number of

cores n.

Ts,min ≥
ζ · Smin

1− Smin(f + 1
n (1− f))

(2.4)

Equation (2.4) tells us at which level in the application parallelism is useful. In addi-

tion to setting a lower boundary, it allows us to estimate the granularity that results

1 In rare cases it is possible to obtain a speed-up of S(n) ≥ n. This is called super-linear speed-
up [Nag+95; Alb02]. This is possible if, for example, the serial implementation was constrained by
memory access. The availability of separate caches on each additional processor core might result in an
additional speed-up if the application benefits from this hierarchical memory architecture. Since super-
linear speed-up is the exception rather than the rule, we exclude it from the scope of this research.



42 2.1 Refining Amdahl’s Law

in the desired speedup. By comparing the execution time of loops, code blocks and

functions the design space for efficient parallelism can be reduced significantly.

Thirdly, the introduction of ζ also introduces a dependency on serial execution time

Ts as shown in equation (2.3), while in the initial equation for Amdahl’s law S(n) is in-

dependent of Ts (see Equation 2.1). This implies that improving serial performance

could have a negative impact on parallel speed-up. The effects are negligible for

Ts ≫ ζ, but might become significant for smaller values of Ts. Because a different

ratio between Ts and ζ can influence the decisions made throughout the systematic

approach, serial optimization should be performed prior to parallelizing the applica-

tion. This is also recommended by Intel Corporation [Int15b].

A final matter to address is one of the shortcomings of Amdahl’s law. In the equation

it is assumed that all work can be distributed evenly. In practice, however, this is not

always possible. The result is that some processor cores will have to perform more

work than others. The longest running thread determines the total run-time of the

parallel region. Load balancing is one way to distribute the work across all available

processor cores, however, there are scenarios where this is not possible. Dependen-

cies make equal work distribution harder to achieve. The longest dependency chain

is called the critical path. A special scenario to look out for is a critical path that is

longer than the parallelization fraction (1 − f)Ts/n. We define this fraction as the

critical boundary. If this boundary is surpassed by any task, the total duration of the

parallel region is defined by the critical path. Therefore the maximal speed-up de-

fined by Equation 2.2 can never be obtained, as other threads will remain idle while

the critical path is being executed. The effect on speed-up is:

S(n) =
Ts
T (n)

≤ Ts
ζ + fTs + Tcritical

≤ Ts

ζ + Ts(f + 1
n (1− f))

(2.5)

Near-critical paths with a duration close to that of the parallelizable fraction, can

also cause problems. If these are interrupted by other tasks, their completion time

grows, potentially beyond the (1− f)Ts/n boundary. Critical and near-critical paths

should therefore be executed as early as possible, preferably without interruption

as postponed execution can result in the completion time to exceed (1− f)Ts/n even

further. Critical paths should be identified in the Module Analysis phase (see section

3.3.3) to prevent issues later on in the optimization process.
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2.2 Pattern-based Quantification of the paralleliza-

tion cost

In order to obtain a more accurate estimate of parallel performance, the paralleliza-

tion cost ζ must be quantified. Tallent and Mellor-Crummey divide the main per-

formance bottlenecks of the multi-threaded environment in two categories, namely

parallel idleness and parallel overhead [TM09]. Parallel idleness is the time where

threads are stalled and unable to work. This could be because there is no work avail-

able, because the system is waiting for input (e.g. data from the hard disk), because

another thread has claimed shared resources, etc. Parallel overhead, on the other

hand, is the time a thread wastes performing work other than executing the user’s

computations. Sources of overhead include synchronization, context switching and

work distribution. Optimizing a parallel application for speed implies that both idle-

ness and overhead should be minimized. The location and amount of overhead and

idleness largely depend on the way the parallel work is organized. Throughout our

systematic approach we make use of parallel design patterns to represent the paral-

lel software architecture (see section 1.2).

As explained in section 1.3.2 (p.15), Mattson and Keutzer discern multiple abstrac-

tion levels in their pattern language [MK09]: structural, computational, algorithm

strategy, implementation strategy and parallel execution patterns. The structural

and computational patterns describe the high level characteristics of the application.

These can be decomposed into algorithm and implementation strategy patterns, or

a hierarchy of multiple patterns. In our approach we are mostly interested in the

algorithmic and implementation strategy patterns. Firstly, because they reside at

the abstraction level at which we perform our optimization. Secondly, because per-

formance the higher level patterns can be derived from these lower level building

blocks. When parallelizing an algorithm the inherent overhead of the used parallel

patterns should be taken into account. This includes the overhead of all parallel

abstraction levels.

Let us consider a structural Pipe-and-Filter pattern (i.e. a fixed sequence of filters

that process the output from preceding filters and pass it on to the next). For the

algorithm strategy pattern, the Pipeline pattern is the likely solution. The Pipeline

pattern itself can be implemented using a Fork-Join pattern implementation pattern

(e.g. an Intel Threading Building Blocks Invoke call to create the worker threads).

Regarding the implementation strategy pattern we consider the overhead related

to the workload itself, including inherent work imbalance, but more importantly

the overhead that is related to execution of the framework code. The algorithmic
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strategy pattern itself can also introduce additional overhead that is unrelated to

the underlying framework. In the Pipeline pattern, for example, a number of cores

remains unused when the number of data blocks that is being passed through the

pipeline is smaller than the number of cores n. This always occurs when starting a

pipeline and when less than n packets remain in the pipeline shortly before finishing

the processing. The overhead of the parallel execution pattern is included in the

parallelization cost of the implementation strategy pattern. The overhead of a Fork

call in this example includes the cost of the underlying thread pool used by Intel

Threading Building Blocks. The parallel framework code is often shielded from the

developer which makes identification of the individual overhead components of the

execution patterns difficult. Therefore, we generally do not consider the cost of the

execution pattern separately, especially when parallel frameworks are involved.

In the following sections we investigate the inherent overhead of a number of these

patterns. We will limit this discussion to the Algorithm Strategy Patterns and the

Implementation Strategy patterns. The higher level Structural and Computational

Patterns can usually be described using a hierarchy of patterns at a lower abstrac-

tion level. The Parallel Execution Patterns are generally part of the language or

framework and mostly beyond user control. While execution patterns have an in-

herent overhead (e.g. thread creation) this overhead can be measured at a higher

abstraction level, namely that of the Implementation Strategy Pattern itself (for ex-

ample the fork cost of an OpenMP fork-join statement). For this reason we will not

go further in detail on the Parallel Execution Patterns.

2.3 Implementation Strategy patterns

The Implementation Strategy Patterns describe how the parallel architecture is im-

plemented in software and are highly connected to the way parallelism is repre-

sented in code. They describe how the opportunities for concurrency described by

the Algorithmic Strategy patterns are mapped onto parallel software constructs. We

handle these patterns first as they are more closely bound with the implementation

and inherently contain a large number of overhead parameters described in our cost

model. Two categories are distinguished. The first category are Program Structure

Patterns, which represent how concurrent tasks are implemented. The second cat-

egory, Data Structure Patterns, represent how concurrent data is managed in the

application. In this section we will elaborate on cost estimation for both types of Im-

plementation Strategy Patterns. As discussed earlier we incorporate the Execution

Pattern Overhead in the cost estimation at this level because the overhead intro-



2.3 Implementation Strategy patterns 45

duced by the Implementation pattern and the overhead of the Execution Pattern are

difficult to distinguish when measuring the parallel framework used for implemen-

tation.

2.3.1 Program Structure

The Program Structure patterns describe the implementation of parallel tasks in

software. Prior to discussing individual patterns in more detail, we describe a gen-

eralized parallel design pattern in which we elaborate on the most common overhead

parameters to take into account.

(A) Generalized Parallel pattern

Every implementation pattern has its own specific parallelization cost. While the

source of overhead and idleness varies for each pattern we can distinguish a number

of generalized overhead parameters.

1. Initialization cost Cinit: When the application enters a parallel region the

framework executes code to prepare for parallel execution. This code includes

factors such as thread creation and task initialization. The actual cost depends

on factors such as data set size and whether or not the framework has already

been initialized outside of the parallel region (e.g. at application start).

2. Termination cost Cterm: Depending on the underlying parallel execution pat-

tern there is a cost when leaving the parallel region. This can be framework

code (e.g. thread destruction) or user code. It includes factors such as thread

destruction.

3. Runtime Cost: Once the threads are executing user code the presence of

parallel constructs such as data synchronization, work selection or resource

sharing result in additional overhead and idleness. Runtime cost is the sum of

all other occurrences of overhead and idleness in the parallel region. There

are three distinct categories:

(a) Work Selection: If the implementation pattern performs load balancing

at runtime, there is overhead involved in the selection and distribution

of tasks. This overhead can either be part of the framework being used

(e.g. OpenMP’s Parallel for with load balancing enabled) or implemented

by the user. Each task switch involves work selection overhead. For our

estimates we use the average value W and multiply it by the number of
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task switches αi a worker thread performs on average. The average value

is obtained from micro-benchmarks of the work selection code.

(b) Work Imbalance: If there are no more tasks to execute, a worker thread

will go idle once its current task is finished, resulting in a less than optimal

use of available resources. While work imbalance might be inherent to

the selected Algorithm Strategy Pattern (e.g. pipeline imbalance), some

overhead is also caused by the implementation strategy pattern itself (e.g.

efficiency of the work distribution algorithm). The work imbalance can

be included into the runtime cost of the parallel pattern as the expected

average idleness Li. For some patterns it might be more practical to define

the imbalance explicitly in the cost estimation model. In this case we can

represent the effect of work imbalance as follows:

S(n) =
Ts
T (n)

≤ Ts

Ts(f +
n∑
i=1

fi
i )
≤ Ts

Ts(f + 1
n (1− f))

(2.6)

Where fi is the fraction the application is executed on i threads and for

which the following applies:

f +

n∑
j=1

fi = 1 (2.7)

(c) Synchronization and Resource Sharing: These factors also result in op-

erational overhead and idleness. The resulting overhead depends on the

number of shared resources and the probability that two threads require

simultaneous access to the shared resource. A code region that can be

accessed by only a single thread is called a critical section. When multiple

threads attempt to access the critical section simultaneously, serializa-

tion occurs and the overall parallel speed-up is reduced. Access to data

structures in a parallel environment might also require critical sections in

order to preserve data integrity. Parallel data structures are discussed in

more detail in section 2.3.2. The cost of critical sections can be defined as

the sum of synchronization overhead (Vsync) and idleness (Lsync) of β syn-

chronization events. The overhead is the time spent executing framework

code, while the idleness is caused by contention when another thread has

ownership of the critical section. Estimating the exact overhead, how-

ever, is difficult as it depends on the probability of resource contention.

If the probability of contention is low, critical sections will cause little to
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no idleness due to thread blocking. If resource contention is high, how-

ever, this might form a critical bottleneck. Eyerman and Eeckhout define

an extended definition of Amdahl’s law that includes a probabilistic model

for this type of overhead [EE10]. This model can be used to estimate the

overhead in case of extensive use of critical sections in the parallel region.

For our performance estimates we use average values obtained from micro-

benchmarks of the parallel construct and consider the cost to be equal on all

threads. The total runtime cost for thread i is the sum of these sub-components

as shown in equation 2.8, with the work selection overhead αi ·W (with aver-

age number of task switches αi and average switching cost W ), the average

idleness due to work imbalance Li and the sum of all overhead (Vsync,i,j) and

idleness (Lsync,i,j) caused by synchronization.

CR,i = αi ·W + Li +

β∑
j=1

(Vsync,i,j + Lsync,i,j) (2.8)

The total parallelization cost ζ for a parallel region is:

ζ = C̄init + C̄terminate +

n∑
j=1

CR,i

n
(2.9)

Which we can use in the cost model defined by equation 2.2. We can now further

refine the cost parametrization for specific design patterns.

(B) Fork/Join Pattern

In the fork-join pattern one or more child threads branch out from the root task

to perform work in parallel (fork). Once all child threads have finished executing,

the child threads end and the parent thread continues execution (join). Figure 2.3

shows an example of a fork-join pattern. From the main thread n − 1 threads are

spawned, where n is the number of assigned processor cores. A fork-join pattern

can be used for data parallelism, where identical tasks work on different data sets,

but it can also be the underlying pattern for n different tasks.

1. Initialization cost: When the fork call is made in the main thread, the n − 1

worker threads are created (or woken up from a suspended state) by the main

thread. Once activated, a worker thread will start preparing its assigned job.

This introduces parallel idleness and overhead respectively. The fork idleness

for thread i is the time between the fork call in the main thread and execution
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Figure 2.3: The fork join pattern with serial fractions before and after the parallel
region, overhead and idleness.

of non-user code in thread i. The fork overhead is the time the thread executes

non-user code before starting the actual assigned work. The time that is lost

to the join operation varies per thread, as the main thread starts the worker

threads one by one. This aspect is partially responsible for the idle time in each

thread. In practice it is difficult to obtain accurate measurements of idleness

and overhead individually. For our performance estimates we therefore use the

average fork time, which is defined as follows:

F̄ =

n∑
i=1

(Lfork ,i + Vfork ,i)

n
(2.10)

The average value is obtained by taking micro-benchmarks of the framework

code [FAQ03; LAC11; DHP08; BRM12]. Note that this cost can vary signifi-

cantly due the impact of cache pollution on context switches [LDS07]. This is

discussed in more detail in section 6.3.4 (p.150). Additionally, the overhead

of the first call to the parallel framework might be significantly larger if the

underlying execution pattern (e.g. thread pool) has not been initialized yet.

2. Termination cost: Once all work has been completed the child threads join

the main thread. This results in additional overhead and idleness. The join

overhead in the worker threads is the time spent executing framework code af-

ter completion of user code. The join idleness is the time between deactivation

of the worker thread and the return point from the fork call in the main thread.
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Due to work imbalance, not all threads will stop at exactly the same time, which

introduces additional idleness in the threads that have already completed their

work. Since we strictly consider the overhead and idleness of the join opera-

tion itself, we define the join cost as the time between completion of the task

and the instance the main thread completes the join operation. The idleness up

to the point where the last user task is completed is not part of the termination

cost, but us part of the work imbalance. We obtain the following equation:

J̄ = Vjoin,last + Vfinalize (2.11)

The join cost is also measured using micro-benchmarks. The difficulty lies in

distinguishing idleness caused by imbalance and the cost caused by the join

operation itself. In practice we tackle this difficulty by measuring the average

join cost of the task that finishes last, instead of measuring each individual

overhead and idleness component.

3. Runtime Cost: The total runtime cost for thread i is similar to that of the

generic pattern as shown in Equation 2.12, with the work selection overhead

αi ·W (with average number of task switches αi and average switching cost W ),

the average idleness due to work imbalance L (which is the time between the

end of user code execution and the start of the join operation by the last active

thread) and the sum of all overhead (Vsync,i,j) and idleness (Lsync,i,j) caused by

β synchronization operations.

CR,i = αi ·W + (Ljoin,i − Ljoin,last) +

β∑
j=1

(Vsync,i,j + Lsync,i,j) (2.12)

In some scenario’s runtime cost parameters such as work imbalance are easier

to describe using higher level Algorithmic Strategy Patterns (e.g. the pipe line

pattern). These higher level patterns are discussed in section 2.4.

With the average fork cost F , join cost J and runtime cost CR,i (see equation 2.12),

the total parallelization cost ζ of the fork-join pattern is defined as:

ζ = F̄ + J̄ +

n∑
j=1

CR,i

n
= C̄FJ +

n∑
j=1

CR,i

n
(2.13)

This cost can be included in the generalized cost model defined by equation 2.2.

When optimizing the fork-join pattern each of the factors in equation 2.13 should be
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minimized. The fork and join cost are largely dependent on the framework that is

used. We advise taking micro-benchmarks on multiple frameworks and selecting the

framework that introduces the least amount of fork and join overhead. If reliable

timing is more important, one could also consider selecting the framework that has

the lowest variance rather than the lowest average overhead. Minimizing the run-

time cost implies that each subcomponent should be minimized:

• Work selection: when using a construct based on the fork-join model, work is

selected by the framework. Micro-benchmarks can be used to determine the

cost of this operation. If task scheduling is involved, this is technically a Task

Queue Pattern which is discussed further in this chapter. Keep in mind that

complex work selection algorithms might introduce a larger work selection

cost and degrade the speed-up.

• Work imbalance: frameworks such as OpenMP can handle load balancing

automatically, e.g. by specifying the static, dynamic or guided loop scheduling

mechanism [Ger12]. Automated load balancing requires enough separate tasks

to be available so that the scheduler can keep all assigned processor cores busy.

If only a few indivisible tasks are available, there might still be a significant

amount of imbalance as there is no work left for the idling cores. In this case

custom load balancing is required.

• Synchronization and resource sharing: a first step is to minimize the num-

ber of synchronization points and limiting the duration a shared resource is

held exclusively. This lowers the probability of two threads competing for the

same resource. A second consideration to make is the type of resource shar-

ing that is used. Reader/writer locks significantly reduce overhead if write

operations are scarce compared to read operations [Mic16d]. If only a single

variable is accessed, atomic operations significantly reduce idleness in com-

peting threads [Mic16c]. A final consideration to make is the action a thread

should take when a resource is not available. For very short locking periods

(i.e. smaller or equal to the duration of a context switch) a spin lock might be

more suitable than a sleep-based locking operation, as it prevents the overhead

involved in putting a thread to sleep and waking it up again.
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Figure 2.4: An overview of the Master/Worker Pattern with shared Work Queue and
Work Result Queue.

(C) Master/Worker Pattern

In case of the master worker pattern a single thread is responsible for managing

task creation, while the worker threads process the actual tasks. The output of

the worker threads is gathered and processed by the master thread as shown in

Figure 2.4 The parallelization cost is similar to that of the Fork-Join pattern with a

few additional costs in management of the worker threads, work creation and result

processing.

1. Initialization cost: Initialization is similar to that of the fork join pattern.

Some delay occurs between initialization and actual execution of user code.

Additionally, some time might pass before the first jobs are available for the

worker threads. For example, if the master thread reads data blocks from an

input file and places them on a work queue, the first thread can only start

once the block has been read. We consider this initial delay as part of the

initialization overhead.

2. Termination cost: This is the time lost to framework code and idleness be-

tween the moment the last worker thread executes useful work and the mo-

ment the parallel region is terminated. This cost might also include additional

work performed by the master thread (e.g. reduction of the data calculated by

the worker thread that finished last).

3. Runtime cost:

• Work selection: Part of this overhead is located in the worker threads

and consists of the code execution of the selection algorithm, idleness

caused by contention on the work queue and idleness due to lack of work

(e.g. if the master thread cannot keep up). If a shared work queue is

used rather than separate queues for each thread, overhead caused by
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resource contention should be taken into account. This is similar to the

synchronization overhead as described in the generalized pattern. The re-

mainder of this overhead is present in the Master Thread, which manages

the tasks to execute. Depending on the data structure that is used, re-

source contention might occur when creating jobs for the worker threads.

• Work imbalance: The load imbalance is dependent on the lengths of the

tasks in the queue. This overhead is dependent on the work selection

algorithm, the variation in task lengths and the granularity of the work

(i.e. many small tasks will have proportionally less idleness compared to

a few large tasks). In addition to work imbalance in the worker threads

the speed-up is also limited by the load of the master thread. In a system

with n cores the speed-up is limited by the amount of work performed

by the master thread. If it is idle most of the time the speed-up will be

significantly lower.

• Synchronization and resource sharing: Resource contention on the

job queue is part of the work selection cost. Any other synchronization or

resource sharing belongs in this category and is handled similarly to the

generalized pattern.

Taking into account the imbalance of the worker threads and assuming that the

workload of the master thread is significantly smaller than that of the worker threads

we can describe the expected speed-up of the master worker pattern as follows:

S(n) =
Ts
T (n)

≤ Ts

ζ + f · Ts + (Ts − Ts,master) ·
n−1∑
i=1

fi
i

(2.14)

Where ζ is the pattern overhead without work imbalance and Ts,master is the part of

the serial code that is executed by the master thread while the worker threads are

processing the workload.

If the master thread performs little to no work, the theoretical maximal speed-up

is equal to n − 1 on a system with n cores due to the significant work imbalance

between master and worker threads.

A first potential solution to avoid this balancing problem is to create n worker

threads instead of n − 1 threads , so that the core assigned to the master thread

can perform useful work in between job management. In this case an additional

parameter must be added to the runtime overhead, namely the thread switching

overhead as there are now n + 1 threads on a system with only n cores. Thread

switching overhead can increase dramatically depending on the data set size and



2.3 Implementation Strategy patterns 53

access pattern, so caution is advised when using this approach [LDS07; Sig10].
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Figure 2.5: The effect of starvation in the work queue on the Master/worker paral-
lelization cost.

A second potential solution is to add a State Machine Pattern to the master thread

so that it switches roles and becomes a worker thread when enough jobs are placed

in the work selection queue. The work selection on the master thread will be more

costly than that of the native worker threads as it should also check whether or not it

should switch roles. The benefit, however, is that a large portion of the work can now

be distributed on n cores rather than n−1, bringing us closer to the theoretical upper

limit. A potential risk is that the master thread does not switch back to its master

role and the worker threads run out of work. This results in additional idleness due

to starvation (Lstarve,i) as shown in Figure 2.5. To prevent this the task list for the

worker threads must be dimensioned for the worst case scenario.

If the master acts as a worker thread while idle the runtime overhead is mostly

determined by the work distribution across all threads. In this case we obtain an

equation similar to the generalized equation for work imbalance (see equation 2.6).

S(n) =
Ts
T (n)

≤ Ts

ζ + Ts(f +
n∑
i=1

fi
i )
≤ Ts

Ts(f + (1−f)
n )

(2.15)

In both cases the probability of resource contention increases due to the additional

accesses by the extra worker thread or the master thread itself. This has impact on

both the work selection overhead and the resource sharing overhead.
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Figure 2.6: An overview of the Task Queue Pattern.

(D) Task Queue

This pattern is very similar to the Master/Worker pattern, but in this case the mas-

ter thread is absent as shown in Figure 2.6. There is no need to manage tasks or

process the results by a master thread. Task creation is also not restricted to a

single master thread. The Task Queue can either be implemented using a Shared

Queue or a Distributed Queue pattern. In the latter a work-stealing algorithm might

be required to allow load balancing if one of the distributed queues runs out of

tasks [MK09]. The parallelization cost is similar to that of the Master/Worker pat-

tern, except that all threads can now participate in the tasks that were reserved for

the master thread in the Master/Worker pattern. The overall speed-up of the Task

Queue pattern is largely determined by its scheduling algorithm. While in some

cases basic algorithms such as shortest task first provide adequate results, load

variations and dependencies can quickly turn scheduling into a vastly more complex

problem. Generally speaking each scheduling algorithm has an efficiency factor ε

that determines how well the algorithm can distribute a given workload. The effi-

ciency is the ratio between optimal scheduling in which all work is distributed evenly

on n cores and the expected scheduling outcome including task selection overhead

Ct and the resulting imbalance.

ε =
Ts

n

Ct + Ts(f +
n∑
i=1

fi
i )

with ε ∈ ]0, 1[ (2.16)

In practice scheduling efficiency might vary significantly, especially of the appli-

cation has a highly dynamic workload. To determine and compare the efficiency

of various algorithms for dynamic applications, we perform a simulation instead of

manually estimating it. We first collect serial measurement data of the workload and

then run a simulations of the scheduling algorithm with varying loads. From these
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these simulations the average efficiency can be derived. The overall speed-up of the

Task Queue pattern including serial fraction and initialization can now be defined as

follows.

S(n) =
Ts
T (n)

≤ Ts

ζ + Ts(f + ε (1−f)n )
≤ Ts

Ts(f + (1−f)
n )

(2.17)
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Figure 2.7: A basic Loop Parallelism pattern with MAX iterations distributed stati-
cally over n threads.

(E) Loop Parallelism Pattern

The Loop Parallelism pattern describes how work from a sequential iterative con-

struct is distributed over a number of concurrent tasks. Typically the iteration range

is divided into sub-ranges that are assigned to threads. This assignment can be per-

formed statically (see Figure 2.7) or dynamically. The overhead contains the follow-

ing parameters.

1. Initialization: Depending on the underlying parallel execution pattern there

is a cost of initializing the parallel loop. This includes thread initialization and

for some languages or frameworks thread creation overhead. Similar to the

Fork-Join pattern discussed in the previous section this overhead depends on

factors such as data set size and whether or not the framework has already

been initialized. We consider the time until the first thread starts processing

a loop iteration the initialization cost. This includes framework execution time

and idleness while the work is being prepared.

2. Termination: Depending on the underlying parallel execution pattern there

is some overhead from the language or framework when terminating the for

loop, for example terminating the worker threads.
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3. Runtime Cost:

(a) Work selection: a loop parallel pattern can either be initialized statically,

meaning that each thread handles the same number of iterations, or dy-

namically, in which case the work is distributed at run-time. In case of

static distribution the overhead is fixed, but there is a greater risk of work

imbalance if not all iterations have the same execution time. In case of

dynamic distribution the overhead is generally larger but the risk of work

imbalance is smaller. As the work selection algorithm is usually part of the

parallel framework we use micro-benchmarks to obtain our performance

estimates. Timestamps between subsequent iterations can give insight in

the time spent executing parallel framework code.

(b) Work imbalance: If not all iterations take up the same amount of time

and/or not all threads are assigned the same number of iterations some

threads will finish before others, resulting in idleness. The work imbal-

ance is tightly bound to the work selection algorithm, the number of iter-

ations and the selected granularity of work distribution across threads.

(c) Synchronization and resource sharing: similar to the Fork Join pattern

there is additional overhead when sharing data across tasks.

2.3.2 Data Structures

In addition to the program structure patterns Mattson and Keutzer describe a num-

ber of parallel data structures [MK09]. The cost of these patterns is determined by

the following parameters:

1. Initialization cost: This is the cost of creating the data structure and in case it

is only used in the parallel region possibly data initialization.

2. Termination cost: This is the cost of destroying the data structure. If the data is

copied to another data structure after exiting the parallel region the overhead

of copying the data to another structure is included as well.

3. Read and write cost: Accessing a parallel data structure is usually more expen-

sive than accessing a strictly serial structure due to the locking mechanisms

involved. Some structures distinguish read access (which does not necessarily

require locking) from write access (which needs some form of synchronization

mechanism).

4. Access count: The number of times the data structure is accessed determines

the overall read and write cost. With increased access count, the probability of

resource contention increases as well.
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We distinguish concurrent from non-concurrent accesses. In case of non-concurrent

accesses only the overhead of locking and unlocking is taken into account. In case

of concurrent access, however, other threads are blocked from accessing the data

structure until the operation is complete. As a result the average overhead will

be higher. The total cost of using a data structure is the sum of these overhead

parameters. Initialization, termination, read and write cost can be easily measured.

The total idleness caused in other threads, however, is more difficult to determine

as it depends on the probability of resource contention in the parallel region. If

the probability of resource contention is very low we can assume that simultaneous

access and therefore thread blocking does not occur. Assuming the data usage is

similar on all threads we can estimate the average total cost of accessing the data

structure in the following equation where φread,i and φread,i are the number of read

and write accesses for thread i, C̄init, C̄terminate, C̄read and C̄write are the average

initialization, termination, read and write cost of the data structure.

ζ = C̄init + C̄terminate +

n∑
i=1

φread,iC̄read + φwrite,iC̄write

n
(2.18)

If there is a high probability of resource contention, however, a more complex per-

formance model is required. Eyerman and Eeckhout have proposed a probabilistic

model based on Amdahl’s law for resource contention in critical sections [EE10].

This model is also applicable on parallel data structures.

If initialization and termination only occur when the application is started and when

shut down, rather than in the parallelized region, the cost of creating and destroying

the structure should not be included in the equation.

2.4 Algorithmic strategy patterns

Algorithmic Strategy Patterns represent the opportunities for concurrency in the

application. They describe how parallel tasks are organized at a higher abstraction

level. The overhead of these patterns is highly dependent on the overhead of the Im-

plementation Strategy Pattern. However, the inherent algorithmic overhead is often

easier to describe at this higher abstraction level as it represents the organization

of the parallel tasks more intuitively. In this section we discuss the inherent over-

head of a number of common patterns and elaborate on how this overhead can be

minimized by selecting the appropriate Implementation Strategy Pattern
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Figure 2.8: Task and Data Parallel Patterns

(A) Task Parallelism Pattern

The inherent overhead of this parallel pattern is fairly trivial. If the tasks are equal

in length, no additional overhead is introduced. If there is a difference in execution

time, work imbalance is introduced, which should be taken into account in the cost

model. An example of Task Parallelism is shown in Figure 2.8. A regular fork-join im-

plementation is unlikely to eliminate this overhead. Other patterns, however, might

limit the impact of the imbalance on overall performance. A Task Queue Pattern

with suitable work selection algorithm might limit the imbalance, provided there are

more tasks than available processor cores. Dividing the tasks in smaller sub-tasks

might simplify work distribution when using the task queue implementation pattern.

Alternatively, grouping shorter tasks so that they are executed on the same core can

improve efficiency, while leaving more resources for other jobs.

(B) Data Parallelism Pattern

The Data Parallel pattern describes a scenario where a block of data can be split

into data subsets that are distributed across a number of tasks and processed in

parallel. An example of Data Parallelism is shown in Figure 2.8. Data parallelism has

a similar issue as task parallelism. Imbalance between processed blocks results in

a lower overall speed-up unless an appropriate implementation pattern is selected.

Parallel-for patterns with an optimized granularity might solve this issue. If the

overhead of fine granularity becomes too large a dynamic work selection algorithm

or a work-stealing algorithm might be more suited.

(C) Recursive Splitting Pattern

In this pattern the task is broken down in smaller chunks that are solved sepa-

rately. Generally splitting is performed until a base case is reached which is then

solved. A more common name for these type of algorithms is divide-and-conquer,
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however, not all divide-and-conquer algorithms are implemented as recursive tasks,

but rather other parallel patterns such as geometric decomposition, in which a

dataset is split up in independently processable chunks[Par16c; Par16b].

For recursive splitting there are various overhead factors to keep into account. First

of all, the cost of splitting the task, which is determined by the implementation

pattern (e.g. Fork-join). This overhead is directly proportional to the number of tasks

created. An additional design choice to make is whether to create the maximum

number of tasks at the first split point or create additional threads recursively. In

case of true recursive splitting the initialization and termination cost of multiple,

nested parallel regions should be taken into account (see Figure 2.9).
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Figure 2.9: A recursive splitting pattern. Each rectangle represents a task.

For a balanced recursive algorithm (i.e. each recursive branch has the same execu-

tion time) we describe the overhead in case of a single initial split as follows. C̄S,j
is the cost of splitting a thread in j threads. C̄M,j is the cost of merging j threads,

note that this does not only consists of the overhead of the framework, but also the

overhead of merging the data from j threads.

S(n) =
Ts
T (n)

≤ Ts

C̄S,n + Ts(f + (1−f)
n ) + C̄M,n

(2.19)

In case of a recursive split, where each recursion creates two new tasks, only the

first split is strictly serial, all subsequent splits are executed on two threads simulta-

neously. For a balanced load on n processor cores, with n a power of two we obtain
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the following equation.

S(n) =
Ts
T (n)

≤ Ts

f · Ts +
n∑

i=2,4,8,...

(C̄S,2 + fi·Ts

n + C̄M,i)
(2.20)

Whether a single split is more efficient than a recursive split depends on how much

C̄S,j increases when a larger number of threads is created. If the difference is negli-

gible a single branch might be more efficient. If the cost increases greatly, the truly

recursive split might be more suitable as the overhead of every split remains C̄S,2.

If the branches are not equal other factors should be taken into account. A first

approach is to dynamically check the number of available threads at each recur-

sive branch point and create a new thread whenever the number of running threads

is lower than n. This is most suitable for a recursive splitting algorithm in which

branching is performed from a single starting point. At some point, however, branch-

ing becomes inefficient as the task creation overhead becomes largely relative to the

work there would be left when the remaining recursion is executed serially. Espe-

cially when determining the splits dynamically, it is important to define a boundary

base case from which point on no additional parallel subtasks are created and the

remainder of the branch is executed on a single core without checking if additional

cores are available for parallel branching.

Finally, the data needs to be merged. While a serial implementation might use sim-

ple return statements to propagate the results back to the parent task, a parallel

implementation might require data reduction prior to joining the parallel tasks. This

additional workload is likely to increase as the data set typically becomes larger as

more threads are joined together.

(D) Pipeline pattern

A design pattern that is frequently used in audio and media applications is the

pipeline pattern. A threaded pipeline is a pattern where each thread represents a

stage of the pipeline. Data is processed sequentially and moved from stage to stage.

All stages of the pipeline are executed concurrently, but are processing subsequent

blocks of input data [BS01]. This is illustrated in Figure 2.10.

First, let us consider a synchronous pipeline with n stages where each stage has

the same duration τ . Assume we process a sequence of M data blocks. The serial

execution time is:

Ts = Mnτ (2.21)
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Figure 2.10: Serial execution vs parallel pipeline pattern. Left: Synchronous
pipeline. Right: Pipeline Bubbles.

Now assume we have n processor cores available so that all steps of the pipeline

are executed in parallel. A pipeline with n stages requires n cycles to process the

first task. Completing all other tasks only takes M − 1 cycles. This resulting parallel

execution time using n threads is [Nar05]:

T (n) = [n+ (M − 1)]τ (2.22)

If we combine (2.21) and (2.22) and introduce a factor for the additional paralleliza-

tion cost, the resulting speed-up of the synchronous parallel pipeline is given by:

S(n) =
Ts
T (n)

=
Mnτ

ζ + [n+ (M − 1)]τ
(2.23)

Before looking further into the parallelization cost ζ, we consider the inherent cost

of the pipeline pattern. When the first data packet enters the first pipeline stage, all

other pipeline stages are idle. For n stages n packets are required before all threads

are active. When there is no more input data, the first stages remain empty. This

idleness is implicitly included in the equation as the proportion between M and n.

If the amount of data packets M is small relative to the number of stages n, the

speed-up will be minimal as not all cores are used efficiently. E.g. a 4-stage parallel

pipeline with ζ = 0 that has to process 6 data packets will only obtain a speed-up

of 2.667. In order to achieve a speed-up of 3.8 at least 57 data packets are required.

Similarly a very long pipeline with very little data packets to process will remain

mostly empty, which also results in poor speed-up. Since this is already a potentially

very large performance penalty, it is advised to analyse the efficiency of the pipeline

before looking at any other parallelization costs.
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The parallelization cost ζ is similar to that of the fork-join pattern.

• Starting cost: The cost of starting the pipeline is the time between the ini-

tialization from the main thread and the time the first pipeline stage starts

processing data. The other stages are idle at that point, so as long as the

initialization of the other stages takes less time than the duration of the first

stage, the overhead of the other threads has no negative effect on performance.

It is therefore advised to initialize the thread of the first stage first.

• Termination cost: This is the overhead and idleness between termination of

the worker thread and the joining point in the main thread. Only the time

between completion of the last stage and termination of the pipeline in the

main thread will have an impact on performance. The termination cost of other

stages is implicitly included in the inherent cost of the pipeline pattern we

described earlier.

• Runtime cost: Similar to the fork-join pattern synchronization, work selection

(if multiple stages are handled by a single core) and load imbalance should be

taken into account. Load imbalance will be covered in more detail in the next

paragraph.

• Data transportation cost: While in a fork-join pattern each subset of the

data is processed independently by a different thread, the pipeline pattern

requires the data to pass through all threads. This implies that data has to

be moved from processor core to processor core. Depending on the memory

hierarchy and the size of the data sets this might have a significant impact on

performance.

In the previous equations we assumed that all stages in the pipeline have an identical

execution time. In reality it is possible that the duration of stages is not always

equal or that is dependent on the input data. Since the data only moves forward in

the pipeline if the next stage has finished processing, blocking will occur if the next

stage takes longer to process. This is also referred to as a pipeline bubble. Assume

that we only push data to the next stage in the pipeline if all pipeline stages have

finished processing. At any given stage the duration τ ′ is now equal to that of the

stage that finishes last. The feed-through time increases to the sum of the maximum

τ values encountered in each concurrent pipeline cycle. The total parallel execution

time and resulting speed-up are given by:

T ′(n) =

n+(M−1)∑
j=1

max(τ1,j , τ2,j , ..., τn,j) (2.24)
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S(n) =
Ts

ζ +
n+(M−1)∑

j=1

max(τ1,j , τ2,j , ..., τn,j)

(2.25)

Load imbalance between stages results in idleness. For stage i in pipeline step j

idleness is defined by:

Li,j = max(τ1,j , τ2,j , ..., τn,j)− τi,j (2.26)

There are several possible approaches to using these equations in practice. A first

approach is to use the average serial performance data of the individual pipeline

stages and calculate the expected speed-up. A second approach is to estimate the

performance range based on the following approximation methods.

1. In a synchronous pipeline, the duration of a pipeline step (i.e. data is pushed to

the next pipeline stage and the stage is executed) is equal to the longest stage

exactly M times. This leaves n − 1 steps where another pipeline stage defines

the duration of the pipeline step. In the best case scenario the second largest

stage will be empty after the next step, then the third largest, etc. In that case

the total remaining execution time is equal to the sum of the remaining stages:

Tbest(n) = (M − 1) · τmax +

n∑
i=1

τi (2.27)

In the worst case scenario the second largest stage has the defining duration

k − 1 times once the largest stage is empty, as described by equation 2.28.

Tworst(n) = M · τmax + (n− 1) · τ2ndmax (2.28)

The actual execution time will be somewhere in between the values obtained

from (2.27) and (2.28).

2. If M ≫ n we could ignore the smaller stages and only take into account the

longest stage. The performance will be between Tworst(n) = M · τmax and

T (n) = (M + n− 1)τmax



64 2.5 Instruction Parallelism

2.5 Instruction Parallelism

Some processor architectures are capable of parallelism on the instruction level.

Parallelism on this level is usually left to the compiler and considered as part of

the serial optimization process, even though significant speed-ups can be achieved

when considering it as part of the parallel domain during the software design pro-

cess. Therefore, in addition to general serial optimization, we use this level to exploit

parallel opportunities that were inefficient on the task level or that remained unex-

ploited because of the limited number of threads. While the generalized cost model

described in earlier chapters should be applicable regardless the implementation

pattern, instruction parallelism often requires a more low level approach. For task

level parallelism most management of the execution pattern is often implemented in

the framework or language itself. On the instruction level, however, the patterns are

often implemented explicitly. They therefore require a more hands-on approach. In

the following sections we describe estimation methods and cost models for vector-

ization and Instruction Level Parallelism (ILP).

On the instruction level we distinguish two separate optimization targets.

The first optimization target is improving general code flow optimizations. In ad-

dition to techniques that improve overall serial performance we look at techniques

that improve instruction parallelism. In our systematic approach this aspect is cov-

ered in Phase III: Serial optimization (section 3.1.3, p.76). The purpose of this phase

is twofold: we want to improve the serial execution, and by thorough analysis we

wish to gain additional insight in the application and possibly find additional parallel

opportunities in the process. During the serial optimization phase we avoid man-

ual vectorization and high level instruction parallelism as this will interfere with the

parallel optimization process.

The second optimization target is exploiting additional parallel opportunities. We

consider the instruction level to be an alternative for the task level for the imple-

mentation of the available parallel candidates. This does not necessarily mean that

we exploit only low level parallelism with these techniques. In some applications

it is possible to exploit high level parallelism using these methods, for example by

processing multiple audio channels simultaneously throughout a chain of different

algorithms using vectorization. In our systematic approach we use the output of

Phase II: Software Analysis (section 3.1.2, p.73) as a starting point, namely the same

parallel patterns we take into consideration for task level parallelism. In Phase III:

Serial optimization (section 3.1.3, p.76) we look for additional unexploited low level

opportunities. During Phase IV: Parallel Optimization (section 3.1.4, p.76) we in-



2.5 Instruction Parallelism 65

vestigate the feasibility of the parallel opportunities and the expected performance

gain. During this phase we compare performance of all possible patterns and com-

binations of patterns regardless their execution pattern (e.g. task parallelism, ILP,

SIMD). To make this comparison we need to quantify the performance improvements

on the instruction level in a similar way as for task level parallelism and more impor-

tantly, determine the cost of parallelizing at this level.

2.5.1 Instruction Level Parallelism

Instruction Level Parallelism (ILP) is suitable for independent tasks, especially if

both tasks are internally constrained by serial dependencies and preferably require

different types of execution units. The most likely candidates are independent, sub-

sequent function calls or loops.

For high-level ILP the first consideration to make is whether or not the system

supports Hyper-Threading. If Hyper-Threading is present, the benefit of merging

functions and improving instruction throughput might be partially lost as Hyper-

Threading performs a similar technique on the thread level (see section 1.4.2, p.25).

The execution time Tilp of two merged regions with execution times Ts,1 and Ts,2

can be approximated by equation 2.29. C̄ilp is the additional cost of refactoring the

code (e.g. creation of additional working buffers to allow both tasks to be executed

simultaneously).

Ts,1 + Ts,2 + C̄ilp ≤ Tilp ≤ max(Ts,1, Ts,2) + C̄ilp (2.29)

Assuming Ts,2 is the longest task, the maximum speed-up that can be obtained is

therefore given by:

Ts,1 + Ts,2
C̄ilp + Ts,1 + Ts,2

≤ Silp ≤
Ts,1 + Ts,2

C̄ilp +max(Ts,1, Ts,2)
=
Ts,1 + Ts,2
C̄ilp + Ts,2

(2.30)

If there is no refactoring cost C̄ilp the estimation can be simplified to the following

equation if Ts,2 is the longest task.

1.0 ≤ Silp ≤
Ts,1 + Ts,2

max(Ts,1, Ts,2)
=
Ts,1
Ts,2

+ 1.0 ≤ 2.0 (2.31)

In the ideal scenario both tasks are equally long, resulting in the optimal speed-up

of 2.0. Any imbalance between the tasks as has direct influence on the speed-up

that can be achieved. Additionally, the speed-up is further limited by the availability

of execution units. Unless both tasks are entirely independent and require execu-

tion units that are never in use by the other task, it is unlikely that the maximum
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speed-up can be obtained in practice. The average expected speed-up is closer to

that of hyper-threading (see section 1.4.2, p.28). Due to its fairly limited speed-up

and limited applicability it is unlikely to be a viable alternative for a task based or

vectorized implementation. High-level ILP should be considered mostly for low-level

opportunities that could not be exploited using other implementation patterns and

to improve instruction throughput in regions bound by serial dependencies.

2.5.2 Vectorization

As with task-level parallelism there is a cost involved when introducing parallelism.

For the vectorization the most common costs are:

• Vectorization Latency: Vector instructions often have different latencies than

their scalar counter part [Int15b]. This might result in a gain lower than the

theoretical upper limit r, where r is the number of data elements the instruc-

tion set handles simultaneously. This is illustrated in Figure 2.11 for single

precision multiplication. A significant number of subsequent instructions is

required to achieve near-linear speed-up due to the longer latency of the vec-

torized instructions.

• Packing and Unpacking Overhead: This is the cost of transferring data to

and from the vector registers. If the data structure is not yet in a vectorized

format and has to be converted (e.g. copying elements from various scalar

arrays to a single vector array) this overhead increases significantly.

• Branch unfolding: A vector implementation cannot contain branches. All

possible code paths must be executed, followed by the selection of the correct

solution for each vector element. This introduces a significant overhead in code

regions with many branches.

• Data alignment penalty: Data read and write operations in the Intel architec-

ture are faster when aligned to cache lines. In case of misaligned data different

and slower read and write instructions are used. This can easily be avoided by

aligning the data so we do not take this cost into consideration.

• Refactoring cost: In the most recent Intel architectures, the entire scalar in-

struction set is available for vectorization. In other architectures, however, not

every instruction is available. As a result the code might have to be rewritten

using different instructions.

We can summarize the speed-up obtained by vectorization using equation 2.32,

where Svec(r) is the vectorization gain using an instruction set that handles r data

elements simultaneously (r is the vector width), Ts is the serial execution speed, C̄p
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and C̄u are the packing and unpacking overhead, λj is the vectorization efficiency

(i.e. a factor between 0 and 1, representing performance loss due to the vectoriza-

tion latency and refactoring cost), Tbranch,j are the execution times of the k different

branches in the code paths and Tbranch,0 is the time spent outside the branches. This

equation assumes an almost fully data parallel high level pattern. In some cases,

however, the high level pattern has other inherent costs. The prefix sum, for exam-

ple, can be calculated using a parallel recursive summation, followed by a parallel

reduction[LF80]. In such cases the additional overhead of the high level design pat-

terns should be taken into account, similar to the combination of cost parameters in

the task parallel approach (see section 2.2)

Svec(r) =
Ts

C̄p + C̄u +
k∑
j=0

Tbranch,j

λj ·r

(2.32)

The difficulty in estimating vectorization gain is that packing, unpacking and the
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vectorization cost are highly dependent on the nature of the vectorized algorithm.

Packing and unpacking can be simple load instructions if the data is already in the

correct format, but it might as well require a significant amount of data reordering.

In the former the impact is fairly small, in the latter it might dramatically lower

the gain that can be achieved. Estimating the vectorization efficiency λj is also a

challenge as it is highly dependent on the number and type of instructions that are

used. The Intel compiler uses heuristics to estimate the performance gain achieved

by loop vectorization to determine when it is beneficial. As discussed in section 1.3.3

(p.23) various estimation models have been described in literature as well [Ghe+02;

SBP05]. While it should be possible to estimate performance of manually vectorized

code by comparing the cycle count and latency of the scalar instructions with that

of their vectorized counterparts, this is very labour intensive without proper tooling.

Especially when vectorizing large blocks of code at very high levels in the application

(e.g. vectorizing a multi-channel audio flow). For this reason we did not go as far

in our case studies as we did with the pattern based approach on the task level.

Instead we use a rough estimate using the low end of the speed-up curve shown

in Figure 2.11, which we then iteratively refine with measurement data from test

implementations after Phase V: Implement and Evaluate (section 3.1.5, p.78).

2.6 Summary

In this chapter we have proposed a cost model derived from Amdahl’s law. We have

shown how the cost model can be adapted to represent the inherent overhead for a

number of common parallel design patterns. The cost model can be used to estimate

performance of a parallel pattern without requiring the actual implementation. In-

stead an estimate is calculated based on serial performance data, measurements of

the parallelization framework and the inherent overhead of the design pattern. This

advances the state-of-the-art by bridging the gap between abstract representations

used in literature (i.e. design patterns) and the expected performance of the prac-

tical implementation. Such a model allows early performance estimates. To further

improve performance we incorporate instruction parallelism in our approach. While

models at this level are limited, we discussed how to estimate the range of expected

performance, allowing the developer to perform an initial estimate of the expected

gain. In conclusion, we defined qualitative comparison of potential solutions based

on performance metrics and generic properties as a crucial requirement for a sys-

tematic design method in section 1.2. We have addressed this need combining a cost

model with measurement data and parallel design patterns.
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Systematic Approach

In section 1.2 (p.5) we discussed the need in the industry for a systematic approach

to optimize existing applications and defined a number of requirements. Firstly, the

approach should incorporate a metric-based estimation process to allow early evalu-

ation of the software design based on generic hardware and software properties. In

the previous chapter we discussed a cost estimation model that addresses this need

by combining measurement data with design patterns. Secondly, the systematic ap-

proach should simplify the decision making process. While the cost estimation model

can be used as a tool to make these decisions, a step-by-step procedure is required

to assert that we gather the right information at the right time, while minimizing the

analysis and implementation effort. For this purpose we have devised a systematic

approach that structures the information gathering and decision making process in

five phases.

In this chapter we start with a brief overview of the systematic approach and its

phases (section 3.1), followed by a detailed discussion of each individual phase (sec-

tions 3.2 to 3.6). The structure of our approach is the result of our findings from

the case studies discussed in chapters 4 to 9. The aim and purpose of each of the

five phases and the reasons why they are in the proposed order, are clarified in the

detailed discussions of each phase (sections 3.2 to 3.6).

69
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3.1 Overview of the Approach

Our systematic approach consists of five phases. The starting point of our approach

is executable serial code, preferably of the application as a whole as this allows

made-to-measure resource allocation. The minimal required starting point is ex-

ecutable code of the main processing components, but in this case an estimated

amount of resources should be reserved for the additional components. As a result

resources might have to be reallocated once the other components are added to the

application if the initial estimate was overly optimistic or if a large portion of the re-

sources is underused due to over-estimation of the other components’ requirements.

Before investigating the code properties, however, we take a thorough look at the

target hardware’s capabilities. The structure of our approach is as follows.

• In Phase I: Hardware Analysis we gather all relevant information on the hard-

ware, frameworks and tools.

• In Phase II: Software Analysis we decompose the application in functional com-

ponents and group similar components into modules. We assign hardware re-

sources to each module and look for parallel opportunities. These opportunities

are then mapped to parallel design patterns within each module.

• In Phase III: Serial Optimization we optimize the serial instruction throughput.

• In Phase IV: Parallel Optimization we iteratively identify the most efficient par-

allel patterns using performance estimates. We start with best case perfor-

mance and gradually add overhead parameters to the model until we have

identified the most suitable pattern for each module. We then evaluate the

solution on the application level. If the constraints are not met we reallocate

resources and repeat the process until we have a viable solution.

• In Phase V: Implementation and Evaluation we implement the proposed solu-

tion. If it performs as desired, the optimization is complete. Otherwise, we

identify where performance deviates from our estimates. If eliminating or min-

imizing the issue is impossible and constraints cannot be met, we partially

repeat our approach taking the bottleneck into account.

Parallelism can occur at various abstraction levels. Figure 3.1 shows how these lev-

els relate to each other, which types of parallelism are common at these levels and

in which phases of our approach they are covered. Instruction parallelism is usu-

ally considered a low-level feature. However, the abstraction level at which it can

be introduced is often similar to that of task level parallelism. While it is unlikely

that there are opportunities for Instruction Level Parallelism (ILP) at the highest

abstraction level, inherent data parallelism might allow high-level vectorization (see
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Case Study 5, chapter 9, p. 181). In other words, design patterns at the highest

abstraction level of the application can in some cases be mapped to either threaded

or vectorized implementation patterns, or a combination of both. For this reason

vectorization is placed at the same abstraction level as tasks. Note that the figure

represents parallel abstraction levels and not the actual implemented software hier-

archy. In practice the vectorized instruction stream is executed within a thread of

the application. In the remainder of this section we will discuss the phases of our

systematic approach. Each phase is divided into a number of steps. At the end of

each phase we also list the deliverables that are required for the next phase.

3.1.1 Phase I: Preliminary Analysis

First we gain insight in parallel hardware capabilities and limitations (A ) and set

up a development and measurement environment (B ). This phase is performed only

once for each target platform, independently from the application.

(A) Hardware Analysis

The capabilities and limitations of the hardware are decisive factors when pruning

the design space. To simplify the optimization process we represent the hardware

as a limited set of parameters, such as core count and vector width, and make note

of special features (e.g. branch prediction) and requirements (e.g. data alignment).
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Task Level Parallelism: We verify whether the CPU cores are physical or logical

(e.g. Hyper Threading, see section 1.4, p.24) and look into other properties such as

the caching hierarchy and co-processors (e.g. a DSP or GPU).

Serial performance: Clock speed is not taken into account directly, as it is implic-

itly included in the serial measurements. Clock throttling however, must be investi-

gated as it influences serial performance (see section 1.4, p.24). We also look into

technologies that improve instruction throughput such as a branch prediction.

Instruction Level Parallelism (ILP): Super-scalar processors execute multiple in-

dependent instructions in parallel, either hard-coded by the compiler (e.g. VLIW

[Fis83]) or dynamically at runtime (e.g. Intel issue ports [Int15b]). We examine how

this is implemented and which instructions can be combined.

Vectorization: We investigate which data parallel operations are available, how

many data elements can be processed simultaneously, and if there are special re-

quirements such as data alignment.

Deliverables

A Hardware Fact Sheet with all relevant parameters and references to more

detailed information.

(B) Development Environment Analysis

Once we are familiar with the hardware we look into the supporting tools, software

frameworks and programming languages.

Profiling Tools: We identify which data can be collected (e.g. threading overhead

and Cycles per Instruction). We analyse the resolution and how disruptive measuring

is to the application.

Frameworks: Using exploratory prototypes we perform preliminary overhead mea-

surements of the parallel frameworks under consideration (e.g. OpenMP [Ope16],

Intel TBB [Int15c]). We also look at the availability of optimized generic algorithms

such as sorting and searching.

Compiler Analysis: We identify relevant optimization settings and investigate if

we can influence the compilation process (e.g. tags to indicate most likely branch

in conditional statements or the independency of variables). We also verify if it can

generate reports that are helpful during the optimization process.
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Software Environment Analysis: An application rarely has the entire system’s re-

sources at its disposal, so we need to take into account its environment. If there is an

operating system present or the application is part of a larger software environment

(e.g. a DLL, a software plug-in), we might not have full control over management

techniques such as thread scheduling and CPU core allocation. We list the limita-

tions imposed by the environment and the interfaces that can be used to influence

its behaviour.

Deliverables

An overview of available tools, framework benchmarks, a measurement envi-

ronment and understanding of the conditions in which the tools provide reliable

and reproducible results. An overview of the limitations and capabilities of the

software environment.

3.1.2 Phase II: Software Analysis

In this phase we analyse the application from the highest level to the lowest. First we

identify the functional components (A). In the next step the components are grouped

into modules based on their properties, we allocate resources to each module based

on their constraints and (unoptimized) serial performance, and define the minimum

required speed-up for each module based on its constraints (B). Finally, we look for

parallel opportunities in each module and map them to parallel patterns (C).

(A) Application Analysis

Using information from flow charts, specifications, serial code analysis, use cases,

profiling tools and other sources we perform a high level analysis of the application.

Constraint Definition: We gather constraints imposed by hardware and specifica-

tions (e.g. assigned resources, deadlines and delays) in a Constraint Report.

Functional Decomposition: We split the application in functional components. We

do this based on behaviour or role (e.g work type, event type, response time and

priority). Components can fit in multiple categories and have multiple criteria.

Dependency Analysis: We construct a high-level dependency tree of the functional

components and investigate their relationships (data exchanges, state changes, etc.).

For each shared resource we analyse the access frequency, potential risks and if re-

source contention can result in failure to comply to the constraints.
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Component Performance and Timing Analysis: We profile each component us-

ing data sets that represent common use cases, as well as extremes. If data sets are

not readily available, we compose them first. These data sets are used throughout

the remainder of the approach. If the application is bound by timing requirements

timing analysis is performed as well.

Deliverables

A Constraint Report, a list of high level components with their properties, con-

straints, dependencies, baseline measurements and data sets to use for further

reference.

(B) Component Allocation

In this step we group the components into functional modules, gather synchroniza-

tion data and write a first allocation proposal for the target platform.

Functional Grouping: In complex applications assigning each component to a des-

ignated hardware resource is usually impossible. To reduce the complexity we group

components based on their constraints and categories into a single module.

Synchronization: We look back at the component’s dependencies and identify the

data synchronization points. Special care is needed when crossing module bound-

aries as we need to prevent non-critical tasks from blocking critical ones.

Allocation: Finally, we write down an allocation proposal. We use a design pattern

called the planar architecture [VMB13; Vin12] in which modules are separated on

the hardware as much as possible to limit interference. If separation is not possible

or undesired, we use priority levels and time management instead. We reallocate

resources until the constraints are met for each module. If constraints cannot be

met we define a minimum required speed-up to use as a strict optimization target,

otherwise we define a desired speed-up.

Deliverables

An Allocation Report for each module with an overview of its components, their

dependencies and constraints; and an allocation proposal.
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(C) Module Analysis

We identify parallel opportunities and potential issues in each module. We then map

these opportunities to parallel design patterns.

Constraints: We write the constraints from the Allocation Report that apply to the

module in the Module Analysis Report.

High Level Opportunities: Using specifications, flow charts, code analysis and

profiling data we look for inherent parallelism between large code blocks such as

function calls and distinct processing steps. We proceed as follows:

1. Flow Analysis: We map the software flow in a chart and profile the module to

check if it has a deterministic or highly variable code flow.

2. Dependency Analysis: We investigate dependencies between processing steps

or data streams, and mark independent paths as parallel candidates.

3. Critical Path Analysis: We identify the longest serially dependent chain as

this often limits the maximum parallel speed-up that can be achieved .

4. Algorithmic Analysis: To ease the implementation effort we look for generic

algorithms for which accelerated implementations are available.

Low Level Opportunities: This step is similar to the high level analysis, but this

time we look at the internals of code segments such as loops and algorithms.

1. Flow Analysis: We investigate the data flow throughout the algorithm, includ-

ing conditional structures that might inhibit parallelism.

2. Dependency Analysis: We investigate the dependencies between instructions,

data streams, iterations and identify parallel opportunities.

3. Critical Path Analysis: We identify the longest serially dependent instruction

chain as it might limit the parallel speed-up that can be obtained.

4. Algorithmic Analysis: We look for low-level generic algorithms for which op-

timized implementations are available.

Parallel Patterns: We now map each parallel opportunity to one or more suitable

parallel design patterns (see Figure 1.4, p.16) and combinations of patterns without

deciding on resource allocation or which one to implement.

Synchronization Patterns: Based on the synchronization requirements we select

the appropriate data structures and coordination patterns (Figure 1.4, p.16).

Early Elimination (Optional) In some cases only thread based parallelism might

be available. For example, if the hardware does not provide instruction level paral-
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lelism or if the software specifications do not allow the use of specialized instruction

sets (e.g. for backwards compatibility). In this case the search area for parallel can-

didates can be narrowed down using Equation 2.4 (Section 2.1, p. 41). The equation

gives us the minimal serial execution time for which the required speed-up can be

achieved given the overhead of the task parallel framework. Using the serial mea-

surement data we can determine at which abstraction level parallelism is beneficial.

Deliverables

A Module Analysis Report with constraints, patterns and measurements.

3.1.3 Phase III: Serial optimization

We now have enough insight in the code to start the actual optimization. We first

look into serial optimization. The aim is to improve the serial execution time of each

component, by improving instruction throughput. We proceed as follows:

1. Serial Analysis: We identify optimization targets using manual code analysis

and instruction level profiling. We add any newly discovered parallel opportu-

nities to the Module Analysis Report.

2. Serial Optimization: We implement and test the serial opportunities and low-

level ILP. We avoid high-level ILP and vectorization for now.

3. Update Measurements: We update the Module Analysis Report.

Deliverables

Serially optimized code, updated measurements and parallel opportunities.

3.1.4 Phase IV: Parallel Optimization

In this phase we look for the most suitable parallel pattern for each module. Rather

than implementing and testing every pattern, we use the measurement data from

the Module Analysis Report to make performance estimates. We iteratively eliminate

candidates using performance estimates until only a few patterns remain (A). For the

remaining candidates we identify and eliminate the bottlenecks. Finally, we select

the most suitable patterns for each module (B).
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(A) Design Space Pruning

In this step we estimate the performance of each parallel pattern. We compare

task, instruction and multi-level parallelism. In our first estimates we take little to

no overhead into account. After each iteration, we introduce additional overhead

parameters to further reduce the list of candidates until only a few remain.

High-level Opportunities: First we consider opportunities at the highest abstrac-

tion level (e.g. functions, entire processing flows). We estimate the parallelization

cost of each parallel pattern using the cost model discussed in chapter 2. We take

into account the inherent pattern overhead and the overhead of the suitable imple-

mentation patterns. For properties that are difficult to model we investigate the

overhead using small exploratory prototypes.

Low-level Opportunities: Next we look at low level opportunities (e.g. loops and

algorithms). To limit the number of opportunities we investigate at which level the

available implementation patterns (thread pool, SIMD, ILP, etc.) are useful. From

the cost model proposed in chapter 2 we derive the minimal serial execution time

Ts,min that results in a desired speed-up Smin given the estimated parallelization

overhead (equation 2.4, p. 41). If the execution time of a region is below this thresh-

old, the implementation pattern should not be considered at this abstraction level.

Multilevel parallelism: We identify possible combinations of tasks and vectoriza-

tions, but also multiple levels of task parallelism.

Elimination: Finally, we iteratively eliminate the most unlikely candidates and com-

binations of patterns based on their estimated performance. We take into account

the inherent pattern overhead and gradually add other parameters. We eliminate

the least efficient patterns until a manageable set remains.

Deliverables

A shortlist of parallel patterns for each module and overhead estimates.

(B) Bottleneck elimination and optima

We identify the bottlenecks in the remaining parallel patterns and determine if they

can be eliminated. Once identified, we estimate the potential improvement and se-

lect a final pattern to implement. It is possible that an optimized module requires

less or more resources than allocated. We preferably allocate less to modules that
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make poor use of their resources (e.g. a speed-up of 1.2 on 2 cores) and more to

highly scalable modules. If needed, we reallocate and reiterate over the candidates.

We repeat the allocation step from Phase II and the serial and parallel optimization

phases until the application is expected to perform within constraints.

Deliverables

A single implementation proposal for each module with minimized overhead.

3.1.5 Phase V: Implement and Evaluate

In the final phase we implement the proposed solution and perform an in-depth

analysis of the performance of each module. We verify if all constraints are met

and check if the results deviate from the estimates. If performance is as desired

the optimization process is complete. If constraints are not met we identify the

causes of these unexpected bottlenecks and attempt to eliminate them. If it remains

impossible to meet the constraints, additional optimization and allocation rounds are

performed, taking the bottlenecks into account. If after multiple optimization rounds

the constraints cannot be met additional measures are required. If clock throttling

or SMT are available but excluded from the optimization process, we enable them

and validate if they can guarantee a sufficient speed-up to solve the issue. If this is

still insufficient more drastic measures are required such as adjusting the functional

specifications of non-critical modules or the hardware requirements. In this case the

performance estimates can be used as a guide.

Deliverables

An optimized parallel implementation that meets the application constraints.

In the worst case scenario of under-dimensioned hardware: a guideline for

adjustments to the functional specifications or hardware requirements.

3.1.6 Summary

In this section we briefly explained the phases of our systematic approach and we

have shown how the key pillars of our proposed solution, namely design patterns,

hardware and software characteristics, constraints, cost estimation, performance

measurements and iterative refinement are incorporated into the work flow. In sec-

tions 3.2 to 3.6 we will discuss each phase individually in more detail.
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3.2 Details of Phase I: Preliminary Analysis

Prior to starting the application-specific optimization process we analyze the hard-

ware resources, supporting tools and parallel frameworks. The main reason is that

the information gathered here is used throughout the entirety of the systematic ap-

proach and is a decisive factor in aspects such as application constraints, perfor-

mance measurements, resource allocation, estimation of the parallelization cost and

parallel scalability. By systematically analyzing the hardware and software environ-

ment in advance, the developer has all the necessary tools in place before diving into

application-specific properties. Additionally, it allows him or her to gain insight in

the application’s environment, asserting that measurement results and application

behaviour are interpreted correctly.

The Preliminary Analysis phase has a direct impact on the following phases of our

approach:

• Throughout the entirety of the systematic approach we need to take into ac-

count the software constraints and requirements. However, the available hard-

ware resources (e.g. the number of cores, cache sizes, etc) might pose addi-

tional limitations on the hardware. In order to optimize the application these

factors should be known in advance.

• In Phase II: Software Analysis we perform serial measurements at various lo-

cations. This requires a reliable measurement method, as well as a thorough

understanding of the results. Dynamic hardware behavior significantly influ-

ences reliability of measurements (see section 1.4, p.24) and should therefore

be known in advance. Furthermore, to validate parallel performance in Phase

V: Implement and Evaluate we need to assert that measurements of the serial

and parallel application can be compared. This implies that we need to be able

to understand hardware behavior under serial and parallel workloads, as well

as asserting that the selected measurement methods are reliable in both cases.

• In Phase II-A: Application Analysis we propose an initial hardware allocation,

so that we can determine the speed-up required to meet the constraints. This is

achieved by temporal and spatial partitioning. To allocate resources, we need

to know in advance which resources are available.

• In Phase II: Software Analysis we have an opportunity to significantly limit the

design space if only task based parallelism is considered (see early elimination,

section 3.3.3). This elimination method requires serial measurement, measure-

ments of the framework overhead and the number of available cores, which are

all part of the output of this phase.
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• In Phase III: Serial Optimzation we optimize the low level instruction flow of

the application. Depending on the hardware architecture, part of this pro-

cess might be automated, either by the compiler or by the processor itself.

Understanding the hardware’s capabilities, as well as its supporting tools is

crucial to determine where the optimization effort should be focused on. For

example, if the hardware supports Out-of-Order execution (which dynamically

reorganizes and parallelizes instruction flows), there is much less to gain from

micromanaging instructions. The focus can be further enhanced by investigat-

ing which tools can be used to analyze the hardware’s behavior. As a result

mapping out these capabilities beforehand, saves a lot of time during the serial

optimization phase.

• In Phase IV: Parallel Optimization we use the cost model described in chapter 2

to evaluate the expected performance of the parallel opportunities we uncov-

ered in Phase II: Software Analysis. These opportunities are described using

parallel design patterns. In Phase IV they are mapped to actual implementation

patterns, for which we then define a cost estimation model. The cost estima-

tion model includes a number of overhead parameters and serial measurement

data. A number of these parameters are not directly related to the application

itself, but to the hardware resources and parallel frameworks that are used.

The hardware determines the parallel scalability (number of cores, number of

vector registers), while the framework lowers the parallel speed-up due to the

overhead involved. It is therefore crucial to have insight in these aspects prior

to the Parallel Optimization phase.

Due to the significant dependencies between the optimization process and the soft-

ware and hardware environment, we determined that this analysis should be per-

formed before looking into the application itself. A final argument to perform this

analysis separately, is that the hardware and development environment can be inves-

tigated independently of the application being optimized. The analysis only has to

be performed once for a given system. If the same hardware environment and paral-

lel frameworks are used for another application, the results from this phase can be

reused, saving time during future developments. In case of additions or changes to

the development environment, it is sufficient to remeasure the updated tools. Only if

the hardware environment itself changes, the entire analysis needs to be performed

again. However, if framework measurements are automated during the analysis of a

first hardware platform, the effort for new platforms can be reduced significantly.
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3.2.1 Hardware Analysis

The capabilities and limitations of the hardware are decisive factors when pruning

the design space. Rather than considering the application as an independent entity,

we link it to the target hardware early on in the design flow in order to optimize

resource usage. To simplify the optimization process we represent the hardware as

a limited set of parameters, including core count and the data width of the vector

units. An overview of the Hardware Analysis is shown in Figure 3.2. We take into

account four different aspects: Task Parallelism, Serial Performance, Instruction

Level Parallelism (ILP), and Vectorization.

Input Analysis Output

Analyse Task Parallel and Serial  Capabili�esHardware
Specifica�ons Task Level Parallel

Capabili�es and
Serial Performance

Specifica�ons

Collect All informa�on in Hardware Fact sheet

Core Count
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Analyze ILP Capabili�es

Compiler
Specifica�ons

Instruc�on Count

Instruc�on Level

Capabili�es

Instruc�on Types

Implementa�on Details

Other Performance A�ributes

Analyze Vectoriza�on Capabili�es

Data Width

Instruc�on Types

Prerequisites

Vector Capabili�es

Hardware Fact
Sheet

Implementa�on Details

Start

Finish

Figure 3.2: Overview of the Hardware Analysis Phase.
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(A) Task Parallelism and serial performance

First we look at general task parallel and serial performance. The work-flow is shown

in Figure 3.3.

Regarding Task Parallelism the core count is the primary factor to take into account.

However, not all cores are created equally (e.g. Intel Hyper Threading [Int16b;

KM03] or the AMD Bulldozer architecture [AMD16]). As explained in section 1.4.2

(p. 28) there is a difference between physical and logical cores. Logical cores share

execution units with one or more other cores, so they add less performance than

true physical cores [Val09; Smi10]. Execution of multiple threads on shared exe-

cution units is also called SMT. If SMT performance cannot be modelled reliably

we advise to optimize towards the physical core count and asserting that all perfor-

mance constraints are fulfilled without this additional performance boost as the non-

deterministic nature of the technology might not provide the required performance

guarantees. Once the optimization targets are met, the application can be adjusted

to make use of the additional resources. Additionally, we look for co-processors that

can be used for offloading specialized tasks (e.g. a DSP or GPU).

In our systematic approach, we do not take clock speed directly into account, as

it is implicitly included in the serial measurements used throughout our approach.

Clock throttling (e.g. Intel Turbo Boost [Int16e]) however, must be investigated as

it directly influences serial performance (see section 1.4.2, p. 25). We advise not to

take into account the performance gain provided by clock throttling to meet the ap-

plication constraints if its behaviour is non-deterministic (e.g. because it also takes

core and ambient temperatures into account) and base all performance estimates on

the minimal guaranteed clock speed.

Throughout our systematic approach we use a cost model based on Amdahl’s law.

Since Amdahl’s law assumes all cores are identical, correction factors are needed

in case of asymmetric processors, processors with variable clock rates or SMT. We

only use correction factors if these traits can be modelled reliably. If they are non-

deterministic, we optimize without these additional hardware improvements (e.g.

SMT disabled, clock frequency set to the minimum guaranteed value).

Finally, we also investigate the presence of other technologies that improve instruc-

tion throughput such as a branch prediction [Int15b; Fog16]. We also take note of

cache memory sizes and hierarchy, as this is important when considering task sizes

and data synchronization between cores.
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Figure 3.3: Analysis of Task Parallel Capabilities and Serial Performance
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(B) Instruction Parallelism

As mentioned before we distinguish two main types of instruction parallelism, both

of which can be used as parallel execution patterns:

• Instruction Level Parallelism (ILP): parallel execution of multiple indepen-

dent instructions, the instruction level equivalent of task parallelism.

• Vectorization: parallel execution of a single instruction on multiple data ele-

ments, the instruction level implementation of data parallelism.

The optimization strategy varies depending on the hardware properties.

Instruction Level Parallelism

For ILP the strategy largely depends on the type of processor that is used. If the

hardware handles ILP statically (e.g. the Analog Devices DSP used in Section 5) a

more detailed overview of the CPU’s and compilers capabilities is required compared

to an architecture that dynamically handles ILP on the hardware itself (e.g. the Intel

processor used in Section 6). An overview of the ILP analysis is shown in Figure 3.4.

If ILP is determined at compile time the approach is to primarily exploit the compil-

ers capabilities by transforming the code in such a way that it generates code with a

higher degree of parallelism. In our case study we manually analysed the assembly

language output and verified if the hotspots contained ILP. When this was not the

case we transformed the code using techniques such as elimination of conditional

structures, scope optimization of variables, loop merging and function merging (see

case studies in Chapters 5, 6) [Int15b]. On the processor side we need to know which

and how many instructions can be merged into VLIWs, information that is usually

available in the processor’s hardware guide. On the compiler side some additional

research might be required. Firstly, we need to know if the compiler generates all

supported combinations. Secondly, we need to know how well it handles depen-

dencies. Finally, we need to know if there are compiler tags or settings that can

influence it’s behaviour (e.g. tags to indicate independence of certain variables).

If ILP is handled at run time we can rely on similar transformations to improve per-

formance, however, as we have no direct control over how the ILP is introduced, an

approach using profiling tools is used instead. Knowing which types of instructions

can be combined gives some insight in the benefits of merging independent code

flows (e.g. merging similar functions will yield less results). However, the usage of

execution units not entirely deterministic in this case, so the degree of occupancy of

the execution units is a more important indicator.
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Figure 3.4: Analysis of Instruction Level Parallelism (ILP) capabilities

Vectorization

For vectorization we follow a similar approach. In frameworks such as OpenCL

most of the vectorization process is hidden from the developer, but understanding

the inner workings of the vector execution unit is important when evaluating the

benefits of vectorization prior to the actual implementation. Firstly, the theoreti-

cal speed-up is determined by the number of instructions that can be executed in

parallel. Performance, however, does not necessarily scale linearly as it is further

limited by the vector throughput delay and due to the overhead of transitioning

between the scalar and the vector domain (e.g. packing scalar values into a vec-

tor format). Secondly, the possibilities of vectorization are limited by the available

instructions. One particularly important set of instructions is that of masking, con-

ditional operations and selection. These operations can be used when vectorizing

a branching code path. When a branch is vectorized there is no other way than to

calculate all branches for all vector elements and selecting the correct output value

for each element from all calculated branches. Frameworks such as OpenCL handle

this automatically, but in case of manual vectorization the branching and selection of

the correct solution has to be coded by hand. Thirdly, performance of vectorization

might be dependent on the way data is arranged. An overview of the considerations

to make during the analysis of the vectorization capabilities is shown in Figure 3.5.
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3.2.2 Development Environment Analysis

(A) Profiling Tools

The main concern regarding profiling tools is that they can be disruptive to the ap-

plication. Execution times are usually longer when measuring performance of the

application. When using integrated measurement code the execution time measure-

ment overhead is added directly. When using a profiling tool on the other hand,

the application’s threads might be interrupted by the threads of the profiling ap-

plication. While the impact of the tool is relatively small when enough processor

resources are available, we found that it significantly disrupted thread scheduling

under heavy parallel loads. It is advised to thoroughly analyse the behaviour of the
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measurement tools under various conditions before committing to a tool. Because

we need both serial and parallel performance measurement, we use a single reliable

measurement method so that serial and parallel execution times can be compared

directly. In our case studies we found that high resolution timestamps provided the

best results. While storing timestamps to memory will inadvertently have an im-

pact on performance (e.g. caching effects), we found this approach to have far less

impact on threading behaviour. We minimized the impact by limiting the number of

measurement locations in each application run by first measuring at a very high level

in the application and then looking into each module independently, analyzing only a

single low-level component at a time. For more detailed analysis of the hardware be-

haviour (e.g. usage of execution units and pipeline bottlenecks) we used additional

specialized tools. An overview of the analysis process is shown in Figure 3.6.
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Figure 3.6: Overview of the Development Environment Analysis Phase.
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Task Level Parallelism: Our systematic approach requires performance estimates

during the parallel optimization phase and real-world measurements during the val-

idation phase. For performance estimates we need tools that are capable of mea-

suring the overhead introduced by the parallel framework (e.g. micro-benchmarks

[LAC11; Mar12; BRM12; DHP08]). For validation we need tools that can analyse the

threading behaviour itself (switching, idleness, locking, etc.).

Instruction Level: To properly analyse low level parallelism we need specialized

profiling tools. We look for tools that give us an insight in ILP (e.g. number of empty

ports, Cycles per Instruction (CPI)). We look also for tools that point out performance

bottlenecks in various stages of the instruction pipeline. Intel Vtune amplifier, for

example, gives the user statistics of every part of the pipeline (e.g. empty ports,

bottlenecks caused by division).

(B) Compiler

We look for tags that influence the compilers behaviour (e.g. to indicate indepen-

dence of variables). This might aid the compiler during the optimization process

and simplify the optimization effort required to meet the constraints, especially on

systems where ILP is introduced at compile time.

If additional features such as branch prediction are available on the hardware, we

look for additional techniques that aid in optimizing the management of these hard-

ware units. We look for compiler tags that aid the compiler during the optimization

process (e.g. compiler tags that indicate the most probable path in a branch). On the

Intel platform for example, it is recommended to eliminate branches whenever pos-

sible despite the presence of an advanced branch predictor [Int15b], as the cost of

loading the wrong branch can still be high. Furthermore, if no history of the branch

is present, the Intel architecture uses a static prediction model, similar to that in far

less complex architectures such as the Analog Devices DSP (e.g. the first case in a

conditional branch is the most likely target). This implies that general optimization

techniques such as placing the most likely code path up front are still recommended.

Since vectorization generally occurs at compile time we need a method to verify

which regions were parallelized. On the DSP platform the compile assembly code

was a direct indicator of the presence of vectorized code. The Intel compiler is ca-

pable of generating detailed vectorization reports. These reports contain a detailed

overview of vectorized code regions and code regions that were not vectorized and

the reason why. From these reports we can extract additional parallel opportunities

and identify dependencies that inhibit data parallelism.
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(C) Frameworks and Languages

Now that we have a compilation environment and a measurement environment we

need to analyse the available software frameworks, investigate how they perform

and select the most suitable frameworks accordingly.

First we look into the available vectorization frameworks (e.g. Intel TBB [Int15c],

OpenCL [Khr15], compiler intrinsics [Int16i; JZ08; Mic16b]) and thread parallelism

(e.g Intel TBB, OpenMP [Ope16]). Some frameworks include a range of ready-made

parallel design patterns. These should be listed and mapped to parallel patterns (see

Section 1.4, Figure 1.3.2). We then investigate the overhead of the various parallel

patterns (e.g. fork join, loop parallelism, thread pools). This is performed using

micro-benchmarks in small exploratory prototypes. For example, for the OpenMP

Fork Join construct we measure the time it takes to initialize the framework. For the

Fork cost we measure the average time it takes for each of the worker threads to

start executing the user code. For the Join cost we measure the it takes between the

last worker thread to finish executing user code and the instance the main thread

continues executing user code after merging all the threads.

Additionally, we look into the overhead of thread switching, locking mechanisms and

parallel data structures. These parameters might vary depending on the working

set size and memory access patterns [LDS07], so various scenario’s should be con-

sidered. This is preferably performed with data set sizes similar to the ones used

throughout the application being optimized. If these are known in advance more

accurate measurement data can be obtained by using relevant data set sizes for the

framework measurements. If the data sets are not known in advance we perform

measurements ranging from overhead without data sets to data set sizes that are

much larger than the amount of available caching memory. In case of a hierarchical

caching architecture, we especially look into set sizes that are equal to each of the

cache sizes, but also into data sets that are multiples (e.g. 2, 4, 8 times) of the cache

size to take into account the bottleneck effect of the cache when a lot of data needs

to be processed.

For serial optimization we discuss a number of common serial optimization tech-

niques and how they influence application performance and instruction parallelism.

Since serial optimization techniques are tightly bound to the hardware platform and

compiler and often well documented we recommend relying on the compiler opti-

mization guide or hardware manual for the serial optimization process.
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Summary of Phase I: Preliminary Analysis

In our proposed solution (section 1.2, p. 5) we listed generic hardware properties

as part of the requirements of a systematic approach. Although the Preliminary

Analysis phase by itself does not contribute directly to the state-of-the-art, it is a

crucial step in the optimization process. We have discussed in detail how each of

the subsequent phases depends on the output of the Preliminary Analysis phase,

thus showing the importance of prior analysis of the hardware and development

environment.

3.3 Details of Phase II: Software Analysis

This phase consists of the analysis of the application, an initial allocation and analysis

of the individual components. The structure of this phase was achieved through

analysis of our case studies.

For the application level we investigated a real-time data capturing plug-in (see

chapter 8). The application contains a large number of tasks, some of which are crit-

ically real-time. The initial implementation could not meet its real-time constraints

due to conflicting processes. This lead to the introduction of the application analysis

phase in our approach in which we organize tasks based on their requirements and

constraints. A similar method of decomposing and regrouping a parallel application

was proposed by Mattson et al. [MSM04]. In the first step, however, we restrict

the decomposition and grouping at the level of functional components of the appli-

cations. The internal structures of these components are investigated later on in

the approach. Based on the requirements for synchronization and data exchange

we incorporated dependency analysis at the component level and synchronization.

Finally, an initial allocation of the grouped components is proposed, taking into ac-

count their requirements and constraints.

The structure of the module analysis phase was derived from our findings in the

3D encoder case study (see chapter 6). Our initial exploration of the code lead to

the design of the cost estimation model that adds a qualitative measure to parallel

design patterns. To allow such cost estimation and qualitative evaluation, an op-

timization target must be defined for each component of the application. For this

purpose we need performance metrics of each component, as well as the amount

of assigned processing resources. By combining this information with the require-

ments and constraint definitions (which must therefore be gathered at the beginning

of this stage), we can determine the minimal required improvement for each com-

ponent. This need for a predefined optimization target in the cost estimation model
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effectively locks the component performance analysis and the initial allocation pro-

cess in place prior to the start of the optimization process. Once the optimization

target has been defined the components are analyzed. The decomposition into paral-

lel patterns relies on the work of Mattson et al. [MSM04]. We did not further expand

the state-of-the-art in pattern detection or recognition itself. However, the patterns

discovered in this phase are a crucial input for the optimizations that follow.

Finally, two notable steps were added to this phase as a result of our findings in

the 3D encoder case. Firstly, we introduced the search for generic algorithms at

multiple abstraction levels. Secondly, we defined early elimination based on parallel

efficiency for applications where only threaded parallelism is used. The purpose is

this step is to further simplify the decision making process and to lower the final

implementation effort, both of which are part of the requirements defined in sec-

tion 1.2.

We verified the work-flow of this phase using two additional cases, namely the Piano

Simulation model (see chapter 9) and bzip2 (see chapter 7). The former case study

required no further additions to our approach. The bzip2 case, however, required

performance measurement of data structures. We explicitly incorporated data struc-

tures in module analysis as part of the cost estimation process to assert that their

potential overhead is taken into account throughout the remainder of the optimiza-

tion process.

3.3.1 Application Analysis

Now that we have insight on the hardware platform we begin the analysis of the

application itself. We first investigate its high-level characteristics and functional

components. The lower levels, such as tasks and code flows, are covered later.

Constraint Definition: The first focal points in this phase are the specifications

and constraints of the application as a whole. Each component of the application

should meet these constraints and so should the sum of all components. We start by

collecting and analysing the global application constraints in the Constraint Report.

This report is later used as a strict guide when defining the constraints of individual

application components. An overview is shown in Figure 3.7.

Functional Decomposition: Once we have a clear overview of the application’s

software hierarchy we need to divide it into manageable blocks. During the par-

allelization process Mattson et al. first decompose the application into tasks, com-

monly on boundaries such as function calls and loop iterations [MSM04]. They later
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Figure 3.7: Overview of the Application Analysis Phase. A detailed overview of the
Functional Decomposition process is shown in Figure 3.8

regroup these small tasks into larger tasks. For the application level we follow this

principle, but separate the application on a functional level first, so primarily based

on abstract characteristics rather than low level code structures. We decompose the

application into functional units based on their individual specifications and require-

ments. We follow the Planar Architectural Pattern as proposed by Vincke;[VMB13]

in our approach at the application level. More fine grained task decomposition as

proposed by Mattson et al., is performed on each component individually later on

in the Module Analysis phase (see Chapter 3.3.3). The reason for the initial high-

level decomposition and Planar Architectural Pattern is that we want to separate

the application’s components (either in time or by hardware resource) as much as

possible to avoid interference between domains with different constraints. The low

level decomposition as proposed by Mattson et al. is used to identify parallel de-

sign patterns when optimizing each of the application’s components to meet their

individually defined constraints.

An overview of the functional decomposition process is shown in figure 3.8. Note

that the list of possible criteria shown in this diagram is far from complete. The
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specific types of components and their requirements are tightly bound with the ap-

plication domain. As our case study is located in the real-time media processing

domain, we will mostly encounter computationally intensive processing tasks, real-

time critical tasks, as well as low priority background tasks and user interfacing.

Component
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Figure 3.8: Overview of the Functional Decomposition Process.

Dependency Analysis: Although we can usually define clear boundaries between

individual functional components, they are rarely independent. Data exchanges be-

tween components are required in features such as user interaction, a graphical

display or off-line data storage of real-time data streams. This results in dependen-

cies between the identified components. This interaction between components is a

potential cause of constraint violation if not managed properly. We therefore care-

fully analyze the dependencies between each of the identified components and build
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a high level dependency tree. The most important dependencies are those that cross

component categories as this might cause performance or constraint issues. For ex-

ample, if a user interface component needs a snapshot of the data generated by a

real time component, this interaction may not have any adverse effects on the real

time behavior.

Component Performance and Timing Analysis: The final bit of information we

need before we continue to the allocation process is the performance of each indi-

vidual application component. We need this information in order to determine the

optimization targets. Generally an application is used for more than one use case.

If we want to cover all possible usage scenario’s we must assert that the data sets

used for these measurements are representative, so first we need to select the ap-

propriate input data. As we discussed in the overview of our systematic approach

(Section 3) the Worst Case Execution Time (WCET) is often used as a measure. Wil-

helm et al. provide an extensive overview of methods and tools to determine the

Worst Case Execution Time (WCET) [Wil+08]. If the constraints are less strict the

average execution time can be used instead.

The measurement data will be used throughout the optimization process and serve

as a reference for the performance improvements that are achieved. It is impor-

tant to clearly define the circumstances under which the measurements are taken.

In the Hardware Analysis Phase (see section 3.2.1) we investigated the presence of

technologies such as Hyper-Threading and Turbo boost. Unless they can be mod-

elled reliably we recommend disabling them during the optimization process and to

not consider the performance gain obtained by these technologies when evaluating

the application’s performance as they are often non-deterministic (see Figure 3.3).

Reliable modelling is generally difficult if unpredictable parameters such as core

temperature are taken into account. By asserting that the application meets the

constraints without these additional performance boosts, we can avoid violation of

application constraints in case their gain is lower than expected (i.e. when the CPU

temperature rises above a certain threshold, see section 1.4.2, p.25).

The starting point of any subsequent measurements must be identical. For example,

if Turbo Boost is disabled during the initial reference measurements it should also

be disabled during any follow up measurements as well. Additionally, the same in-

put data set should be used. During the measurements the limitations of the tools

should also be taken into account. A method that is not suitable for accurate mea-

surements in a parallel environment, should therefore not be used for these initial

serial measurements. In our case studies we opted for time stamps that were man-
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ually inserted into the code as these have proven to be less intrusive than profiling

tools, especially under heavy parallel workloads. When possible it is advisable to

use a measurement method that does not introduce any additional overhead. Ide-

ally this would be a hardware provision for storing timestamps without introducing

overhead, or an external device that can monitor the hardware without interfering

with its operation. However, these features are not always available.

3.3.2 Component Allocation

Once we have identified the components at the application level we need to define

a high level application structure and orchestrate the mapping of each component

so that the application constraints are met. An overview of the allocation process is

shown in Figure 3.9.

Functional Grouping: To reduce the complexity of the application we start by

grouping components based on the characteristics defined in the Component Prop-

erty Sheet (see Figures 3.7 and 3.8). We refer to these component groups as mod-

ules. Each of these modules will be considered as an individually parallelizable unit.

In addition to grouping the modules we also investigate their interaction and com-

munication requirements.
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Figure 3.9: Overview of the Module Allocation Process.
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Synchronization: The next step is to identify the synchronization requirements

between these software modules. These requirements can be derived from the High

Level Dependency Tree we created in the previous step. At this point we are not

concerned with the practical implementation of these synchronization mechanisms,

just by the nature of the data or command interchange. If there is any risk of re-

source contention, constraint violation or race conditions this should be specified

in the Allocation Report. Additionally, the frequency of the data interchange should

be investigated, as this is an indicator of the overhead and idleness synchronization

might cause.

Allocation: Once we have documented the interaction between all modules we can

look into the actual resource allocation. In order to meet all application constraints

a good practice is to separate the modules as much as possible and limit the in-

terference by interaction. Rushby discussed spatial and temporal partitioning as a

possible solution for efficient resource allocation in real-time environments [Rus99].

This principle is also followed by Vincke et al. in the Planar Architectural Pattern

[Vin12; VMB13]. A factor to take into account, is data locality. In case of frequent

interaction with the same dataset, tasks are best assigned to the same resources.

The synchronization requirements from the previous step should provide sufficient

indication whether this is required or not.

Allocation can either be performed statically or dynamically. Unfortunately the

choice is often determined largely by the hardware and software environment rather

than the application itself. If an operating system is involved, it is not always possible

to control both the spatial and temporal location of a task.

Allocating dedicated hardware resources to critical tasks is the best way to guaran-

tee that the constraints are met. However, in complex applications, there are rarely

enough resources for every single software module. On the other hand if some tasks

do not need that much processing power, allocating an entire CPU core is a waste

of resources. Allocation can quickly become a very complex matter and it is tightly

bound to the application domain as well. As allocation is a study on its own we will

limit our coverage to a limited guideline.

We create an overview of all modules and sort them based on priority and work load.

The most critical tasks should be allocated first, the least critical last. If static alloca-

tion (e.g. a fixed schedule) is not possible task priorities and core allocation are used

instead. In our case studies we found a top down approach to work best. We started

by asserting that the constraints of the critical processing tasks were met, taking

into account either a required or a desired speed-up. In the investigated applica-
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tion domain of media processing the core processing tasks usually occur in bursts

(i.e. a processing call when a new audio buffer is ready), so we were forced by the

surrounding environment to use temporal partitioning. Additionally, we only had a

single large processing component which had to be executed as fast as possible. As

a result we were forced by the application’s constraints to dedicate all processing

resources to a single task for short periods of time. As the other tasks were not crit-

ical and tolerant to longer response times we could safely run them as background

tasks at lower priority between the critical bursts. In order to make temporal parti-

tion work in an environment where we do not have full control of scheduling care-

ful management of the task priorities is required. In addition the synchronization

requirements (e.g. real-time components may not be blocked) should be followed

strictly.

3.3.3 Module Analysis

From this point on we attempt to optimize each module separately based on the

constraints and requirements that were defined on the application level.

Constraints: First we look into the constraints that apply to the module. These

constraints can be part of the software specification (e.g. maximum delay, respon-

siveness, ...) or constraints imposed by the hardware (e.g. memory size, number

of cores). It is also possible that additional, stricter constraints were determined

at the application level, for example during the allocation phase. We summarize all

constraints that apply to the module and select the strictest constraints in case of

conflicts.

High Level Opportunities: We then create an overview of the high level module

architecture in the form of a task graph. We look at large blocks such as function

calls, processing steps and the overall algorithmic flow without going into the in-

ternal low level detail such as instructions and short code segments. The primary

sources of information are the data sheets, flow charts and software specifications

of the module. Once we have sufficient understanding of the module we can con-

tinue with code analysis and profiling of the module. Our primary aim is to identify

tasks that work on independent data sets (e.g. multiple channels in audio, tasks per-

formed on individual elements of an array, etc.). If fully independent tasks are not

present we document any constraints that might prevent parallelism (e.g. output of

one task is needed as input for the next) and look for partial independencies. We

analyse these high level code flows and their properties as follows.
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1. Flow Analysis: We check if the module has a deterministic or highly variable

code path (e.g. depending on input data). For example, we check if operations

are skipped depending on the input data. We investigate whether the module

should be considered as a single algorithm or if it can be broken up in multi-

ple (potentially independent) steps (E.g. multiple layers of compression, see

section 4.2.3 or multiple independent audio streams). Using this information

we create a flow chart of possible and most used paths. If a module can be

broken up into multiple smaller modules we take additional serial performance

measurements to identify the most resource hungry regions.

2. Dependency Analysis: We investigate the dependencies between subsequent

processing steps or data streams, and mark them as candidates for inherent

parallelism if they are independent. If the output of one processing step is re-

quired for the next, we also investigate whether this can be avoided (e.g. when

it is only a dependency because the same location is used for storing tempo-

rary data) and at which level the dependency occurs. For example, if blocks of

1000 audio samples are processed in each step, the dependency might be on

the sample level and not the block level, in which case block processing could

be performed partially in parallel using a pipeline pattern.

3. Critical Path Analysis: Using the dependency analysis we identify the longest

serially dependent chain. This path often limits the maximum parallel speed-

up that can be achieved (see equation 2.5, p.39). It should therefore be one of

the focal points of the optimization process. Keep in mind that by improving

performance of the critical path, its execution time might no longer be the

longest serial dependency chain. We make note of any other long sequential

chains or near-critical paths in case their execution time reaches the critical

boundary because of optimization efforts on other parts of the module.

4. Algorithmic Analysis: To ease the implementation effort we look for generic

algorithms in the module (e.g. FFT, convolution, Huffman encoding) for which

accelerated implementations are already available (serial, vectorized or task

parallel). However, we never rely blindly on ready-made solutions as they are

not tailored to the specific needs of the application (e.g. data set size, cores,

workload per element). In some cases optimized serial code outperforms even

the best parallel implementation. To compare performance of the optimized

implementation and the original code create small exploratory prototypes with

representative input values (e.g. same data set size).
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Low Level Opportunities: Once we have an overview of the highest abstraction

level we look at the internals of the functions and processing steps. We follow a

similar approach to obtain an overview of parallel opportunities.

1. Flow Analysis: We investigate the data flow throughout the algorithm. We ver-

ify if the algorithm processes one or more (possibly independent) data streams.

We also investigate the influence of control logic as code path variations make

vectorization or parallel implementation more difficult.

2. Dependency Analysis: We investigate the dependencies between subsequent

computations, data streams, subsequent loop iterations, etc. and mark inde-

pendent operations as parallel opportunities.

3. Critical Path Analysis: We identify the longest serially dependent instruction

chain as it potentially limits the parallel speed-up that can be obtained.

4. Algorithmic Analysis: We look for low-level generic problems such as prefix

sums and sorting algorithms and verify if there are ready-made implementa-

tions that outperform the current one when provided with a similar dataset.

We also look for potential data parallelism and partial parallelism.

Parallel Patterns: The next step is to map the high and low level software archi-

tecture to parallel design patterns based on the dependencies and other properties

we investigated. In our approach we use the patterns proposed by Mattson and

Keutzer [MK09] (see figure 1.4, p.15). It is possible that the software architecture

can be mapped to several different design patterns. If this is the case we document

all parallel opportunities. In this phase we focus on identifying all possible parallel

candidates and are not yet concerned with selecting the most suitable one. We also

disregard potential implementation patterns for now. These decisions are made in

Phase IV: Parallel Optimization (see section 3.5.1). For each candidate we investi-

gate the synchronization requirements as we need to select suitable data structures

in the next step. We also look at the possibility of combining multiple patterns, gen-

erally combinations of high and low level opportunities. For example, a pipeline

pattern can be used to process multiple audio buffers simultaneously on 4 cores,

while two channels are processed simultaneously per core using data parallelism.

The result of this step is a hierarchical structure of design patterns.

Synchronization Patterns: In this step we determine the requirements of paral-

lel data structures that are needed by the selected parallel patterns in this module.

In addition, we investigate the synchronization requirements of data exchanges be-

tween the module under investigation and other modules. This is the only place
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in the module level where we cross the boundaries between multiple modules, as

constraints of all modules involved should be taken into account. Based on the

constraints an appropriate synchronization pattern is selected. The available par-

allel data patterns were analyzed earlier during Development Environment Analy-

sis. This might be a simple set of locking tools or fully-fledged parallel data struc-

tures. Most sequential data structures have a parallel counterpart. ParLab list the

Shared Queue, Shared Hash Table, Distributed Array, Shared Data and Memory Par-

allelism as the basic data structures [Par10]. However, many varieties of each struc-

ture exist for various use cases (e.g. fine grained, coarse grained or non-blocking

linked lists [MTV12]). To select the most suitable data structure we first look at the

functional requirements (access pattern, element order, variable or fixed size, ...),

followed by additional performance (e.g. access time) and synchronization require-

ments (e.g. non-blocking). As a general rule of thumb non-blocking patterns should

be used when crossing the boundary between modules with different constraints,

where the most critical module has priority over the others. If multiple patterns

meet the requirements we compare the overhead, taking into account a representa-

tive data element size, element count and access frequency.

(Optional) Early Elimination: While we aim to maximize performance on all lev-

els of the application, in some cases it might be desired to only optimize using thread

based parallelism (e.g. if the hardware does not provide instruction level parallelism

or if the software specifications do not allow the use of specialized instruction sets

for backwards compatibility). In this case the search area for parallel candidates can

be narrowed down significantly. If the overhead of the task parallel framework is

known and we have a minimal required speed-up, we can use Equation 2.4 (p. 41) to

determine the minimal serial execution time at which the speed-up can be achieved,

and as a result the abstraction level where task parallelism is beneficial.

Summary of Phase II: Software Analysis

We have decomposed the application into software modules based on their con-

straints, requirements and functionality. The modules have been allocated to re-

sources in a first allocation proposal and the optimization targets have been de-

fined. Within each of the modules we have identified potential parallel candidates

and have obtained both high-level and low-level performance characteristics. The

contributions to our goal defined in section 1.2 (p.5) are the identification of generic

software properties and the addition of software metrics, which serve as input to the

cost estimation and optimization process in the following phases.
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3.4 Details of Phase III: Serial Optimization

Although our approach is targeted at minimizing the implementations performed

prior to determining the optimal parallel solution, our approach includes a serial

optimization phase, furthermore it is performed prior to the parallel optimization.

As discussed in literature, optimizing serially before optimizing towards parallelism

has several benefits [Dom08; DO09; Int15b].

First of all, the in-depth analysis required for such an optimization effort aids in

getting familiar with the code and might uncover missed parallel opportunities. Sec-

ondly, serial performance has a significant influence on parallel execution. Profiling

unoptimized code might mark hotspots as suitable for parallelism, while serial op-

timization can eliminate them as candidates entirely, leading to different parallel

design choices. Figure 3.10 shows a scenario where changing the order in which op-

timization is performed results in different decisions. In this example the resulting

solution is suboptimal when parallelization is performed first.

In practice there might be scenario’s where parallel before serial optimization re-

turns better results, for example if dependencies are introduced through the opti-

mization process. In our case studies, however, we did not encounter any cases that

resulted in such issues. Often the order of optimization was irrelevant, meaning that

in both sequences the same result would have been the outcome. The only cases

we encountered were those where optimizing first, resulted in the optimal solution.

Based on our research it seems that serial before parallel optimization, as proposed

by Intel [Int15b] delivers the best results in most scenario’s.

An additional argument for this order is that the application domain under inves-

tigation. Real-time media processing involves short tasks that are often close to

the minimal task length at which task parallelism is still efficient. The closer the

task length is to the lower bound at which the desired speed-up can be achieved

(see Equation 2.4, p. 41), the greater the risk that design choices vary between

serially optimized and non-optimized code. In order to assert that the selected im-

plementation will be efficient, we need to estimate its performance, which can only

be performed reliably if we have performance data of the serially optimized code.

Since we do not have a method for estimating potential serial performance improve-

ment, the only reliable way to achieve this is to optimize serially first. Otherwise

we risk performing multiple parallel implementations before the optimal solution is

achieved in scenario’s such as the one described in Figure 3.10. We therefore de-

cided to follow the general guidelines by Intel and perform serial optimization before

parallel optimization.
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Figure 3.10: Influence of the optimization order on the optimization result

A final argument is that serial optimization can lower the relative impact of modules

with large variance in execution time. This lowers the complexity of a task-parallel

implementation as the reduced variance allows for more reliable task scheduling.

This is illustrated in the 3D Encoder case study discussed in chapter 6 (p.139). In

this case study the scheduler could not determine the exact execution times of the

tasks beforehand due to unpredictable code paths. Since the optimal task scheduling

solution required the duration of the longest remaining tasks we were forced to

use estimates instead. By serially optimizing the application we were able to lower

the relative performance variations between different frames, hence allowing us to

achieve more efficient parallel scheduling.
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Serial Optimization

This phase is tightly bound with the hardware platform and the recommended ap-

proach relies on the capabilities of the processor itself. As discussed in Phase I:

Preliminary Analysis automated hardware optimization either at compile time or at

run-time. While the most common optimization techniques are also used by the com-

piler, software complexity and uncertainties often inhibit the compiler from applying

them efficiently. The focus of the optimization process should therefore be adjusted

based on the hardware and compiler properties investigated in Phase I: Preliminary

Analysis.

As shown in figure 3.11 the serial optimization flow consists of four steps.
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Figure 3.11: Overview of the Serial Optimization Phase

1. Serial Analysis: We identify optimization targets using manual code analy-

sis and instruction level profiling. We focus on aspects such as improved in-

struction throughput, data reuse, reduction of control logic and cache aware

programming. [Int15b; KW03]. We add any newly discovered parallel opportu-
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nities to the Module Analysis Report.

2. Serial Optimization: We implement and test the uncovered opportunities.

We avoid vectorization for now as this conflicts with the opportunities of high-

level vectorization later on. Including vectorization gain in the serial baseline

reference leads to overestimation of the speed-up from high level vectorization

and therefore suboptimal design choices.

3. Evaluate Optimizations: Evaluate performance improvements of individual

optimizations and revert back to the original implementation in case of per-

formance degradation. Validate the output of the module and assert that the

output of the code block remains identical to the unoptimized code.

4. Update Measurements: We update the Module Analysis Report to match the

new situation.

While Amdahl’s law describes a system whose resources are improved, we can re-

consider the equation from the point of view of performance improvements in gen-

eral. From the equation of Amdahl’s law we can conclude that the overall perfor-

mance gain is limited by the fraction that can not be improved. Amdahl’s equation

expresses a law of diminishing returns [Gun02]. This means that additional improve-

ments (e.g. additional cores) result in relatively smaller performance improvements.

In equation 3.1 Ts is the serial execution time of the module, Sserial is the total

speed-up from serial optimization, s is the average performance improvement of the

optimized code and f is the fraction of the execution time that cannot be improved.

Sserial =
Ts

f · Ts + (1−f)Ts

s

(3.1)

Assume that we have improved 90% of the execution time by a factor of 2 and that

it cannot be improved further. In this case we will have achieved a speed-up of

1.82. Given an initial execution time of 1.0s, the new execution time is now 0.55s.

If we improve performance of the optimized section by an additional factor of 4 the

execution time is reduced to 0.21s, or a relative speed-up of only 2.61. The same

can be said from optimizing the 10% of the application that was not yet optimized.

Assuming the optimized execution time of 0.55s, improving the remaining 10% by a

factor of 2 as well, results in a relative improvement of only 10%. Often only a small

fraction of the code will be responsible for most of the load. The optimization process

should therefore be focused to the portion of the code responsible for most of the

load. While, this is a common guideline, there is no clear criterion to determine

when we have optimized sufficiently. To determine when to stop optimizing we need

to look at the impact serial performance has on the overall speed-up.



3.4 Details of Phase III: Serial Optimization 105

In order to determine a useful boundary serial optimization must be placed in per-

spective to the desired or required speed-up defined in Phase II: Software Analysis

and the expected performance improvements to follow in the parallel optimization

process. If the targeted speed-up is much larger than the theoretical upper limit that

can be achieved with parallelism (threading and vectorization combined), a more

thorough serial optimization effort will be required. Serial optimization should at

least continue until the product of the serial speed-up and the theoretical gains from

both task parallelism vectorization are larger than the required speed-up, preferably

taking into a safety margin to compensate for potential parallelization overhead.

This criterion is shown in equation 3.2 where Sserial is the speed-up obtained by se-

rial optimization, n is the number of cores assigned to the module and wvector is the

number of data elements that can be processed in parallel by the vector execution

units. For the following equations we assume that the module can be parallelized in

its entirety. We therefore add a safety factor ψ to take into account less than optimal

parallelization. If the selected safety factor is too optimistic, it is likely that another

iteration of the serial optimization process is required later on during the validation

phase. This loop-back is shown in the overview diagram of our approach (Figure

3.14). If no parallel patterns were found for the region under investigation during

the module analysis phase, the factors n and wvector should be left out of the equa-

tion. In that case the speed-up should be achieved entirely with serial optimization.

Srequired < ψ · Sserial · n · wvector (3.2)

We can now define the minimal required serial speed-up Sserial,min as follows:

Sserial,min >
Srequired

ψ · n · wvector
(3.3)

Once the minimal required serial speed-up of the module is determined, the minimal

required local improvement smin can be defined as:

smin =
(1− f)Ts
Ts

SSerial,min
− fTs

(3.4)

A module will often consist of several parts that are optimized separately. In this

case it can be useful to analyze the execution time of each of these parts separately

and determine the impact of optimizing each part on the global speed-up in order

to refine the optimization strategy. For a component consisting of k parts, the serial

speed-up is given by equation 3.5, in which Ts,j is the execution time and sj is the

gain factor of each individual part j of the module. The sum of all parts Ts,j is equal
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to Ts.

Sserial,min ≤ Sserial =
Ts

k∑
j=1

Ts,j

sj

(3.5)

Optimization should always be performed starting from the largest Ts,j down to the

smallest as they have the most significant impact on the global speed-up. Once a suf-

ficient speed-up is obtained we continue to the parallel optimization phase. If the re-

quired speed-up cannot be obtained, even when assuming the theoretical maximum

can be achieved for both vectorization and instruction parallelism (Equation 3.2) it

is advised to return to earlier phases and assign additional resources to the module.

Summary of Phase III: Serial Optimization

At this point we have an application that we split up into software modules in

Phase II: Software Analysis. We have identified possible parallel patterns in each

of these modules in Module Analysis. In this phase we have optimized the code

serially and updated the serial measurement data. This data will be used in the

next phase to determine which of the identified parallel patterns is most suitable for

implementation.

3.5 Details of Phase IV: Parallel Optimization

In this phase the data gathered in phases I to III is as input for the cost estimation

model discussed in chapter 2. This is the point in our approach where we effectively

perform the qualitative evaluation of the design patterns uncovered during analysis

of the application.

The structure of this phase is also mostly the result of our findings in the 3D encoder

case (chapter 6). The High-Level and Low-Level Opportunities are a direct mapping

from the High- and Low-level opportunities identified in Phase II: Software Analysis.

Multilevel parallelism was introduced after we realized that a lot of parallelism was

left unused if we only exploited the most efficient task-parallel candidate. In the

3D encoder case the additional level of parallelism was introduced in the form of

vectorization and high-level ILP.

The iterative elimination of candidates was a result of the analysis of the potential

solutions in the 3D encoder case. This approach, in which we take only the most

significant cost parameters into account initially and further refine the model as we

reduce the number of candidates, was introduced by means of fulfilling the require-
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ments defined in section 1.2 (p.5) that the systematic approach should simplify the

decision making process and limiting the required time.

Finally, the bottleneck elimination was introduced to perform a final evaluation of

the remaining candidates. In this phase we consider all overhead parameters and

attempt to minimize or eliminate them where possible. The aim is to maximize the

achieved performance of the final candidate prior to its initial implementation. This

way we can converge faster towards an optimized solution, while minimizing the

number of iterations to perform.

Thorough analysis of the bottlenecks has its advantages. Should any deviations oc-

cur between estimates and actual performance, the root cause can often be easily

identified by comparing the estimates with the measured data. The efficiency of this

iterative refinement is illustrated in the Piano Action case (see chapter 9).

3.5.1 Design Space Pruning

In this step we estimate the performance of each parallel pattern using the cost es-

timation model we described in detail in chapter 2. In addition to task and low-level

parallelism, we look into the possibility of multi-level parallelism. In our first esti-

mates we take little to no overhead into account. After each iteration, we introduce

additional overhead parameters into the models to further reduce the list of candi-

dates until only a few remain. An overview of this phase is shown in Figure 3.12. The

input for this phase are the parallel patterns identified in Module Analysis (section

3.3.3), the framework measurement data from Development Environment Analysis

(section 3.2.2) and the update serial measurement data from Phase III: Serial op-

timization (section 3.4). At this point in our approach we take the implementation

patterns into consideration. Depending on the abstraction level a different strategy

should be followed.

High-level Opportunities: First we consider opportunities at the highest abstrac-

tion level (e.g. functions, entire processing chains). We estimate the paralleliza-

tion cost of each parallel pattern by taking into account both the inherent pattern

overhead and the overhead of the suitable implementation patterns (see Figure 1.4,

p. 16). We take both thread-based and vector based implementations into considera-

tion and treat them as equal alternatives. Since ILP accelerates parallel instruction

streams within a very small scope, it is unlikely that we find suitable candidates at

this abstraction level.
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Analysis
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Input
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Parallel Candidates
and Synchronization Patterns

Figure 3.12: Design Space Pruning

Low-level Opportunities: Next we look at low level opportunities (e.g. internals

of loops and algorithms). To limit the number of opportunities we first investigate

at which level the available implementation patterns (thread pool, SIMD, etc.) are

useful. From the cost model proposed in chapter 2 we can derive the minimal serial

execution time Ts,min that results in a desired minimal speed-up Smin given the esti-

mated parallelization overhead (see equation 2.4, p.41). If the execution time of the

code region under investigation is below this threshold, the implementation pattern

should not be considered at this abstraction level. In practice this is most suitable

to determine the lower boundary where task-parallelism can still be considered as a

viable opportunity.

As an alternative to task-based implementation patterns we consider two other ap-

proaches. In addition to vectorization, we also consider High-level ILP as a potential

parallel implementation pattern. In some algorithms the CPU’s execution units re-

main underused, for in a tight loop with dependencies between iterations. In this

case merging or splitting loops and functions can result in a significant speed-up. If

the processing pipeline is stalled on an operation of one loop it can process opera-

tions of the other loop.
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Multilevel parallelism: In addition to multiple levels of task parallelism (e.g.

nested OpenMP [Tan+00; DGC05; DHP08]), we also identify possible combinations

of tasks and instruction parallelism. The addition of the instruction level to the opti-

mization process has several consequences. Firstly, we now have the SIMD pattern

and the high level ILP at our disposal in addition to the task parallel implementation

patterns. Secondly, the opportunities that are inefficient when implemented with

task parallelism might be suitable for instruction parallelism.

Elimination: Finally, we iteratively eliminate the most unlikely candidates and

combinations of patterns (e.g. high level tasks and low level vectorization) based

on their estimated performance. In case we identified generic problems with ready-

made solutions we incorporate performance measurements of these suites into our

comparison and elimination. Some patterns can be eliminated early on because even

the best case scenario without overhead provides a speed-up that is significantly

lower than the alternatives. We take into account the inherent pattern overhead

and gradually add other parameters. We eliminate the least efficient patterns until

a manageable set remains.

When comparing parallel opportunities with various implementation patterns the

following scenario’s can occur:

• Task parallelism is most suitable.

• Instruction parallelism (ILP or vectorization) is most suitable.

• Both implementations have similar performance.

• Both techniques can be combined.

If task and instruction parallelism perform similarly and combination of the patterns

is not desired or possible, instruction parallelism should preferably be used. A pro-

cessor core is a valuable resource and it might be used for other purposes if it is

not needed by the module under investigation. In the ideal scenario both techniques

can be combined, resulting in a multiplication effect of the individual speed-ups.

This scenario can either involve a multi-layered implementation in which the entire

algorithm is both vectorized and parallelized using the same design patterns, or a

combination of multiple patterns (e.g. a task parallel pipeline pattern combined with

channel-based vectorization in an audio processing application). During evaluation

of multi-level parallelism, all opportunities that cannot be exploited at the task level

should be taken into consideration for instruction parallelism.
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3.5.2 Bottleneck Elimination and Optima

(A) Bottleneck Elimination

In this step we perform a more in depth analysis of the overhead parameters of the

selected parallel patterns. Each of these patterns has an inherent cost which we aim

to minimize or eliminate entirely if possible.

Task Level For task based parallelism the optimization strategy depends on the

selected algorithmic pattern and the implementation pattern. In section 2.2 we dis-

cussed the parallelization cost of a number of patterns, including a number of ways

to minimize them. In addition to minimizing or eliminating the largest bottlenecks,

attention should be spent on minimizing the impact of factors that have a fairly large

uncertainty as this increases the accuracy of our estimates. This includes compen-

sating for highly dynamic work loads (e.g. by choosing a more suited task scheduling

mechanism) and resource contention (e.g. by using a lock free data structure). If

needed we return to previous phases to gather additional data or investigate alter-

native solutions, for example exploring alternative implementation frameworks for

the parallel regions that might be more efficient for the task at hand. Special care

should also be given to optimization of synchronization patterns. Selecting the most

suitable exchange pattern is not always enough. In order to minimize initialization

and access overhead refactoring of the surrounding code might be a more suitable

approach (e.g. passing pointers around rather than creating local copies of the data).

Instruction Level

Optimizing ILP involves two factors. Firstly, we should eliminate or minimize de-

pendencies in the instruction flow of the independent parallel tasks, as this improves

internal instruction parallelism. This is similar to optimizing for low-level ILP in

Phase III: Serial optimization. Secondly, merging multiple independent tasks into

a single instruction stream, must be performed so that instructions that share the

same resources are as far away from each-other as possible. This step is less crucial

on systems that automatically introduce instruction parallelism at runtime as it per-

forms the reordering automatically, provided the instructions are within the scope

of the execution buffer. On systems with a static execution order, however, properly

ordering instructions is crucial to achieving a performance gain.

For vectorization the approach is similar to that of task level parallelism. In sec-

tion 2.5.2 (p. 66) we discussed the most common vectorization overhead parame-

ters. We summarize some of the most notable techniques to minimize these over-
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head parameters. As characteristics of the vector instruction set might vary depend-

ing on the hardware platform, we recommend following the optimization guidelines

provided by the hardware manufacturer for additional techniques. Note that for

common algorithms (e.g. prefix sum) we advise using ready-made optimized vector

implementations as testing these implementations is often faster and easier than

manually estimating the performance gain of vectorized algorithms.

• Vectorization Latency: If the vector instruction set is based on a pipeline ar-

chitecture, grouping identical instructions improves throughput and partially

hides the vectorization latency. Additionally, instructions with long latency can

sometimes be avoided. For example, similar to scalar optimization, multipli-

cations are much faster than division in the Intel vector instruction sets. By

replacing division with multiplications throughput might improve. The vec-

tor instruction set might also contain more advanced instructions that can re-

place multiple scalar instructions (e.g. minimum and maximum instructions

and fused multiply-add instructions in Intel Advanced Vector Extensions (AVX)).

• Packing and Unpacking Overhead: If data is often accessed by vector in-

structions, the packing overhead can be reduced by optimizing the storage for

vectorization (interleaving and data alignment). Lowering the number of tran-

sitions between scalar and vectorized instructions also limits this overhead.

• Data alignment penalty: When using vector data types alignment is usually

managed by the compiler. When transferring data between scalar and vector

domains, however, this might not always be the case. Similar to the packing

and unpacking overhead, one could consider optimizing the data storage for

vectorization by aligning the data on cache lines.

• Branch unfolding: Vectorized branches require the code of all branches to be

executed for all elements, followed by selection of the correct results. Branches

introduce a significant cost and should be avoided. Branch elimination was part

of Phase III: Serial optimization, but if branches are still present in the vector-

izable region, additional optimization might be possible with vectorization in

mind. A possible approach is to replace the branches with advanced vector

instructions (e.g. minimum and maximum instructions). Another approach is

to minimize the code in these branches, for example by moving operations that

occur in both branches out of the branch so that they are executed only once.

• Refactoring cost: Workarounds for unsupported instructions are often costly

and sometimes impossible to avoid. If the conversion is too expensive, it might

be more beneficial to use a more complete but less wide instruction set instead

(e.g SSE instead of AVX, or scalar instead of SSE). If transition to scalar in-



112 3.5 Details of Phase IV: Parallel Optimization

structions cannot be avoided reordering the code to minimize the number of

transitions between the vector and scalar code can limit the additional packing

and unpacking overhead.

(B) Optima

Once we have investigated how the bottlenecks in the remaining candidates can be

eliminated or minimized it should be clear which pattern is most suitable for imple-

mentation. If multiple solutions seem to perform equally well we select the one with

the least uncertainties in its performance estimate for implementation (e.g. lower

chance of imbalance or resource contention). However, before continuing to the

implementation phase we first verify if all constraints are met. It is possible that

despite the optimization effort, our estimates indicate that the expected speed-up

is insufficient. In this case we advise performing additional iterations of the previ-

ous steps as shown in Figure 3.13. If all parallel opportunities are exhausted and

do not provide the necessary speed-up, we first attempt to further improve the se-

rial execution time. This is the most likely solution in case of a small performance

deficit. If there is a large deficit we should investigate whether we can assign more

resources to the module. We investigate whether there are modules that under-use

their resources. If this is the case and the failing module is scalable we assign addi-

tional cores to improve its parallel speed-up. Alternatively, if a time based schedule

is used we could consider assigning a larger time slot to the module. As a last resort

the functional requirements such as floating point precision, responsiveness and re-

fresh rate can be adjusted. However, this is not always a viable option, especially in

critical modules.

Another consideration to make is whether the proposed implementation uses its re-

sources efficiently. If the parallel speed-up of the final candidate is negligible or

performance of the parallel implementation is worse than the serial equivalent, par-

allelism should not be implemented. If no other parallel patterns are available for

the modules the resources should be reallocated to other modules instead. If paral-

lelism is inefficient (e.g. a speed-up of 1.5 using 4 cores) we first investigate whether

a similar speed-up can be achieved using less resources. Another consideration to

make is whether the speed-up that is achieved with inefficient parallelism is truly

needed for this module. If there are other resource hungry modules it might be

beneficial to assign more resources to those modules instead.
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Figure 3.13: Overview of the systematic approach with loop-backs in the optimiza-
tion phase.
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Summary of Phase IV: Parallel Optimization

In Phase II: Software Analysis we decomposed the application into software mod-

ules based on their constraints, requirements and functionality. Within these mod-

ules we identified parallel opportunities which we measured and mapped to patterns.

Each of the modules was then serially optimized in Phase III: Serial optimization. In

this phase we have compared the parallel candidates that we identified in Phase II

and selected the most suitable solution using the cost model described in chapter 2.

If the estimates obtained in this phase indicate that all constraints are met, we con-

tinue to the next phase and start the actual implementation of the parallel patterns.

The contribution of this phase to our requirements discussed in section 1.2 (p.5) lies

in the simplification of the design process through use of our cost estimation model.

3.6 Details of Phase V: Implementation and

Evaluation

In the final phase of our systematic approach we start the actual implementation of

the parallel design patterns selected in the previous phase. The implementation of

parallel patterns is postponed until the final phase in order to limit the implemen-

tation effort. This way we can avoid unnecessary or excessive refactoring of the

application code. This is achieved by thorough analysis and cost estimation through-

out the previous phases of the proposed approach.

After implementation we perform an in-depth analysis of the actual performance of

each module. Our primary concern is to verify if all module and application con-

straints are met. If the application performs as desired the optimization is finished.

If performance is lower than expected we first identify the modules that perform

worse than estimated. We then investigate the cause of this deviation by measuring

each of the parallelization cost parameters. Once identified we determine whether

or not the unexpected bottleneck can be reduced or eliminated, similar to how we

handled bottlenecks in the previous phase. If it remains impossible to meet the

module constraints, we will have to revisit previous optimization phases to either

optimize the application further or reallocate resources taking the new measure-

ment data into account. An overview of the loop-backs and their main indicators are

shown in Figure 3.14. The first consideration to make is the size of the problem.

If the performance deficit is small additional serial optimization might fix the issue.

For larger deficits additional resources can be assigned to the failing module. If the

problem persists we go through the alternative parallel patterns investigated during

the earlier phases taking the new performance measurements into account.
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If these additional optimization attempts are insufficient, non-deterministic acceler-

ators such as clock throttling and Simultaneous Multi-threading (SMT) can be used

to meet the minimal constraints, provided they are tested rigorously and can provide

a guaranteed minimal performance gain. Clock throttling is mostly useful if the bot-

tleneck is in the serial fraction of the application, while SMT can be used to improve

parallel regions that have room for additional scalability. To test the benefit of clock

throttling we advise testing the system under various conditions such as increased

core temperatures in order to determine the minimum guaranteed performance im-

provement (see Section 1.4.2).

In the worst case scenario where the required speed-up cannot be achieved after

multiple iterations, the hardware might be under-dimensioned for the tasks to be

executed. In this case other other measures might be required such as changing the

specifications of the application, preferably of non-critical components (e.g. lower-

ing the refresh rate of the graphical user interface). If more powerful hardware is the

only remaining option the performance measurements and estimates can be used to

determine whether improved sequential performance or increased core count would

provide a solution to the problem. However, hardware design changes are gener-

ally not made by the software developer, especially when the application is part of a

larger project (e.g. an audio-video receiver). As they are part of the larger project

scope and subject to external decisions we will not consider this worst case scenario

throughout the remainder of this dissertation.

3.7 Summary of the Systematic Approach

In section 1.2 (5) we expressed the requirements and needs for a systematic design

process that incorporates abstract representations and metric-based performance

estimates into a work-flow that simplifies the decision making process when opti-

mizing and parallelizing an application. In chapter 2 we proposed a cost model

that covers the need for a metric-based estimation method that takes into account

generic hardware and software properties. In this chapter we showed how the model

can be put into practice as a decision making tool using a step-by-step procedure.

By integrating the cost model into a systematic design process, we have covered

the need for a structured workflow that simplifies the decision making process, thus

fulfilling the final requirement defined in section 1.2. Our approach was designed

and tested using five case studies, each covering different aspects of our systematic

approach. In chapters 4 to 9 we will elaborate on these case studies to show the

efficiency and usability of our systematic design method.
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Figure 3.14: Overview of the loop-backs in the validation phase



Chapter 4

Introduction to the case

studies

In the following chapters we will illustrate our systematic approach using the case

studies that were performed throughout our research. With the exception of the

bzip2 case study, each of the applications involved were developed by Van den

Berghe R&D, the company where this research was performed. In each of these

studies we focus on a number of aspects of our systematic approach and elabo-

rate on the most notable points of interest. At the start of each chapter we give

an overview of the abstraction levels that were investigated in this case study and

which aspects are covered in detail in the remainder of the chapter.

In Chapter 5 we investigate the instruction level capabilities of a relatively static

hardware architecture in which parallelism is introduced at compile time. Addition-

ally, we compare the results of these optimization techniques on the more dynamic

Intel architecture, in which parallelism is introduced partially at run-time. This way

we aim to determine which techniques are suitable for parallelism at compile time,

at run-time or both. The application used for this case study is the 3D Audio Decoder

described in Section 4.2.1.

In Chapter 6 we investigate the 3D Audio Encoder (section 4.2.1). In this case study

we focus on optimization of a single module, namely the audio processing. Both

thread parallelism and instruction parallelism are discussed. This case illustrates

how the most suitable design patterns can be selected, how the most suitable im-

plementation can be selected and finally how unused opportunities can be exploited

using instruction parallelism.
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In Chapter 7 we discuss the results of a master student who parallelized Bzip2 using

our systematic approach. We show that despite the student’s limited experience with

parallel programming significant performance gains can be achieved by following a

structured guideline. We also discuss the impact of the students findings on the 3D

Audio Encoder case.

In Chapter 8 we elaborate on the Piano data capturing VST plug-in. Virtual Studio

Technology (VST) is a software interface for digital instruments and effects process-

ing that is used in audio recording and editing applications such as Cubase and

Reaper. The VST plug-in format was used extensively throughout our research as it

is one of the most frequently used audio plug-in environments in the audio process-

ing application domain. In this case study the optimization process is mostly limited

to application level optimization, without delving into the details of each module.

In Chapter 9 we follow the approach from start to finish on the piano simulation

model, which is also implemented using the VST framework. In addition to illus-

trating our approach, this case study shows how high-level instruction parallelism

performs compared to thread-level parallelism.

Before going into detail on the results from the case studies, we spend the remainder

of this chapter to discuss the measurement techniques that were used on each of

the hardware platforms. To further clarify the scope of this research, we conclude

this chapter with a detailed overview of the applications that were used in our case

studies.

4.1 Measurement Environments

As explained in chapter 1.4 (p.24) we performed our research on two platforms,

namely Analog Devices DSPs and Intel x86 Desktop processors.

DSP measurements were performed in two ways. For average loads and load dis-

tribution across the various application components and functions we used Visual

DSP’s built-in statistical profiler [Ana16b]. For detailed local measurements we

added measurement code to the application which time stamps in a statically al-

located array. Both methods use the hardware’s built in cycle counter to obtain their

data. We compared both methods and found they produced similar results. Since

parallelism is introduced by the compiler we used code analysis to verify which in-

structions were parallelized.

For the Intel platform we needed a much larger variety of measurement data as

we looked into both threaded parallelism and instruction parallelism. For the sys-
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tematic approach, two types of data to estimate parallel performance are required:

serial performance data and the parallelization cost. Serial measurement data was

obtained by manually adding timestamps to the code. This allowed us to analyze per-

formance in great detail, including performance variations of specific code regions.

We used the High resolution timer from the Microsoft API to obtain accurate timing

results with a resolution of 1µs or better [Mic16a].

We used micro-benchmarks to measure the overhead of thread-based implementa-

tion patterns. To measure the fork cost of a fork-join pattern, for example, we created

an exploratory prototype with a representative working set size. We then measured

the average thread creation time by taking time stamps before the parallel construct

and in each of the created threads.

Overall analysis was performed with the Intel VTune Amplifier. It allows identifica-

tion of hotspots, visualization of the application’s call tree and shows the average

load of loops and functions. This gave us a quick overview of the application’s per-

formance. We found profiling tools to be mostly useful for a general overview of

single core performance and to identify hotspots. While investigating threaded par-

allelism, however, we encountered some difficulties. Under relatively low parallel

load the results were reliable, but when multiple cores were under full load, the pro-

filing data became unusable, as the interruptions by the profiling software resulted

in abnormal task scheduling (e.g. some cores no longer being used at all for an

extended amount of time by the application under study) and gaps in the profiling

data. For a system under high load we found that a simple integrated data logger

was much more reliable. Even though the system calls and memory accesses of the

measurement code still have an impact on performance, we found that there was

much less disruption of the application’s parallel behaviour, compared to external

profiling tools.

For profiling ILP we also used the Intel VTune Amplifier [Int16f] which also allows

advanced analysis of low level performance of the processor, including Cycles per

Instruction, the usage of the execution units and potential bottlenecks. The latter

includes excessive use of components such as the divisor, memory bound bottlenecks

and bottlenecks caused by dependencies.

For vectorization we measured the improvement with instrumented code. Verifica-

tion of parallelism was performed using the Intel Compiler’s vectorization reports.
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4.2 Case Studies: detailed overview

4.2.1 3D Audio Codec

The first case study is a 3D audio codec developed by Van den Berghe R&D. The

algorithm is currently used worldwide in cinema’s and home theaters to deliver high

quality immersive 3D audio.

The aim of 3D sound, also called immersive audio, is to improve the listening ex-

perience. When playing back mono or stereo signals, most of the perceived sound

consists of room reflections. In a surround set-up these reflections are partially sup-

pressed by surrounding the user with speakers in a 2D plane. In existing surround

systems, such as Dolby Digital 5.1, the set-up consists of 3 front speakers, 2 rear

speakers and a sub-woofer for Low Frequency Effects (LFE). For 3D surround the

principle is taken one step further by suppressing reflections from the top as well.

This is achieved by surrounding the listener in a spherical speaker arrangement. In

a higher plane 4 additional speakers are added (2 front and 2 back). This configura-

tion (9.1 3D surround) is the minimal set-up required for immersive audio, but larger

configurations have been defined. The dome can be completed by adding a speaker

on the ceiling. Figure 4.1 shows an 11.1 3D speaker set-up . This set-up is similar to

9.1 3D, but it adds a Top speaker and a Height Center speaker.

The 3D Audio codec used in this case study is able to compress this enhanced 3D

signal into a regular 24-bit PCM audio stream, which makes the audio format back-

wards compatible with existing devices [Van14a; Van04; VV08]. Users with a de-

coder and 3D speaker set-up can enjoy the enhanced experience, while the stream

can be played as a regular 2D surround mix on existing devices.

The codec is frame based. The audio is divided in blocks of samples, typically 1024

samples for the consumer version and 2000 samples for the digital cinema format.

For the Cinema decoder this implies that at a sampling frequency of 48kHz a frame

must be decoded every 41.67ms. Up to three mono signals can be encoded into a

single mono PCM file [Aur11]. Mixing is performed by simply adding the different

signals. The information required to unmix these signals is stored in a data stream.

The dynamic range of 24 bit audio is about 140dB. Using this full range in real

life is impossible. Firstly there is almost no audio hardware capable of providing a

140dB range. Secondly, a range of 140dB above the noise threshold would result

in severe hearing damage. Thirdly, the maximum allowed loudness is limited to

much lower levels by law. As a result the lowest bits of the signal are below the

audible threshold and can safely be replaced with something else. The codec uses

this principle and stores an additional data stream in the lowest bits of the signal.
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This ensures maximum compatibility with existing systems, while maintaining high

audio quality. While the decoded stream is not bit-identical to the original source

file, the differences are extremely small and virtually identical to the human ear.

Height

Left Height
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Right

Top

Height Right

Surround
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Surround

Left

Center

Right

Right

Surround

Left

Surround

LFE

Figure 4.1: Speaker set-up for 11.1 3D surround

We looked at both the 3D Decoder and the 3D Encoder. Both algorithms have dif-

ferent, behaviour, requirements and target platforms. While both applications must

be able to perform in real time, the Decoder is generally used in relatively low-

performance embedded devices. The current implementation of the encoder on

the other hand runs on a general purpose system, either as an audio plug-in (e.g.

VST [Ste16] or Real Time Audio Suite (RTAS)) or as a standalone command line

application.

For the decoder the first area of distribution is the cinema industry. Introducing

new hardware platforms in the cinema industry is difficult for two reasons. Firstly,

due to the cost of such systems cinemas are unlikely to upgrade their hardware fre-

quently. Secondly, there are many supervisory bodies in the cinema industry that

impose strict rules and have to grant permission before a new system can be intro-

duced to the market. Therefore, the release strategy for the 3D codec was to run the

algorithm on existing hardware. The hardware, however, was not intended for such

computationally heavy algorithms, in addition other processes (such as audio water-

marking) make use of the hardware resources as well. In addition to the real-time

requirement, the decoder must therefore be able to run under strict resource con-
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straints, including limited CPU cycles and restrictions on the use of peripherals such

as the Direct Memory Access controller. The secondary market is that of consumer

electronics. Since not every hardware architecture supports the same optimiza-

tion methods and every hardware manufacturer might impose different constraints,

there was a need for a systematic method to map software properties to various

hardware platforms and environmental constraints (e.g. limited CPU cycles).

The encoder is the most computationally heavy and complex part of the codec. Even

though most recent Intel desktop processors are capable of running the codec in

real-time on a single core, there is a need for improvement. First of all, lowering the

execution time allows the audio mixing engineer to add additional audio effects to

the processing chain. Secondly, working close to the Real Time boundary is risky, as

interruptions by other processes might result in missed encoding deadlines. Shorter

execution times can therefore improve the reliability of the audio workstation.

Even though there is a fair amount of inherent parallelism available (i.e. multiple

audio channels), the serial nature of the internal algorithms, the complexity of the

application flows and the environmental constraints, makes the codec a challenging

case study for our research.

For the reference files we used an official 11.1 cinematic trailer. The unmodified

version was used as a representative example for average performance. We also

generated a modified version in which we excessively boosted the levels of each

signal. This results in a much higher encoding and decoding load due to, among

others, the built in limiter being triggered frequently.

4.2.2 Piano Action Model

(A) Background

In this case study we optimized a simulation algorithm of the action of a grand pi-

ano. The purpose of this application is not to virtually reproduce the sound of the

piano string as is the case with physically modeled virtual instruments (e.g. Pian-

oteq [Mod16]). Instead the aim is to physically model the piano action in order to

improve the accuracy of record and playback systems for acoustical piano’s. Figure

4.2 shows a grand piano action with its individual components. The main compo-

nents of the action are the key, the wippen and the hammer. The harder the key is

pressed, the harder the hammer hits the string. When the key is pressed, the ham-

mer and wippen rotate upwards. The jack transmits the force from the key to the

hammer. At a certain point the jack hits the capstan and rotates clockwise so that

the hammer can move freely from the wippen and hit the string. When it falls back,
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it is caught by the back check. The repetition lever makes it possible to strike again

without fully releasing the key. The damper is lifted when the key is pressed. This

allows the string to resonate as long as the key is held. By pressing an additional

damper pedal, the dampers of all strings can be held in place, allowing all played

notes to resonate freely, until the pedal is released. The components of the piano

action are made of wood. All contact points are covered with leather or felt. It is

clear that this is a very complex mechanical system to model accurately.

Figure 4.2: Grand Piano Action, ©Wikimedia Commons [Wik06].(1) Key, (2) Capstan,
(3) Wippen, (4) Regulating screw, (5) Jack, (6) Hammer flange screw, (7) Drop screw, (8) Hammer shank,
(9) Repetition lever, (10) Hammer, (11) Back check, (12) Damper lever, (13) Damper tray, (14) Spoon,
(15) Damper, (16) String, (17) Plate, (18) Agraffe, (19) Tuning pin and (20) Pin block.

The modelling algorithms: The algorithms upon which the simulation model is

based were developed by Guido Van den Berghe [VDM95]. The Digital Equipment

Corp. DECstation 5000/33 that was used at the time had a raw performance of ap-

proximately 30 Dhrystone MIPS and needed 15 seconds to simulate a single key for

1 second. While modern processors should easily be capable of simulating a single

key in real-time, simulating the entire instrument in real-time is still challenging.
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A grand piano contains 88 keys in total and the musician can press multiple keys

simultaneously. Furthermore, when a key is released, the action needs a certain

amount of time to return to its resting position, which increases the maximum num-

ber of keys that can move simultaneously. Finally, the system is described as a set

of second order differential equations. In the Matlab development code these equa-

tions are solved using the ode113 solver which uses the Adams-Bashforth-Moulton

method with a variable step and variable order [The16]. This numerical approxima-

tion method, while very accurate, has large variations in execution time depending

on the input. Furthermore, if not calibrated properly the solver does not always con-

verge. As this unpredictable load variation is not desired in real-time applications,

the C++ version used for our case study was implemented using the Runge-Kutta-

Dormand-Prince method of the fifth order with a fixed step size of 1.0× 10−5. This

algorithm is available in the boost library [DAR16] and is similar to Matlab’s default

ode45 solver [The16]. The load still varies depending on the position of the mechan-

ical components of the piano action, but the best and worst execution times can be

more easily determined.

(a) (b)

Figure 4.3: (a) Test setup used by J. Van Gool and (b) Final calibration setup.

Model Calibration: For the calibration of the model we used optical sensor rails,

mounted at various positions in the piano. In preparation of these case studies mas-

ter student Jonas Van Gool tested a prototype of the sensor setup and wrote a tool

to capture its output [Van14b]. He performed his research for the most part at

McGill University, Canada. Tom Beghin, associate professor at McGill University

and renowned pianoforte performer provided feedback from the artistic point of

view, while Marcelo Wanderley, professor in Music Technology, provided Jonas with

the necessary logistical support. The sensor setup was built using a commercially

available state of the art sensor rail and solenoid-actuators. During his research,
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Figure 4.4: Influence of solenoid temperature (°C) on actuator velocity (measured
MIDI velocity) [Van14b].

however, he encountered a number of issues. First of all, because we did not have

access to the low-level parametrization of the actuator set-up, we could not realize

the accurate control required for a closed-loop sensor-actuator set-up. The actuator

set-up also failed to compensate properly for the heating of the solenoid coils. The

solenoids heat up when actuated. The increase in temperature changes the actua-

tor’s characteristic. The actuator-setup has an open-loop controller to compensate

for this behavior, but it was designed for the much heavier keys of a grand piano,

not for a pianoforte. Figure 4.4 shows the resulting deviation in measured velocity.

Secondly, we found the sensors to be very sensitive to noise. The rail can transmit

internally calculated velocities or a raw data stream. As shown in Figure 4.5 re-

peated hits at the same actuator speed resulted in significant variance in internally

measured velocity. For raw data the set-up was limited by the MIDI bandwidth. Not

only did this limit the amount of measurement data that could be transmitted in real-

time, the limited bandwidth and lack of time-stamps also resulted in sample timing

errors. In conclusion, the set-up was deemed unsuitable for our case study.
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(a) (b)

(c) (d)

32 different velocity values, 20 subsequent hits per velocity value.

(a) Deviation of subsequent measurements for fixed solenoid velocity on the

same key when calculated by the sensor rail;

(b) Deviation of subsequent measurements for fixed solenoid velocity on the

same key when calculated from raw sensor data;

(c)Probability that a measured velocity is the result of the actuator velocity

on the X-axis when calculated by the sensor rail; and,

(d) Probability that a measured velocity is the result of the actuator velocity

on the X-axis when calculated from the raw sensor data.

Figure 4.5: Measurement data from the sensor set-up prototype.
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Based on these findings a new sensor rail with infrared sensors was developed at

Van den Berghe R&D fulfilling all necessary requirements: sufficient bandwidth to

transmit data from multiple sensors of an entire piano, high resolution so that even

the smallest movement can be detected and finally a very high signal to noise ratio.

Because of the unforeseen delay caused by the calibration set-up, we were forced

to limit the case study to the simulation model, rather than a close-loop embedded

implementation. Because the simulation model was still under development at the

time of writing, we used a simplified model of the grand piano action for our case

study. For example. the piano key in this simplified model is replaced by a direct

upward force on the wippen and the string is replaced by a rudimentary damper-

spring combination. We then fitted the simulation model parameters such as weight,

elasticity, viscosity and friction to the highly accurate sensor data obtained from the

new sensor rails.

(B) Piano Case Studies

The aim primary of the piano modeling case study was to investigate the perfor-

mance of the simulation, verify if it is indeed possible to simulate an entire instru-

ment in real-time, improve its performance so that more advanced algorithms can be

implemented in the future and to address any potential load balancing and schedul-

ing issues on multi-core systems. For this purpose we selected a representative

piece of music, namely a MIDI rendition of Rachmaninov’s Piano Concerto No. 3

in D minor composed by Sergei Rachmaninov as performed by Robert Finley. The

piece contains a large variety of common techniques from slow melodies to fast

paced chord progressions that are very demanding for the pianist, or in this case the

simulation algorithm. The MIDI input is translated into the force that is applied by

the key on the wippen in real-time.

In addition to the simulation algorithms we used the calibration tools for our case

study. The calibration data for the physical model was obtained using a sensor array

developed by Van den Berghe R&D. The array takes measurements of 4 different

positions of up to 88 keys and transmits them to a PC over a high-speed USB link.

The data is captured in a VST audio plug-in, where it can be synchronized to an

audio recording. Additionally, the data is decoded, stored and plotted on a time line

to allow detailed analysis. The capturing has to be real-time with minimal delay and

must be processed at the pace of the incoming audio blocks. Data conversion and

plotting on the other hand, should not interfere with the incoming data stream. This

requires an elaborate data synchronization mechanism between real-time and non

real-time domains, making it an ideal case study for the application level.
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4.2.3 BZip2

For the final case study master student Glenn Oste parallelized BZip2 to verify our

proposed systematic approach. He was given the source code of Bzip2 [Sew10] and

asked to follow the systematic approach and make suggestions for improvement.

As the available time was limited we limited the optimization process to task level

parallelism. The results are discussed in chapter 7, a more detailed report can be

found in the student’s paper [OMT16].

BZip2 is a block-based compression algorithm. Block sizes between 100-900kB can

be selected. The algorithm uses multiple layers of compression [Wik16]. First the

data is compressed using Run Length Encoding. The second step is a Burrows

Wheeler transformation which rearranges the block contents into groups of similar

characters. The Move To Front transformation replaces symbols with their index in

an array of characters occurring in the block. If a character is processed it is moved

to the front of the index array. The result is a stream with many symbols in the low

integer range, which can be encoded more efficiently. Another run length encoding

is then performed, followed by Huffman coding. Once the appropriate Huffman ta-

ble is selected, a base 1 encoding of the selected table is performed. The Huffman

code lengths are then compressed using delta encoding. Finally, a sparse bit array

is generated that indicates which 8-bit characters were used inside the block.

Although the application does not reside in the real-time domain, it’s block based

nature make it very similar to the 3D audio codec on the highest abstraction levels.

On the lower levels a number of different of sub-algorithms are used, which might

provide additional opportunities for parallelism.
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Figure 5.1: 3D Audio Decoder Case Study Overview

The subject of this case study is a real-time 3D audio decoder (section 4.2.1, p.120).

This case study served as an initial exploration of instruction parallelism in sup-

port of our systematic approach. The case study focuses on (low-level) instruction

parallelism, as serial optimization. The abstraction levels and their related phases

are shown in Figure 5.1) . We investigated instruction level optimization on two

architectures that handle instruction parallelism very differently: a DSP that han-

dles it at compile time and an x86 CPU that handles it at runtime using dynamic

129
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dependency analysis. Our aim was to investigate which techniques are applicable

to only one side of the hardware spectrum and which techniques can be general-

ized. This case study was the initial investigation that led to the findings in chapter

2.5 (p.64) regarding high-level instruction parallelism. This case study also forms

the foundation for Phase III: Serial Optimization (section 3.4, p.101) and as well as

the guidelines regarding instruction parallelism in Phase IV: Parallel Optimization

(section 3.5, p.106).

5.1 Decoder Optmization: Introduction

The original code was written for an x86 environment and then ported to the Sharc

DSP. The DSP code was already optimized by G. Van den Berghe before the start of

this project to allow the code to run in real-time. These optimizations included mem-

ory, register and program flow improvements. In total a speed-up of 32 was achieved

on the DSP for regular decoding and 60 for more complex decoding schemes. We

used this code as a starting point for our research. The application is designed using

an event-based implicit invocation pattern (see Figure 1.4, p.16) and contains I/O,

user interfacing, asynchronous control and processing components. Separation is

obtained with priority levels. For this case study we only focused on the processing

component, which can be split up in 7 steps: Content Detection, Cyclic Redundancy

Check (CRC), Data Validation, Meta-Data Processing, Lookup Table Generation, Vari-

able Length Decoding and Audio Decoding. For a more detailed overview of the ini-

tial optimizations and the application level, we refer to our research paper on this

subject [Mer+13].

5.2 Optimization method

Starting from already optimized code, we wanted to investigate if additional op-

timization was possible by improving low-level parallelism. We first optimized on

an ADSP-21489 (section 1.4.1, p.24), capable of Instruction Level Parallelism (ILP)

through Very Long Instruction Word (VLIW) and Single Instruction Multiple Data

(SIMD) on 2 data elements. We looked for parallel opportunities in the C-code and

investigated parallelism in the compiler’s assembler output. We found that the com-

piler correctly identified most trivial opportunities, but in more complex scenarios

this was not always the case. This gave us room for further improvement. After

optimizing the code on the DSP we ported the same optimizations to an Intel i5-

3350P (see 1.4.2), which handles ILP at runtime. Finally, we compared the results
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on both platforms. We must emphasize that it is difficult to exclude the influence of

differences in compiler and hardware architecture. Our main aim is not to provide

an absolute comparison of optimization gain between the two platforms, but to de-

termine which techniques are still valid on self-optimizing architectures such as the

Intel CPU.

5.3 Optimization results

Component
Compiler Manual

No optim. Optim. Speed-up Optim. Extra Speed-up

Content detection 4.32 3.06 1.41 1.85 1.7

Cyclic Redundancy Check 14.51 6.23 2.33 6.21 1.00

Data validation 20.22 5.34 3.78 2.42 2.2 (a)

Meta-data processor 15.13 7.40 2.04 1.89 3.9 (b)

Lookup table generator 13.48 7.89 1.71 4.64 1.7

Variable length decoder 69.01 21.78 3.17 15.66 1.4 (c)

Audio decoding 43.28 9.12 4.74 3.66 2.5 (d)

Other 13.36 3.99 3.35 4.07 1.0

Total processing 193.30 74.35 2.60 40.40 1.8

Memory transactions 44.55 25.65 1.74 20.43 1.3

Total 237.85 100.00 2.38 60.83 1.6

Table 5.1: Load of the sub-modules on the Analog Devices DSP, normalized relative
to the total load of the compiler optimized code.

Compiler Gain Validation Meta-data Variable length Decoding Total

DSP 2.6 2.2 (a) 3.9 (b) 1.4 (c) 2.5 (d) 1.9
Intel 2.6 1.5 5.5 1.00 1.3 1.2

Table 5.2: Comparison of speed-ups obtained by manual optimization on DSP and
x86 processors. Total speed-up is for processing modules only.

Table 5.1 shows the load on the Analog Devices DSP of all components with and

without optimization, including the obtained speed-ups. Results are normalized in

a range from 0 to 100.00, where 100.00 is the total load of the compiler optimized

code prior to the optimizations described in this section. Table 5.2 shows the im-

provement of the same optimization techniques on the Intel platform. The improve-

ment introduced by the compiler on the baseline reference code is similar on both
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platforms, but most of the optimizations seem much more effective on the DSP than

on the Intel platform.

We disabled all compiler and manual optimizations to verify the impact of optimiza-

tions by the hardware itself using Intel VTune amplifier. We found that despite the

lack of compiler optimization there is a significant amount of low level parallelism.

In functions such as Audio Decoding and Variable Length Decoding the CPI is al-

ready close to 0.5 on average, which means that approximately 2 instructions are

retired per clock cycle. This shows that the out-of-order execution unit successfully

introduces parallelism without any help of the compiler.

In the remainder of this section we will elaborate on the most notable differences be-

tween both platforms. For an detailed discussion of all DSP optimizations, including

memory and Direct Memory Access (DMA) we refer to our research paper [Mer+13],

Instruction Level Parallelism (ILP)

The following techniques allowed us to increase ILP on the DSP.

1. Elimination and optimization of conditional statements

2. Merging or splitting loops

3. Introduction of temporary variables

4. Moving operations to a higher scope

5. Unrolling loops to maximize parallel register usage

In Data Validation samples are processed differently depending on their position in

the frame. This was implemented using conditional statements inside the processing

loop. We split the loop to avoid frequent jumps and to increase ILP, resulting in a

speed-up of 2.2 on the DSP. (see code excerpt 1). On the Intel CPU the performance

improvement was only a factor of 1.5. The CPI was approximately 0.47 without

compiler optimization and showed no improvement when optimization was enabled.

The CPI only improved by a factor of 1.04 after manual optimization. The reason for

this lower performance gain is likely due to the automated parallelism. Compared to

the DSP platform there seems no need on the Intel platform for manual fine-tuning

of the instruction flow due to the advanced out-of-order execution unit. The analysis

showed no issues with branch prediction in the unoptimized code, but the speed-up

obtained from manual branch reduction was significant nonetheless.

In the Meta Data Processor we replaced a conditional structure with a built-in

instruction to calculate the minimum of two values and rearranged the remaining

conditional logic, placing the most likely case up front.In addition, we optimized a

loop with bitwise operations and conditional structures with highly parallelizable
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Code excerpt 1 Loop optimization and elimination of conditional statements.

/ / Unoptimized Loop
int r = 0;
for ( int i = 0; i < Max; i++) {

i f ( i < N) { / / only accessed for f i r s t N elements
r = Process1(data[ i ] , r ) ;

} else if ( i mod R < X) { / / accessed X times every R elements
r = Process2(data[ i ] , r ) ;

} else { / / accessed in a l l remaining cases
r = Process3(data[ i ] , r ) ;

}
PostProcess (data[ i ] , r ) ;

}

/ / Optimized loop . Faster on Intel (1.48) , much faster on DSP (2.20)
int r = 0;
for ( int i = 0; i < N; i++) { / / handles the f i r s t N elements

r = Process1(data[ i ] , r ) ;
PostProcess (data[ i ] , r ) ;

}
for ( int i = N; i < Max; i += R) {

for ( int j = 0; j < X; j++) { / / handles X elements
r = Process2(data[ i+j ] , r ) ;
PostProcess (data[ i+j ] , r ) ;

}
for ( int j = X; j < R; j++) { / / handles R−X elements

r = Process3(data[ i+j ] , r ) ;
PostProcess (data[ i+j ] , r ) ;

}
}

code that operates on multiple bits simultaneously. Even though the number of

operations increased significantly, their parallel execution combined with reduced

branches and iterations resulted in a total speed-up of 3.9 on the DSP. On the In-

tel processor the effect of this optimization was even greater. A speed-up of 5.8

was achieved due to its more advanced ILP capabilities. The Intel VTune amplifier

showed that the CPI improved by factors up to 1.6 which explains part of the perfor-

mance improvement. The remainder can be attributed to reduced branch prediction

errors as indicated by VTune.
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The Variable Length Decoder contains short but frequently accessed loops with

binary masking and mathematical operations (see Code Excerpt 2). Storing them in

temporary variables instead of calculating them when needed, allowed for more ILP,

resulting in a speed-up of 1.1 on the DSP. Moving mask calculations outside their

conditional statements allowed the compiler to execute them in parallel with other

instructions, so they are calculated at no extra cost even when they are not needed.

This resulted in a total speed-up of 1.4 on the DSP. On the Intel CPU, however, we did

not see any improvement, likely due to the automated ILP introduced by the out-of-

order execution unit. We found that the CPI remained close to 0.5 despite compiler

and manual optimization, so there was no added benefit from micromanaging the

variables. Since this component is responsible for a large part of the execution time

this module has a significant impact on the global speed-up.

Code excerpt 2 Scope optimization and temporary variables

/ / Unoptimized Code
int index = 0; int OutputIndex = 0;
while ( . . . )
{ / / always accessed

index = calculateNextIndex ( ) ;
i f ( index & mask2)
{ / / accessed occasionally

Output[OutputIndex] = ( index & mask3) ;
index = startValue ; / / reset counter
OutputIndex++;

}
mask = mask >> X;

}

/ / Optimized Code. Much faster on DSP. No effect on Intel .
int index = 0; int OutputIndex = 0;
while ( . . . )
{ / / always accessed

index = calculateNextIndex ( ) ;
mask = mask >> X;
int t2 = index & mask2;
int t3 = index & mask3;
i f ( t2 )
{ / / accessed occasionally

Output[OutputIndex] = t3 ;
index = startValue ; / / reset counter
OutputIndex++;

}
}
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Vectorization

Loop vectorization was often difficult to introduce as it requires independent and

interleaved data. In Cyclic Redundancy Check (CRC) and Data Validation, for exam-

ple, Single Instruction Multiple Data (SIMD) was impossible due to dependencies

between loop iterations. Furthermore, the use of lookup tables in the CRC violated

the requirement for interleaved data, since two consecutive iterations might need

data from entirely different table locations. SIMD also requires both computational

units to execute identical instructions, adding differences in code flow (e.g. if-clauses

or switches) to the list of restrictions. This prevented the use of SIMD in, among oth-

ers, the Meta-Data processor and Variable Length Decoder. We used the following

techniques to enable SIMD.

1. Elimination of conditional structures

2. Avoiding dynamic array indexing (e.g. lookup tables)

3. Adding pragma tags to loops to give the compiler information on iteration

count, data dependencies, etc.

4. Splitting loops if only partial vectorization is possible.

The Audio Decoder contained one of the rare opportunities for vectorization in

this application. It consists of two parts. Performance of the first part could not be

improved due to the high level of ILP already present and because data dependencies

between iterations prevented vectorization. In the second part, however, we were

able to introduce SIMD by replacing conditional structures with built-in instructions

and adding tags to force vectorization (see Code Excerpt 3). Combined with the

use of temporary variables to improve ILP this resulted in a speed-up of 3.9 for the

second part and a total speed-up of 2.5 of the Audio Decoder. On the Intel, however,

the CPI rate was already in the 0.5 range, so there was not much to gain from

additional ILP. Additionally, the gain from vectorizing the second half of the loop

was minimal due to the significant overhead of data packing and conversion. This

resulted in a relatively low additional gain of 1.3.

High-Level Parallelism

The inherent parallelism of the decoder lies in simultaneous processing of multiple

audio channels. We investigated whether the instruction level was a suitable candi-

date for this type of parallelism. If the processing of 2 channels can be performed

entirely using SIMD (further referred to as channel-based SIMD), a speed-up of fac-

tor 2 could be obtained.

The following aspects prevent the use of channel-based SIMD.
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Code excerpt 3 Loop vectorization

/ / Unoptimized Code.
/ / Out[ ] is an integer array , factor is a floating point value .
for ( int i = 0; i < end; i++) {

int var = ( int ) ( ( float )Out[ i ] * factor ) ;
. . . / / other operations on Out[ i ]
i f ( var > maxValue)

var = maxValue;
i f ( var < minValue)

var = minValue;
. . . / / other operations on Out[ i ]
Out[ i ] = var ;

}

/ / Optimized DSP Code
#pragma no_alias
#pragma vector_for
for ( i=0; i < end; i++) {

int t1 = ( int ) ( ( float )Out[ i ] * factor )
. . . / / other operations using temporary variables
int t2 = __builtin_lmin ( t1 ,maxValue) ;
t1 = __builtin_lmax ( t2 ,minValue ) ;
. . . / / other operations using temporary variables
Out[ i ] = t1 ;

}

1. Non-interleaved channel or parameter storage

2. Differences in code flow between channels

3. Dynamic array indexing

Except for a few short sections, code flow differences prevented efficient channel-

based SIMD in nearly all modules (see Section 2.5.2) except CRC and Data Valida-

tion. However, they both use dynamic array indexing. Since SIMD can only operate

on adjacent addresses, it cannot be used here. Furthermore, for SIMD both channels

must be interleaved, so data conversion or a rewrite of the entire data flow including

non-SIMD functions would be required.

An alternative approach would to process multiple channels in the same function

using ILP. We identified the following limitations.

1. Differences in code flow between channels

2. Registers needed per channel

3. Degree of ILP in single channel code

Again the highly dynamic code flow prevented efficient channel-based parallelism in
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most modules except for CRC, Data Validation and Audio Decoding. For a single CRC

only a few instructions can be executed in parallel. Calculating CRCs of 2 channels

in the same loop increased ILP, resulting in a speed-up of 1.5. The speed-up ob-

tained from 3 channels was negligible and 4 channels resulted in slight performance

degradation caused by the limited amount of registers. Data Validation has a similar

flow and showed a speed-up of 1.5 for 2 channels. In the Audio Decoder, however,

combining 2 channels resulted in a performance drop of 10%. The high degree of

ILP in single channel-processing left only a few opportunities for additional paral-

lelism. Furthermore, a single channel already uses most registers, resulting in a

penalty from register swapping when adding a second channel. Due to these limited

opportunities the global speed-up obtained by adding channel-based parallelism is

limited to only 1.1 compared to processing the channels serially.

Although we identified a number of opportunities for channel-based parallelism for

both SIMD and ILP, the approach was unsuitable for most of our application due

to its dynamic nature. Additionally, functions that already use SIMD and a high

degree of ILP for single channel processing, would not benefit from high-level par-

allelism, since it would simply replace the parallelism already present in the single

channel version. Furthermore, this channel-based parallelism requires a second

channel (both data and parameters) to be stored in on-chip memory. Because the

relatively small performance improvement does not justify the large amount of addi-

tional memory required, we decided not to look further into this approach.

5.4 Conclusions

We identified several ways to introduce additional parallelism on the instruction

level and identified its limitations. While investigating channel-based parallelism,

we found that the instruction level was suitable for parallelizing sections with rela-

tively static code flow. Highly dynamic flows, however, could not always benefit from

channel-based parallelism. We found ILP to be less restrictive than SIMD, but hard-

ware limitations (e.g. amount of registers) and the parallelism already present in

single-channel processing, limited the speed-up that could be obtained. When more

complex parallelization schemes on the instruction level (e.g. high level vectoriza-

tion) are taken into consideration, the trade-off between the expected speed-up, the

additional memory use and the refactoring effort should be taken into consideration.

Micro-management of variables was found to be inefficient on the Intel platform,

even though it showed significant performance improvements on the DSP. Variable

optimization in a large scope (i.e. beyond the scope of the Out-of-Order execution
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unit) showed significant improvements on both platforms. Branch and loop opti-

mization also resulted in significant performance gain on both platforms, despite

the presence of advanced loop and branch optimizing hardware on the Intel proces-

sor. Local vectorization on the Intel platform was limited mostly by the packing and

unpacking overhead.

The Decoder had room left for additional parallelism which could not be exploited

efficiently on the instruction level. Highly dynamic code is more suitable for indepen-

dent execution, making the Task level a more suitable candidate (e.g. mapping the

channels to multiple DSPs or processor cores). Other types of applications, however,

might benefit from channel-based ILP, so this is still a useful analysis to perform

instead of mapping this type of inherent parallelism directly to the task level.

The main contribution of this case study is in the simplification of the decision mak-

ing process, as defined in the requirements of our approach in section 1.2. Through

comparison of identical optimization techniques on two hardware platforms on dif-

ferent sides of the hardware spectrum in terms of dynamic instruction parallelism

and serial optimization (dynamic vs. static hardware architecture), we have identi-

fied which techniques are relevant for these types of processors. This allowed us to

incorporate optimization guidelines based on generic properties into our systematic

approach. By identifying the hardware and compiler capabilities in Phase I: Pre-

liminary Analysis (section 3.2, p.79) the optimization design space can be narrowed

down significantly early on, thus reducing the optimization effort throughout the

remainder of the approach.
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Figure 6.1: 3D Audio Encoder Case Study Overview

For this case study we optimized and parallelized a 3D Audio codec developed by

Van den Berghe R&D (see section 4.2.1, p. 4.2.1) using both task and instruction

parallelism. The hardware platform used in this case study is a consumer grade Intel

Sandy Bridge 2.7GHz i5-2500S quad core (see Table 1.1, p. 25). As this case study

was performed early on in the research project we focused mostly on improving the

encoding algorithms itself, without looking into the details of the application level.

As shown in Figure 6.1 this case study covers the abstraction levels involving task

139
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and instruction parallelism. This case study was used to design the initial drafts

of our systematic approach and the cost estimation model. Prior to discussing the

detailed results of the optimization process we will elaborate on how our approach

was conceived.

6.1 Designing the Systematic Approach

Initial exploration of the application confirmed the findings of Pankratius et al.,

namely that optimizing real-world applications is often much more complex than

adding a few parallel constructs. [PJT09]. In our initial search for parallelism we

found inherent concurrency in the processing of multiple audio channels. At the

code level this was initially implemented as a for-loop. While exploiting this parallel

opportunity seems trivial at first, the achieved results were limited to a speed-up of

approximately 3.0. In order to further improve performance, more thorough analy-

sis and a more intricate parallel implementation would be required. We started by

analyzing the software with a top down approach in order to discover all parallel op-

portunities, following the pattern based approach by Mattson et al. [MSM04]. Since

implementing and comparing all possible solutions was too time consuming, we set

up a number of small exploratory prototypes in which we compared performance

of design patterns. Once we had sufficient understanding of the inherent overhead

of threads and parallel frameworks, we returned to the 3D encoder case, working

our way through the optimization process designing the systematic approach as we

moved along. This resulted in the following contributions to our systematic approach

and the cost estimation methods:

1. We found that thread-based parallelism significantly lost its efficiency at the

lower levels of the application (see the discussion on sorting and the prefix sum

in section 6.3.4). Due to the significant impact of the parallelization overhead

we discovered the need to map out all overhead parameters of the parallel

implementation and incorporate them into the decision making process. To

do this in a structured and reproducible way, we used the identified parallel

design patterns as a starting point and investigated the inherent overhead.

This resulted in the cost model presented in chapter 2.

2. Due to the limited performance gain achieved by thread-parallelism at lower

application levels, we investigated the granularity at which parallelism was

still useful given aforementioned overhead parameters. From the cost esti-

mation model we derived Equation 2.4 (p. 41). This equation allowed us to

further narrow down the design space for task parallelism and resulted in the
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introduction of the Early elimination step in Phase II: Software Analysis (sec-

tion 3.3.3, p.100) and contributing to the requirement of a simplified decision

making process as defined in section 1.2.

3. In our initial exploration we had refrained from thoroughly optimizing the code

serially. However, based on our cost model and the derived minimal serial ex-

ecution time for efficient parallelism, we found that the serial execution time

had a significant impact on parallel efficiency, especially at the lower levels of

the application. Since we had multiple potential solutions for low-level paral-

lelism that might be affected by changes in performance gain, we concluded

that serial optimization before parallel optimization was a crucial step in order

to assert that the selected parallel implementation was indeed the most suited

for a given load.

4. After we had determined the most suitable task parallel pattern, we found that

there was a significant amount of unexploited parallelism at the lower levels of

the applications, including partial parallelism and algorithms such as the prefix

sum. This lead to the incorporation of vectorization and high-level instruction

parallelism in Phase IV: Parallel Optimization.

5. In addition to these findings the case study resulted in various other guidelines

that were incorporated in our approach, including what information should be

gathered in the Phase I: Preliminary Analysis and Phase II: Software Analysis

as input for the optimization phases.

In the remainder of this chapter we will discuss the detailed results of the optimiza-

tion process.

6.2 Encoder Optimization: Introduction

The 3D audio encoder is capable of encoding multiple Pulse-code modulated (PCM)

streams into a single PCM-compatible audio stream and decode the combined PCM

streams back to the original content with minimal loss of quality. For this case

study we encoded an 11.1 3D surround mix into a 5.1 (2D) stream. Users with a 3D

decoder can play the 11.1 mix, while users with a 5.1 system can play the encoded

stream as if it were a native 5.1 mix. For the 11.1 input file that was used throughout

this case study there are 12 input channels: Left, Height Left, Right, Height Right,

Center, Height Center, Left Surround, Height Left Surround, Right Surround, Height

Right Surround, Top and Low Frequency Effects (LFE). These input channels are

encoded into 6 output channels: Left Encoded, Right Encoded, Center Encoded, Left

Surround Encoded, Right Surround Encoded and Low Frequency Effects Encoded.
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While the decoder is relatively fast, the encoder is computationally intensive. Our

goal is to improve the encoding speed by exploiting inherent parallelism. There

are several versions of the encoder including a command line tool and a VST audio

plug-in [Ste16]. The core components are identical, but the supporting environment

(e.g. user input and data I/O) differs in each implementation. Since a single code

base is used for all versions, we focused on the encoder and kept the supporting

environment out of scope.

The 3D Codec has very specific characteristics which will be decisive in the opti-

mization methods used.

1. The encoder is frame based so data is processed in small chunks.

2. Frame boundaries are synchronized across channels, so all data for all chan-

nels is available at the same time.

3. Since the codec is intended for real-time use (e.g. an audio workstation envi-

ronment or broadcasting applications), the feed through delay should be min-

imal. The delay is limited to a single frame, so only one frame per channel is

available for processing at any given time.

These first three characteristics can be generalized towards other audio applica-

tions. Framing is a common approach to audio transmission. Even if the algorithm

is not frame-based, the audio is usually sent in blocks from and to the audio inter-

face. Buffer sizes typically range from 16 to 4096 samples and are synchronized for

all channels. In a real-time environment the buffer size imposes a strict deadline.

For a buffer size B (number of samples) and a sampling frequency (in Hertz) f0, the

interval T is defined as:

T =
B

f0
(6.1)

Every T seconds, a new data buffer is received for each channel and a processed

data buffer must be ready for transmission. The typical block size for the codec is

1024 samples. While it is not required for buffer and frame size to match, we set

both to 1024 samples and aligned their boundaries.

In real world environments the codec might not be the only algorithm in the au-

dio processing chain. Additional operations such as mixing, equalizing and dynamic

compression might be performed before encoding (or after decoding). They are all

executed in the same time slot, effectively shortening the available processing time.

In our current research we excluded parallel patterns where other parts of the chain

are executed in parallel with the Codec. If we translate this to our optimization tar-

get, maximizing performance means that we must execute the Codec in the shortest

possible time.
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4. One to three PCM inputs are encoded into a single output stream. The work-

load varies accordingly. Encoding two channels requires less processing time

than three-channel encoding. Furthermore, the load varies significantly de-

pending on the audio content itself.

5. The 11.1 speaker format has 5.1 surround on the lower level, five speakers on

the height layer and a top speaker. Audio is encoded based on the physical

speaker positions. Left, Height Left and Top are encoded into the Left output

channel. The other corner outputs (Right, Left Surround and Right Surround)

are similar. Center and Height Center are encoded into the Center output.

The Low Frequency Effects (LFE) channel is encoded separately. The two re-

maining outputs are for feed-through of additional content (e.g. a headphone

mix). The corner groups can be encoded independently. However, there is a

dependency between the front left corner group and the LFE.

6. Various widely used algorithms such as sorting and prefix summation are used

throughout in the Codec.

Characteristics 4 to 6 are typical for this Codec and might be important for the

optimization strategy to follow, but they are not necessarily relevant for other audio

processing algorithms. However, the diversity of sub-problems make the Codec a

suitable case study as it offers a large number of potential approaches to parallelism.

6.3 Optimization results

6.3.1 Phase I: Preliminary Analysis

Hardware Analysis

The case study was performed on an Intel a 2.7GHz Intel i5-2500s [CPU16] quad

core without Hyper-Threading technology. Each core has a complex branch pre-

dictor, an extensive pipeline that hides caching latencies and a Turbo Boost up to

3.7GHz [Int16e]. As explained in 1.4.2 we disabled turbo boost during our case

studies.

Each core can in theory assign 6 instructions per clock cycle to its execution ports,

resulting in 0.167 Cycles per Instruction (CPI). However, each port only supports a

subset of the instruction set, making it unlikely that all ports are used every cycle.

Additionally, while most integer operations take only one cycle, complex operations

(e.g. floating point) have longer latencies and lower throughput. The real world CPI

will therefore be significantly higher.
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The CPU supports SSE 4.1/4.2 and AVX vector instructions. The number of ele-

ments processed in parallel depends on the word length (e.g. 8-bit characters,

32-bit floats). The maximum data width for SSE is 128 bit, AVX expands this to

256 bit. AVX and SSE support a large variety of instructions including mask and

compare which can be used to replace control logic [Int16i]. However, not every

SSE instruction has an AVX counterpart in this CPU generation. Data alignment is

not required, but instructions for cache-aligned data are faster than their unaligned

counterpart [Int15b].

Development Environment Analysis

As discussed in Section 4.1 we used Intel VTune Amplifier [Int16f] for general ex-

ploration, hot-spots, and analysis of instruction level behaviour of the processor. For

detailed timing measurements we used high precision time stamps [Mic16a].

For task parallelism we experimented with OpenMP and Intel Threading Building

blocks. For vectorization we used compiler intrinsics [Mic16b; JZ08; Int16i].

We used the Intel C++ Compiler [Int16a] with all performance optimization options

enabled. We tested the automated task parallelism provided by the compiler, but it

failed to introduce any parallelism. We disabled it nonetheless to prevent unwanted

interference with our own parallel design choices throughout the optimization pro-

cess. The compiler also supports auto-vectorization with detailed reports of depen-

dencies or uncertainties that prevent it from vectorizing certain regions. We enabled

this feature as it significantly lowers the implementation effort. Various tags are

available to influence the compiler’s behaviour, including tags to force vectorization

and to indicate the absence of data dependencies [Int16g].

6.3.2 Phase II: Software Analysis

Preprocessing FinalizeCompression Post Proc.

Left

LFE Preprocessing Post Proc. Finalize

Left EncodedHeight Left

Top

LFE Encoded

Preprocessing 2

Figure 6.2: Encoding flow of the Left and LFE outputs showing the data dependency.
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(A) Application Analysis

In this case study we take only one application component into account, namely the

encoder processing itself. The encoder has 8 outputs, each containing up to 3 input

signals. Encoding is performed per output, so a division at this level is the most

logical approach. While some input data is shared (e.g. the Top channel), most

outputs are encoded independently. There is, however, a dependency between the

Left and LFE outputs as shown in Figure 6.2. Except for this dependency the Right,

Center and Surround outputs are similar to the left output.

The primary constraint of the application is its real-time behaviour. In addition,

encoding must occur faster than real-time to leave enough resources for other pro-

cesses that are part of the audio workstation environment or other applications.

We investigated two use cases. The first use case is an official 11.1 cinema trailer

into a 5.1 surround signal to represent real-world usage. However, code path and

encoding times vary significantly depending on the audio content, especially when

the audio limiter is triggered. Dynamic adaptation will be required, therefore we

created a second use case to cover the extremes. We modified the dynamic range

of the test file so that the audio limiter is triggered excessively, resulting in a more

varied and significantly higher load. The standard deviation of the encoding time

per frame of the Extreme test file is approximately two to three times as large as for

the Normal test file (see Table 6.8, p.160).

(B) Component Allocation

There are 8 processing chains in total that present their data on the outputs simul-

taneously following the real time constraints. They all belong to the same real-time

critical category and are relatively independent. For this reason we considered them

as a single module with a high degree of inherent parallelism. No additional data

synchronization is required, except for the input signals, encoder settings and the

Left-LFE dependency. CPU usage is limited to a burst every 21.33ms (for 48kHz with

1024 samples frame size), so there is enough time left for other low-priority tasks in

between bursts. To free up resources for other tasks we need to shorten the duration

of each burst. We decided to allocate all 4 cores to the processing components. The

encoder already runs in real-time on a single core, so there was no minimal required

speed-up. To free up resources for other processes we aimed for a parallel efficiency

of 95% (i.e. a desired speed-up of 3.80 on 4 cores) and a global desired speed-up of

6.0 (i.e. a serial and instruction parallel improvement of approximately 50%).
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(C) Module Analysis

In the software analysis we looked for parallel opportunities at high and low levels

of the application.

At the highest level we have the inherent channel-based parallelism. Each chan-

nel is processed in distinguishable high-level stages. We looked for parallelism be-

tween these stages, but found that the output of each stage is generally needed

in its entirety by the following stage. This prevented efficient parallelism between

subsequent stages. Each of the processing stages was tailored specifically for the

encoder so there were no generic algorithms at this level either. Regarding the pro-

cessing flow we noted that the module load varies significantly depending on the

audio contents. High audio amplitudes result in higher load, but there is also an

unpredictable variation depending on the numerical content. The former is most

noticeable in pre- and post-processing, the latter is more pronounced in the com-

pression phase. We found the Left-LFE dependency to form a critical path as it is

the longest sequential dependency chain. While it remains below the critical bound-

ary (see Section 2.1), combinations of other channels on a single core surpass this

boundary without proper load distribution.

We then looked for parallelism within each of the processing stages. We found that

algorithms such as the pre- and post processing contained significant loop depen-

dencies between iterations, preventing parallel execution of the entire processing

stage. The compression and finalizing stages contain large internal dependencies as

well. Internal pipe-lining of these stages with a partial overlaps might be possible

but this will require an elaborate dependency analysis of each sub-algorithm. We did,

however, find generic algorithms for which parallel implementations are available,

namely a sorting algorithm in the compression stage and several occurrences of a

prefix sum. Additionally, from the low level dependency analysis we uncovered op-

portunities for partial parallelism, mostly in the initialization of data and parameters

in each of the processing stages.

We then mapped the parallel opportunities to parallel design patterns. First of all,

the inherent channel based can be implemented using a basic Task Parallel pattern,

in which either loop parallelism, a fork-join Pattern or a Task Queue is used as imple-

mentation pattern. A Pipeline Pattern can be designed in which each core handles

a single processing stage for all channels. Alternatively, a Strict Data Parallel im-

plementation pattern with SIMD as the execution pattern can be used to process

multiple channels simultaneously on a single core.

Secondly, we found generic algorithms such as sorting and a prefix sum for which

parallel solutions are available (vector or task based).
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Thirdly, we found that parallelizing entire stages internally was severely constrained

by dependencies. This requires tailor made patterns with elaborate synchronization

to take into account these dependencies. We therefore performed a quick check

with the early elimination approach. As loop parallelism seemed to be a suitable

pattern, we investigated the efficiency of the OpenMP parallel-for construct at the

granularity of the processing stages. We found the average cost of entering the

parallel region to be approximately 10µs (with a standard deviation of 46%) for 4

threads that access a dataset of 2MB (representative size for the dataset of the

encoder). Assuming there is perfect load balance and no other overhead, equation

2.4 (p.41) tells us that the minimal suitable serial task length for a desired speedup

of 3.8 is 760µs. This is larger than the execution time of any of the channel stages.

Even for the Extreme test file, where the largest stage is the first compression pass

of the 3-channel encoding algorithm (569µs, std. dev. 35%). For example, if we

take the unoptimized post-processing stage of the left channel (198µs, std. dev.

6%) and only take into account a framework overhead of 10µs (OpenMP parallel

for), the maximum local speed-up that can be obtained using 4 cores is 3.3, without

taking into account the additional costs such as work imbalance and synchronization.

After serial optimization the execution times of each stage will drop even further

(see Table 6.2). Even under ideal circumstances, the desired speed-up cannot be

achieved using stage level parallelism because the framework overhead is simply too

large relative to the work load. Additionally, most of the algorithms are unsuitable

for parallelism due their inherently serial nature, limiting the parallel opportunities

to partial parallelism and therefore reducing the gain even further. While these

opportunities should be kept in mind, there are other candidates that are likely to

yield better results so we eliminate stage-parallelism as a suitable candidate.

Finally, we mapped the partial parallel candidates to strict data parallel patterns

which can be implemented using an SIMD implementation pattern or loop-parallel

patterns. For the generic algorithm we gathered a number of ready made solutions

for further testing.

In summary, we have identified the following opportunities for parallelism at this

point:

1. Channel based parallelism: The stages are executed sequentially per channel.

The channels are processed in a Task Parallel Pattern implemented with a Fork-

Join Pattern, Loop Parallelism or managed by a Task Queue Pattern.

2. Pipeline parallelism: each core handles one or more encoding stages. Channels

are shifted through the parallel pipeline one by one. This can be implemented

with an OpenMP Parallel Region, combined with Shared Queue data structures
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for each processing stage.

3. Strict Data Parallelism: using the SIMD Execution Pattern multiple channels

are processed simultaneously on a single core.

4. Stage level parallelism: The encoder stages are parallelized internally and pro-

cess all channels sequentially. The low level opportunities such as the sorting

algorithm and the prefix sum are part of this approach.

6.3.3 Phase III: Serial optimization

Our goal was to optimize the code flow and improve the ILP with knowledge of the

application in mind. We applied the same optimization techniques as we investigated

during the 3D Decoder case study on the DSP (chapter 5). An overview of the various

processing stages is shown in Figure 6.2 (p.144). The most significant improvements

for each stage are as follows.

Preprocessing: Regardless the number of encoded channels the same function was

used, resulting in excessive control logic. We split the function in multiple

implementations for 1, 2 or 3 channels, removing any unnecessary branches

in the process. We replaced divisions by multiplications where possible and

eliminated redundant computations by changing the scope of some variables.

After optimization we noticed only a small improvement in the CPI from 0.590

to 0.574. While our initial goal was to improve ILP, it seems that most of

the gain was due to lower instruction count or reduced branch misses rather

than improved ILP. Further optimization was difficult because of the serial

dependencies. According to VTune amplifier the remaining bottleneck was

related to store-forwarding. This occurs when data is available but blocked by

an in-flight operation. So the algorithm is indeed restricted by dependencies.

We did however, notice that the dependencies were limited to only part of the

operations. This is therefore an additional candidate for partial parallelism.

Compression: We refrained from serially optimizing the prefix sum and the sorting

algorithm in this module as parallel implementations are available for these

algorithms. We optimized the code flow by limiting the conditional statements.

We also minimized the scope of some variables (e.g. iterators). This reduced

the overall execution time slightly, but again with limited effect on the CPI.

General exploration indicated that there was a high activity on the divisor unit

which forms an additional bottleneck, so we eliminated as much of the divisions

as possible by replacing them with multiplications by the inverse value. Even

after this initial optimization Intel VTune’s General Exploration uncovered that



6.3 Optimization results 149

there were often cycles with only 1, 2 or 3 instructions being executed. This

seems to be a direct result of the significant amount of serial dependencies

present in the algorithm. We could not improve performance any further.

Post-processing: We improved instruction flow by optimizing the conditional state-

ments. We optimized variables scopes, mainly of scaling parameters and array

indices that were constant for the entire frame but recalculated every iteration.

We also reorganized parts of the code to perform certain operations im bulk on

the entire buffer rather than individual samples. The remainder of the algo-

rithm was restricted by dependencies, but we noticed that they only applied to

part of the algorithm, so partial parallelism seemed possible here as well.

Finalizing: During the finalization stage most of the previously used algorithms

are called again to compute the final solution, so a large part of this stage has

already been optimized. During the finalization a self test is performed, we left

the testing code untouched as it is vital to guarantee output compliance to the

original audio format. During verification the decoder is also called. We ported

the optimizations performed on the DSP version of the decoder (see section

5.1). We applied similar optimizations to the functions that create the final

encoded output.

Intel considers a CPI of 1.0 to be acceptable. In most cases the compiler seemed

to reach a CPI between 0.5 and 1.0 with relative ease. Directly improving the CPI

has proven to be difficult, but the processor seems to do it quite well by itself. True

dependencies between data elements are the main constraint in these algorithms

and do not leave much room for additional ILP.

We uncovered a few additional parallel opportunities. In the finalizer the encoder

encrypts the frame and calculates a CRC. It then calls the decoder which performs a

CRC and decrypts the frame for verification. Calculations are performed per frame,

but the dependency is on a sample basis. This might be an opportunity for additional

parallelism. We also found opportunities for partial parallelism in the pre- and post-

processor.

The speed-ups achieved by serial optimization are listed in Table 6.3 for both use

cases, next to the additional speed-ups achieved by vectorization in the parallel op-

timization phase. The measurement data that will be used for determining the most

suitable parallel patterns is shown in Tables 6.1 and 6.2 for the Normal and Extreme

use cases respectively. Note that the standard deviation of the Center channel is

significantly larger than that of the other channels. This is due to the mechanism

that switches to single channel encoding if one of the encoded channels drops below
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the noise threshold. As a result the encoding time of some frames is almost 3 to 4

times lower than average. At this point we covered code responsible for approxi-

mately 90% of the load. According to Amdahl a speed-up of 2.0 on the remaining

10% only results in an additional speed-up of 1.05 so we decided to stop the serial

optimization for now.

Left Right Center Ls Rs Feed1 Feed2 LFE
Preprocessing pass 1 iteration 1 185 183 155 196 192 126 123 130
Preprocessing pass 1 iteration 2 0 0 0 0 0 0 0 0
Compression pass 1 295 294 182 291 292 2 2 9
Preprocessing pass 2 iteration 1 99 99 70 100 99 0 0 0
Preprocessing pass 2 iteration 2 0 0 0 0 0 0 0 0
Compression pass 2 170 169 113 169 169 0 0 0
Post Processing 100 98 64 100 99 31 31 46
Final result 213 210 148 212 208 45 40 146

Total 1062 1053 732 1068 1059 204 196 331
Std. Dev. 7% 7% 17% 7% 7% 3% 2% 3%

Table 6.1: Average serially optimized processing time in µs of a single frame per
encoding stage for the Normal use case.

Left Right Center Ls Rs Feed1 Feed2 LFE
Preprocessing pass 1 iteration 1 191 190 162 203 199 126 123 129
Preprocessing pass 1 iteration 2 88 86 58 87 85 0 0 0
Compression pass 1 377 378 171 385 392 2 2 8
Preprocessing pass 2 iteration 1 109 106 130 107 106 0 0 0
Preprocessing pass 2 iteration 2 87 83 147 83 80 0 0 0
Compression pass 2 187 179 207 181 176 0 0 0
Post Processing 105 105 120 106 106 31 31 45
Final result 215 215 148 216 217 48 41 135

Total 1359 1342 1143 1368 1361 207 197 317
Std. Dev. 17% 14% 49% 14% 14% 3% 3% 4%

Table 6.2: Average serially optimized processing time in µs of a single frame per
encoding stage for the Extreme use case.

6.3.4 Phase IV: Parallel Optimization

(A) Design Space Pruning

After updating the serial measurement data we looked into the expected perfor-

mance of each of the parallel candidates. We first looked into the patterns that are

suitable for thread based parallelism.

We first performed an iteration with only the framework overhead to obtain an es-

timate of the best case scenario. For Channel based parallelism we used the es-

timation model described in Chapter 2. In the first iteration we looked into the
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Optimized Optim. & vectorized
Module Channels Normal Extreme Normal Extreme

Preproc. 1

3 1.6 1.8 2.7 2.9
2 1.6 1.7 2.8 3.0

LFE 1.3 1.3 2.1 2.2

Preproc. 2
3 1.8 2.2 2.6 3.1
2 1.9 1.8 2.5 2.3

Compress
3 1.3 1.4 1.4 1.5
2 1.4 1.5 1.4 1.7

Post Proc.

3 1.9 1.9 1.9 1.9
2 2.0 1.5 1.9 1.5

LFE 2.6 2.7 2.5 2.7

Finalizing

3 1.3 1.3 1.3 1.3
2 1.3 1.4 1.3 1.4

LFE 1.3 1.3 1.3 1.3

Table 6.3: Average speed-up for the normal and extreme test files after serial opti-
mization and after additional manual vectorization

framework overhead. OpenMP uses an underlying threads pool as an execution pat-

tern to handle its work. We measured an average overhead of 10 µs for the Fork call

(with standard deviation of 46%), provided that the thread pool was already initial-

ized. Due to the large standard deviation we also investigated the Intel TBB Parallel

invoke and parallel for constructs. The TBB for construct also has an overhead of

10µs, but with a standard deviation of only 15%. The Intel TBB invoke, which can

be used to implement a Fork-Join pattern, has an overhead of 15µs, with a standard

deviation of 15%. Due to this significantly larger standard deviation we switched to

the slightly slower, but more reliable Intel TBB parallel framework for the remainder

of this case study. The initial overhead of the Loop Parallel Pattern is similar. The

framework overhead of the Task Queue Pattern, the Pipeline Pattern, Loop Paral-

lelism and the Fork Join Pattern is therefore similar. The total serial execution time

is 5.71ms for the Normal test file. Taking only the framework overhead into account

the expected speed-up is 3.96. The impact of the parallel framework is negligible for

the Task Queue, Loop Parallel, Pipeline and Fork Join Patterns. We can conclude that

granularity of the channel-based parallelism is suitable for threaded parallelism. For

stage level parallelism, however, the overhead is significantly higher. If we assume

that each stage can be parallelized individually (28 parallel regions in total) using

a Intel TBB Invoke Fork-Join pattern, the expected speed-up drops to 3.1. We al-

ready discussed earlier that it is unlikely that the stages can be fully parallelized

due to significant serial dependencies within most of the algorithms, resulting in an

even lower speed-up. We therefore no longer consider stage level parallelism as an
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opportunity for threaded parallelism.

During the second iteration we looked at the inherent overhead of each of the paral-

lel patterns. For the Fork-Join pattern there are two approaches to handle the fact

that there are more channels than CPU cores. Either each thread is configured so

that it processes multiple channels, or we create more threads than available cores.

One of the issues that makes context switches highly unpredictable is the indirect

overhead introduced by cache pollution. Li et al. found that a context switch on a

2007 Intel Xeon processor (specific architecture not specified) running a Linux en-

vironment ranged between 4.2µs and 8.7µs for small data sets, but up to 1500µs

for large data sets with large stride access patterns [LDS07]. The cost significantly

increases as the data set grows larger and the access stride increases. In order to

determine the direct and indirect overhead associated with context switching we set

up an experiment similar to that of Li et al. We assigned two threads to a single core

and switched back and forth. Each thread performed operations on a data set of

certain size. In the audio encoder approximately 6MB of data buffers and variables

are pre-allocated per channel of which approximately 2MB is used for a frame size of

1024 samples. In addition an undocumented amount of memory is allocated dynami-

cally and an unknown amount of data is stored on the software stack. We found that

for a data set size of 2MB per thread the average context switching overhead was

1.3µs when using an 8 byte stride access pattern and 18.9µs for a random access

pattern. We found that the overhead increases quickly once the data set grows to

the size of the L3 cache (6MB). In that case an 8 byte stride access pattern results in

3.2µs, while the random access pattern resulted in 114.5µs of overhead. There are

three difficulties in estimating the overhead that would be present in the encoder.

First of all, in reality the access pattern won’t be a simple stride, nor will it be en-

tirely random. Secondly, not all parameters are used for every frame or channel. The

data and parameters that are accessed depend on the audio content. The extremes

are only encountered when using fabricated test tracks instead of real audio signals.

Thirdly, if we create one thread per channel, 8 threads will be polluting the cache,

not 2, which could mean that up to 16MB of data is needed by the encoder. To obtain

a more accurate estimate more research on this subject is required. However, given

the number of threads and the total amount of memory required, it is unlikely that

the actual threading overhead is anywhere near the lowest value obtained in our

tests. Since the solution with more threads than cores introduces significant over-

head relative to the workload, we opted for the first approach, where we limit the

number of thread to the number of cores n and manage the task distribution in the

application itself. The main issue to tackle with this implementation pattern is load
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balancing.

Normal First task Second Task Total Idle time
Thread 1 (L+LFE) 1062 331 1393 392
Thread 2 (R+C) 1053 732 1785 0
Thread 3 (Ls+Feed1) 1068 204 1277 513
Thread 4 (Rs+Feed2) 1059 196 1255 530

Total: 1435
Average: 359

Extreme First task Second Task Total Idle time
Thread 1 (L+LFE) 1359 317 1676 809
Thread 2 (R+C) 1342 1143 2485 0
Thread 3 (Ls+Feed1) 1368 207 1575 910
Thread 4 (Rs+Feed2) 1361 197 1558 927

Total: 2646
Average: 662

Table 6.4: A Possible scheduling solution (time in µs) for the Normal and Extreme
use cases

The load will be determined by the critical path. Since the left corner and the LFE

form a near-critical path, they should preferably be grouped into a single task and

executed as soon as possible without interruption. A possible solution would be to

execute one of the large tasks on each processor core and use the remaining time to

calculate a smaller task (LFE, center or feedthrough channels). A possible schedule

is shown in Table 6.4, disregarding thread switching or overhead from additional

task management. A total idleness of 1.4ms and 2.6ms is introduced for the Normal

and Extreme use case when using this scheduling approach. On average 0.36ms and

0.66ms is lost per thread respectively. Combining the Right and Center channels has

created a task that is longer than the critical boundary (see section 2.1). If we take

this into account, the maximum speed-up we can obtain drops from 3.9 to only 3.2 for

the Normal use case and 2.9 for the Extreme use case. A Loop Parallel Pattern that

iterates over the channels has the same issue and therefore a similar speed-up. We

implemented this rather naive approach in an early phase of our research and found

the speed-up to be between 3.0 and 3.1 for the unoptimized serial implementation,

which is close to our estimated value for the optimized implementation.

For the Task Queue Pattern the imbalance can be minimized, provided we find a

suitable algorithm to evenly distribute the workload across all cores. Similar to the

fork-join pattern, switching between threads would introduce too much overhead, so

work distribution should occur at the code level. A possible solution is to split the

work at the stage level, implement a state machine and switch between channels to
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Time slot T1 T2 T3 T4 T5 T6 T7 T8 T9 T10 T11
Preprocess stage 1 279 276 220 290 284 126 123 129
Compress stage 1 377 378 171 385 392 2 2 8
Prepr. stage2 +
Compr. stage 2

383 368 484 371 362 0 0 0

Postproc+final 320 320 268 322 323 79 72 180 Total
Max per stage 279 377 383 368 484 392 362 323 79 72 180 3299

Table 6.5: A Possible parallel pipeline solution for the Extreme use case with stage
duration in µs

even out the load. Given the fine granularity of the processing stages it is likely that

we can come close to perfectly balanced work distribution. Selection of the most

suitable scheduling algorithm will be performed in the bottleneck elimination phase,

provided this pattern is deemed to be the most suitable approach.

In order to implement the Pipeline Pattern the following issues will have to be

tackled. A first issue in pipeline scheduling is that we should take the imbalance

in each of the processing stages into account, but also the idleness of stages that

remain empty at the beginning and end of parallel execution. A second issue is that

there are more stages than available processor cores in our application. This means

that we have to assign multiple stages to a single core. A third issue is that not

all processing stages have the same duration. Splitting at a more fine grained level

would be difficult, as it would require large amounts of sub-results to be stored and

it would make maintenance and updates to the application difficult as a stage would

no longer represent a specific encoding operation.

In case of a perfect load balance, the load would be distributed equally and all stages

have the same duration. The average serial execution time is 7.294ms for the Ex-

treme use case. When 8 channels are passed through a 4 stage pipeline 32 stage

computations are performed. In order to obtain a perfectly balanced pipeline each

stage should therefore take 228µs per channel. For a 4 stage pipeline without any

additional overhead or idleness Equation 2.23 (p.61) gives us a maximal speed-up of

2.9. The threading overhead has little to no impact, but the speed-up is already well

below our desired target. If we take the idleness and pipeline bubbles into account

the speed-up drops even further. Table 6.5 shows a possible pipeline schedule based

on the average execution time for the Extreme use case. We combined the second

preprocessing stages with the second compression stage into a single task. A quick

look shows that there are significant differences in stage execution times across all

channels. The pipeline feed-through is limited by the slowest stage, so inevitably

idleness will be introduced in the other stages.

Table 6.5 shows that the total feed through time for the Extreme use case is 3.3ms.
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If we take the task creation overhead into account Equation 2.25 (p.63) gives us a

maximum speedup of 2.2. For the Normal use case we found the speed-up to be only

2.1. We could look further into the pipeline-pattern and analyze the communication

cost introduced by passing data from core to core, but this would only lower the

performance estimate even further. Furthermore, the Fork-Join pattern outperforms

the best case scenario of the pipeline, even if we use a naive approach with sub-

optimal load balancing. It is clear that at this point we can eliminate the pipeline as

a viable candidate.

We then looked into Stage Level Parallelism using SIMD. The Strict Data Parallel

pattern requires that identical operations are performed on all elements this means

that we can only process similar channels in parallel (e.g. 3-channel encoding, 2-

channel encoding), meaning that we cannot parallelize the center, LFE and feed-

through channels along with the front and surround channels. This effect alone

lowers the speed-up to 2.4 for the extreme use case. Additionally, we discovered

during flow analysis in the Software Analysis phase that many of the processing

stages have a highly variable code path which is responsible for large performance

variations. Vectorizing highly variable flows requires a lot of redundant computation

as all possible code branches must be executed for all data elements, followed by a

selection of the correct results, leaving almost no gain from parallelism or potentially

even slowing down execution relative to the serial implementation. Finally, not all

processing stages are suitable for a strict data parallelism due to the presence of

dependencies, look-up tables, variations in loop iteration count, etc. which implies

that we need to switch back and forth between vectorized and scalar instructions

which comes at a cost as well. In conclusion, channel based vectorization does not

seem to be a suitable candidate for this application.

At the highest level it seems that the Task Queue Pattern is the most suitable ap-

proach, as it is the only pattern that might come close to our desired parallel speed-

up, provided we find a suitable scheduling algorithm.

The next step was to optimize the generic algorithms. While the algorithms such as

the prefix-sum and sort represent a large part of the total load of the application,

each algorithm is called multiple times on small data sets. In addition, these algo-

rithms need to be solved using elaborate parallel patterns. As we discussed earlier

we also found that the gain from thread based parallelism at this level is low. In

practice, these indications would be enough not to consider task parallelism as a

suitable approach and continue with just the vector based implementations, but to

prove our point we performed the comparison nonetheless.
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Implementation Threads 1K Elements 8K Elements 64K Elements 256K Elements

Serial 1 1.0 1.0 1.0 1.0
Threaded map reduce 4 0.5 0.8 1.6 2.4
Threaded map reduce with SSE 4 0.8 2.1 2.6 5.1
Threaded map reduce with AVX 4 0.8 2.4 2.2 5.0
Intel TBB 4 0.5 1.5 2.2 2.7
Vectorized with SSE 1 3.5 3.6 3.5 3.5
Vectorized with AVX 1 5.0 4.3 3.6 4.2

Table 6.6: Speed-up of the prefix sum for various implementations.

• Prefix sum: A comparison between the serial implementation, a simple map-

reduce implementation and the highly optimized Intel TBB implementation are

shown in Table 6.6. The largest data set size used in the application is 8192

elements for a frame size of 4096 samples. For a frame size of 1024 the data

set is even smaller. As seen on the graphs the cumulative sum has almost no

benefit from the additional processor cores for these data set sizes. For data

sets of 1024 samples, the parallel implementations are even slower than the

serial algorithm.

• Sorting: The serial implementation is a highly optimized bucket sort. We

compared its performance to the Intel TBB parallel sorting algorithm and found

that the Intel implementation took twice as long to process the same data set,

As we predicted earlier, the threading overhead is too large relative to the tasks

to perform. A second potential cause is that the average number of operations

per list element is low because we’re only sorting single precision floating point

numbers. If a more complex comparison were required (e.g. sorting a list of

long strings), a parallel implementation might be more efficient. It is possible

that there are sorting algorithms that outperform the serial version, but at this

point it does not seem worth the effort.

The sub-optimal parallel performance of these algorithms is in line with our earlier

findings. The short serial regions are simply too short to benefit from threaded

parallelism.

Regarding vectorization we found mostly opportunities for partial parallelism of the

processing stages, on which we will not elaborate here. We will, however, discuss an

opportunity for high-level Instruction Level Parallelism (ILP) in the finalizing stage,

namely the Cyclic Redundancy Check (CRC) and encryption algorithms. In addition,

the decoder is called for verification. Here the CRC and decryption provide a similar

opportunity. The algorithms are inherently serial due to data dependencies, which

makes them difficult to optimize. The CRC could not be improved at all. In the
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cryptography algorithms we used loop splits to eliminate the control logic. This im-

proved performance but did not improve the ILP. The cryptographic functions and

the CRC use the same dataset but perform mostly independent operations. We iso-

lated them in an exploratory prototype to investigate this parallel opportunity. After

merging them into a single function, we found that the cryptography was performed

at almost no additional cost (see table 6.7). For the decoder we saw a clear improve-

ment in CPI, but for the encoder CPI did not improve as much. This is caused by an

inherent serial dependency. While decoding can be performed in parallel with the

CRC, the CRC can only be calculated after the sample has been encoded. As a result

the merged CRC-encryption algorithm benefits less from loop-merging as there are

fewer independent operations to perform in parallel.

Algorithm Version CRC Crypt Total CPI

Decoder

Baseline 8.6µs 4.1µs 12.7µs 0.79*
Optimized 8.6µs 3.1µs 11.7µs 0.79*
Merged - - 8.9µs 0.70

Encoder

Baseline 8.6µs 4.4µs 13.0µs 0.77*
Optimized 8.6µs 2.4µs 11.0µs 0.80*
Merged - - 9.1µs 0.77

Table 6.7: CRC, Decrypt and Encrypt execution times. (*weighted average)

We found that task-based multi-level parallelism was not a suitable for this applica-

tion. Firstly, task parallelism within each channel is inefficient due to overhead and

dependencies. Secondly, for our current use cases there is enough parallelism at

the channel level to fully exploit the available CPU cores. However, combining task

parallelism with vectorization and ILP in a hierarchical pattern is still an option.

In conclusion, we determined that the Task Queue was the most likely candidate

on the task level, given a custom scheduling mechanism. High level vectorization

seems inefficient in this case study, so this leaves us with the low level opportunities

for instruction parallelism, which can be combined with the Task Queue pattern. In

addition to the opportunities we discovered during the serial optimization process,

there is a range of unused algorithmic opportunities such as the prefix sum that

were uncovered during the software analysis phase. Furthermore, as these oppor-

tunities can be exploited on each core individually these improvements will add up

with the gain provided by task level parallelism and most likely result in a direct

global speed-up.
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(B) Bottleneck elimination and optima

The main bottlenecks at the task level are work imbalance and threading over-

head. Switching between 8 threads (1 per channel) to distribute the load introduces

overhead due to the required context switch so we opt for a lightweight software

scheduler instead. The overhead can be further limited by using a parallel con-

struct that uses thread pool for the underlying execution pattern, as this minimizes

thread creation time. To minimize the imbalance we looked for the most suitable

task scheduling algorithm. Using the serial measurements of each processing stage

we simulated various standard scheduling algorithms, taking dependencies into ac-

count. We simulated thousand runs per algorithm which vary according to the stan-

dard deviation from our serial measurement data. We simulated a case in which each

stage varies independently and a second case where there is a correlation between

the execution time of all stages. Results are shown in Figure 6.3. Executing the

shortest slack first showed the most promising results with a speed-up of approx-

imately 3.9. Since all deadlines are identical, the longest remaining dependency

chain is executed first. In practice, we will use the execution time of the previous

frame to make these predictions. We wrote a lightweight task selection algorithm

which only introduces 0.85µs of overhead. However, measuring tasks lengths for

use in the shortest slack first scheduler introduces approximately 15µs of overhead

per thread. If we take a into account these factors in Amdahl’s law and add the fork

overhead of 15µs we obtain an expected speed-up of 3.8 for both the Extreme and

the Normal test files, which is the speed-up we aimed for.

We obtained a speed-up of 1.4 (normal) to 1.5 (extreme) by serially optimizing the

code. For the vector implementation we had to use SSE, because not all required in-

structions were available in the AVX version of our target hardware. In other words,

further optimization is possible for more recent Intel architectures. While we expect

significant local gain on algorithms such as the prefix sum (compression stage), they

only account for a part of the load. Amdahl’s law tells us that the remaining unop-

timized fraction limits the speed-up, so we do not expect a global gain of the same

magnitude as the other optimizations. The main vectorization opportunities were in

the preprocessing and compression stages. In the preprocessor we can accelerate

approximately half of the algorithm, which should provide us with an additional gain

of 1.6 on this stage. For the compression algorithm, however, only 10% is suitable

for vectorization, limiting the expected gain of this stage to 1.1. Taking their share

in the total load into account we expect an additional global speed-up of 10% from

instruction parallelism.



6.3 Optimization results 159

3,35 3,26

3,58 3,53

2,54 2,62

3,7 3,59
3,85 3,78 3,95 3,86

0

0,5

1

1,5

2

2,5

3

3,5

4

d
et

al
err

oc-
n

o
N

C
o

rr
e

la
te

d

N
o

n
-c

o
rr

e
la

te
d

C
o

rr
e

la
te

d

N
o

n
-c

o
rr

e
la

te
d

C
o

rr
e

la
te

d

N
o

n
-c

o
rr

e
la

te
d

C
o

rr
e

la
te

d

N
o

n
-c

o
rr

e
la

te
d

C
o

rr
e

la
te

d

N
o

n
-c

o
rr

e
la

te
d

C
o

rr
e

la
te

d

Shortest

First

Oldest

First

Newest

First

Longest

First

Priority

Based

Shortest

Slack First

Figure 6.3: Simulated speedup of various scheduling algorithms

6.3.5 Phase V: Implement and Evaluate

We validated correctness and performance of the optimized encoder using the cin-

ematic trailer. For deterministic functions we performed a bitwise comparison with

the output of the original code. Since the encoder uses floating point, optimizing

certain stages resulted in slight differences due to rounding in the final output sig-

nal, especially when vectorization was involved. As a result, the output signal was

not always bitwise identical to the unoptimized output. While these rounding errors

cause no issues when decoding, the audio quality must remain the same. Therefore,

we asserted that the optimizations did not increase the signal to noise ratio of the

decoded audio.

Regarding performance, we found that vectorization resulted in an additional global

speed-up of 1.2 for the normal and extreme files respectively, increasing the global

instruction level speed-up to 1.6 and 1.8. The details of the optimization results for

each stage are shown in Table 6.3. The speed-ups achieved per channel by serial
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Normal Extreme
Reference Optimized and vectorized Reference Optimized and vectorized

Exec Std. Dev. Exec Std. Dev. Speed-up Std. Dev. Exec Std. Dev. Exec Std. Dev. Speed-up Std. Dev.
L 1607 9% 938 9% 1.7 12% 2224 24% 1167 18% 1.9 30%
R 1612 10% 926 8% 1.7 13% 2208 19% 1153 15% 1.9 24%
C 1136 25% 640 17% 1.8 31% 1806 58% 962 52% 1.9 78%
Ls 1611 14% 933 9% 1.7 17% 2222 20% 1168 14% 1.9 24%
Rs 1606 9% 929 9% 1.7 12% 2196 18% 1167 15% 1.9 23%
LFE 482 3% 282 6% 1.7 7% 461 3% 267 5% 1.7 6%

Total 8053 6% 4952 4% 1.6 7% 11116 12% 6190 10% 1.8 16%

Table 6.8: Optimization Results (Serial and Vectorized) per Encoded Channel

optimization and vectorization are shown in Table 6.8 As seen in Figure 6.4 the

speed-up obtained by manual vectorization and high level ILP is smaller than that

of earlier optimization efforts as the vectorized regions only account for a relatively

small fraction of the total load. The vectorization gain is most significant in the

preprocessor. If we only take into account task parallelism (implemented with the

Task Queue Pattern) without serial optimization, the speed-up is 3.7 for both Normal

and Extreme use case. In the final implementation the speed-up achieved by task

parallelism are 3.7 and 3.6 respectively. There is a slight improvement of the parallel

efficiency in the normal file as a result of the low level optimizations. For the extreme

file we noticed a slight decrease. This might be caused by inaccuracies in predicting

the longest remaining task. Clearly the final implementation suffers more from load

imbalance than our estimates predicted, especially in the extreme test file. For the

global speed-up our final results are 6.1 (std.dev. 0.2%) and 6.5 (std.dev. 0.2%)

respectively, which is better than we aimed for. In the final serially optimized and

vectorized implementation, the average serial execution time per frame is 5.0ms

(std.dev. 4%), for the Extreme use case the average per frame is 6.2ms (std. dev

10%). Despite these relatively large deviations on the frame level, the total encoding

time over the entire file (approximately 6900 frames) remains stable across multiple

runs with a deviation of only 0.1% for both use cases. In the parallel implementation

this deviation increases slightly to 0.2%, showing that despite the use of predictive

shortest slack first scheduling in the parallel implementation, the encoder maintains

a reliable and stable throughput.

6.3.6 Conclusions

In this case study we have shown how both vectorization and instruction parallelism

can be used to exploit (additional) parallelism in code regions where threading over-

head would be too large.

For instruction level parallelism the opportunities are the most difficult to exploit,
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Figure 6.4: Encoder Optimization Results

as they require careful merging of instruction flows without compromising function-

ality. This optimization method relies on the same principle as Hyper-Threading

technology, namely making use of unused execution units by scheduling an inde-

pendent task in order to improve instruction throughput. While this technique is

helpful on systems that do not support Hyper-Threading, it might have adverse ef-

fects on Hyper-Threaded systems. As we do not take the additional gain from Hyper-

Threading into account in our systematic approach due to its non-deterministic be-

haviour this is not necessarily an issue. We do, however, advise thoroughly analysing

the impact of this technique in Hyper-Threaded environments before assuming any

performance gain on such systems.

To illustrate the benefit of exploiting these parallel opportunities using vectoriza-

tion we compared various implementations of the prefix sum algorithm, including a

ready made solution provided by Intel. Results are shown in Table 6.6. As we can

see the native vectorized implementation outperformed almost all other implemen-

tations. Only for the largest tested dataset did the multi-threaded and vectorized
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implementation outperform the fully vectorized code. Note however, that the vec-

torized implementation only uses a single core to achieve this, leaving the other

cores free to be used for other purposes. Especially for shorter execution times

vectorization should be considered as an alternative for thread level parallelism.

We can conclude that by systematically analyzing and optimizing the application we

were able to significantly improve performance of the encoder. During Phase III:

Serial Optimization we achieved speed-ups of 1.4 to 1.5. During Component anal-

ysis we identified possible parallel patterns at all levels, which we then compared

and mapped to the most suitable execution patterns. By eliminating the bottlenecks

in the remaining candidates we were able to further refine our potential solution.

We were able to predict the final performance with an error of less than 3% for the

Normal test file, showing that the approach can indeed speed up the development

process by avoiding implementation of sub-optimal parallel patterns. Furthermore,

by covering parallelism at multiple levels, we were able to further improve parallel

performance, beyond what could have been reached with task parallelism alone. If

we had restricted the parallel optimization phase to task level parallelism and serial

optimization the speed-ups would be approximately 5.2 to 5.6. However, we were

able to further improve performance to speed-ups of 6.1 to 6.5 as shown in Fig-

ure 6.4. This was achieved by exploiting unused parallel candidates, which we al-

ready identified in the component analysis phase, using vectorization and high-level

instruction level parallelism. This shows the added value of covering parallelism

on multiple levels in a single structured work-flow, as presented in our systematic

approach.

As discussed at the beginning of this chapter, this case study was used to shape the

foundation of the systematic approach and the cost estimation model. As such the

case study contributed to fulfilling the requirements defined in section 1.2, namely

the inclusion of a cost estimation method based on generic properties and the sim-

plification of the decision making process. This case study also shows that the basic

principle of our approach, namely selecting an optimal parallel pattern based on

generic software properties (i.e. design patterns) and performance metrics, effec-

tively allows qualitative evaluation of the design patterns prior to the implementa-

tion. In this way we expand the existing state-of-the-art in pattern based design

methods.
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Figure 7.1: BZip Case Study Overview

To verify our systematic approach, we asked a master student with no prior knowl-

edge of parallel computing to parallelize bzip2 (4.2.3, p.128) using our approach. We

limited the scope of the student’s project to task level parallelism as shown in Fig-

ure 7.1. The aim of this case study is twofold. Firstly, we wanted someone to verify

the usability and correctness of our approach. Secondly, by selecting a case study in

a different application domain we aimed to broaden the scope of our approach and

verify if such an application would require the changes or additions to our approach.

In the next sections we will cover the students results and contributions. For the

complete results and discussion we refer to the student’s paper [OMT16].
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7.1 Overview of the Case Study

The inspiration for this case study came from an research paper by Pankratius et

al. They gave students the source code of BZIP2 after a 15 week course in Multi-

core Software Engineering. The students had to parallelize BZIP2 over the span of

three weeks [PJT09]. In summary, the student teams that had a systematic strategy

had significantly better results than those without a thought-out strategy. The main

pitfalls were a trial and error approach, time lost by focusing on too fine-grained

parallelism and implementing solutions which did not improve performance. Addi-

tionally they stress the difficulty of refactoring serially optimized code. A big issue is

that there is often a large disparity between toy-applications and real world applica-

tions. Introducing parallelism is not always as easy as inserting some parallelization

constructs in the code. Pankratius et al. conclude that future research should focus

on developing a systematic design method for parallel computing.

By having a student replicate this case study we wanted to see if our approach could

indeed guide a software engineer with limited parallelization experience towards

a well-performing solution while avoiding the common pitfalls. We gave the stu-

dent a short introduction in parallel computing, focussing on the basic principles of

parallel tasks, locking mechanisms, concurrency issues, and design patterns. The

student was then given a set of simple exercises such as the Intel Parallel Studio tu-

torials [Int16c], and a few small applications to parallelize including the Pythagorean

Triples algorithm [Cod16]. Once the student was familiar with the basic concepts,

we gave him the drafts of our systematic approach and two case studies. To get

familiar with the approach we first asked him to parallelize a Merge Sort algorithm.

The student quickly identified a Recursive Splitting pattern implemented with a Fork

Join pattern (see Figure 1.4, p. 16) as the most suitable solution. Using the cost

model discussed in Chapter 2 the student calculated an expected speed-up of 3.8.

For his final implementation a speed-up of 3.7 was obtained, which is just 3% lower

than estimated. For the main case study we asked him to do the same with with

a vastly more complicated application, namely BZIP2 [Sew10]. The results if this

second case study are discussed in the remainder of this chapter.

7.2 BZip2 Results

The student optimized BZip2 on a i5-4460 quad core (see section 1.4.2, p.25). His

initial research on smaller case studies performed on the same hardware, so this

data could be reused, saving time in the hardware analysis phase. The most difficult
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part of this case study was understanding the code itself, as it was highly optimized

for serial execution and contained complex buffering and compression algorithms.

To tackle this issue, the student used abstract representations of the algorithms and

gained insight in the program flows and dependencies before diving into the code

itself. He then measured the functional components, as required by the systematic

approach. Most notable, this allowed him to quickly eliminate most low-level oppor-

tunities as viable candidates. The Move-To-Front algorithm [Wik16] took more than

half of the execution time, but seemed inherently serial and unlikely to be a parallel

candidate. Even with perfect parallelism in all other sub-algorithms the speed-up

would be limited to only 1.6 on a quad core machine. Early elimination (see Chap-

ter 3.3.3) prevented the student from spending precious time on sub-optimal paral-

lelism and allowed him to focus on higher abstraction levels.

The student concluded that a Master-Worker pattern with a Shared Queue pattern

for worker selection and a Shared Hash Map Pattern for the output buffer was most

suitable. The first estimates showed a speed-up of 3.1 at the highest compression

settings (largest block size) for the master-worker pattern. By using the master-

thread as a worker while it is not reading or writing data, he estimated that a speed-

up of 3.7 could be achieved. In his first implementation he obtained a speed-up of

only 2.8 due to excessive data transfers between the master and worker threads.

After optimizing and measuring the data structures, he estimated his new speed-up

to be 3.6. In practice however, the it was still limited to 3.3.

Block Size 100kB (n=1) 900kB (n=9)

File Size 18MB 180MB 18MB 180MB
Estimate - - 3.6 -
i5-3350P (6MB Cache) 3.7 3.7 3.1 3.3
i5-4460 (6MB Cache) 3.6 3.6 3.1 3.3
i7-5930K (15MB Cache) 3.7 3.9 3.3 3.7

Table 7.1: BZip 2 speed-up for various block and file sizes.

As shown in Table 7.1 the speed-up improves for larger files as the imbalance at

the end of the file is small compared to the total execution time, especially for large

block sizes. For small block sizes the imbalance is much smaller in general because

of the shorter execution time per block. However, this still does not fully explain why

the results were much lower than the estimated speed-up for the larger block sizes.

The student could not locate the source of the additional overhead, so we verified his

results on other systems. On an i5-3350P quad-core we saw the same limited speed-

up. However, on an i7-5930K hexa-core (using only four threads) much greater
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Block Size 100kB (n=1) 900kB (n=9)

Serial Parallel Serial Parallel
i5-3350P (6MB Cache) 650 7600 6700 53700
i5-4460 (6MB Cache) 1200 3700 5400 50553
i7-5930K (15MB Cache) 1050 3733 2100 13900

Table 7.2: Average number of (LLC) misses during execution of BZIP2
File size is 175MB to minimize the influence of load imbalance. Results were
measured with Intel Vtune Amplifier and are shown in thousands of misses.

speed-ups could be achieved. The most notable difference between the 5930K and

the quad core systems (i5-4460 and i5-3350P) is the cache size. While the quad

cores have 6MB of L3 cache (or Last Level Cache (LLC)), the 5930K has 15MB.

The master-worker pattern requires N ∗ 2− 1 blocks to be preloaded so that worker

threads do not run out of tasks (with N the number of cores). Each 900kB block

requires close to 8MB of buffer space during compression, so the cache is definitely

too small to store the entire working set. Since not all data is accessed continuously,

the serial implementation has a relatively low number of LLC misses. The parallel

version, however, has a much larger working set size, resulting in more misses, as

shown in Table 7.2. While the effect is also noticeable for the small block size, it is

much more dramatic for the large block size. On the 5930K, however, the number

of misses is significantly lower. The increased cache misses might explain why the

quad cores could not reach the estimated speed-up. An additional iteration of the

approach with cache size as a constraint might yield better results, but due to time

limitations we ended the students case study here.

7.3 Comparison with other implementations

Since the case study of [PJT09] was performed on entirely different hardware, we

could not directly compare the results. We therefore compared the student’s result

with pbzip2, a widely used parallel implementation based on the same source code.

We installed pbzip2 v1.1.13 using cygwin [Cyg16]. The original source of BZip2

compiled with Intel Parallel Studio at the highest optimization settings was used as

a reference. Performance measurements are shown in Table 7.3.

Noteworthy is that pbzip2 shows the same performance degradation when the block

size is increased. We also found that pbzip2 outperformed the students implementa-

tion by only 3 to 8% for a file that does not compress well. When using an input file

that compresses well, however, the student’s implementation outperforms pbzip2 by
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Block Size 100kB (n=1) 900kB (n=9)
File Serial Student pbzip2 Serial Student pbzip2
Miktex.exe (175MB) 29.3s 8.0s (3.7x) 7.5s (3.9x) 31.2s 9.4s (3.3x) 9.1s (3.4x)
linux-2.4.23.tar (158MB) 13.8s 3.7s (3.7x) 3.9s (3.5x) 15.1s 4.4s (3.4x) 4.7s (3.2x)

Table 7.3: Execution time and speed-up of the student’s code vs pbzip2

5 to 7%. A possible explanation is that the student’s parallel implementation handles

load variations better than pbzip2 due to its minimal task selection overhead. The

student used a master-worker pattern with a single master thread that handles file

I/O and acts as a worker when the work queue is large enough. Pbzip2 uses a similar

approach but creates 2 threads more than the number of cores. On a quad-core the

main thread handles file reading, 4 threads are created to handle compression and a

sixth thread handles the file output. While the implementation seems more efficient

under stable work load, the threading overhead seems to form a bottleneck when

confronted with a variable load.

7.4 Revisiting the 3D Encoder

In chapter 6 we investigated the 3D Audio encoder. As the careful reader might

have noticed there was a small performance deviation (less than 3%) between the

estimate of 3.8 and the actual measured performance of 3.7 for the Normal test file.

In that case study we used an i5-2500S, which has shown to provide similar speed-

ups as the i5-3350P used during verification of the BZip case. We did not have access

to a system with a larger cache at that time. With the findings from the BZip study in

mind we verified our results of the 3D Audio Encoder on the i7-5930K and obtained

the following results:

Type Serial
Optimized (serial,

ILP and SIMD)
Task (No Opt.) Final Result Task Parallelism

in final result
Normal i7-2500S 1.0 1.6 3.7 6.1 3.7
Extreme i7-2500S 1.0 1.8 3.7 6.5 3.6
Normal i7-5930K 1.0 1.8 3.8 6.9 3.8
Extreme i7-5930K 1.0 1.8 3.8 6.9 3.8

Table 7.4: Comparison between i5-3350p and i7-5930K

The optimization results were much more consistent on the i7-5930K across the dif-

ferent input files. The difference in serial, ILP and SIMD optimization results is

likely due to improvements in the instruction pipeline between the second and fifth

generation of Intel Core processors. Regarding task parallelism, we estimated the

speed-up by task parallelism in the final implementation to be 3.8. On the i5-2500S
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the obtained speed-up was only 3.7 and 3.6 for the normal and extreme test files

respectively. On the 5930K the task parallel speed-up however, is equal to the esti-

mate for both use cases as shown in Table 7.4. The negative caching effect is not as

large as in the BZip case study, but noticeable nonetheless. The greater impact in

the BZip2 case is likely caused by its larger working set size, since the 3D encoder

works on much smaller data blocks. Because the estimated task parallel speed-up of

3.8 for the Normal test file was fairly close to the actual measured speed-up of 3.7,

we assumed the deviations were caused by sub-optimal task scheduling in the par-

allel implementation. The lower speed-up of the Extreme test file could have been

explained by this as well as the load of the tasks varies more. The results on the

i7-5930K, however, confirm our findings from the BZip case that the accuracy of the

cost model is indeed negatively influenced by caching. While our approach and esti-

mation model currently does not provide a correction for these effects, they can be

identified during the validation phase by comparing the optimized serial execution

time with the execution time of these tasks in the parallel implementation, allowing

the developer to take corrective measures if needed.

7.5 Conclusions

Using our systematic approach the student successfully parallelized bzip2 with sig-

nificant performance improvement. Despite having limited experience with parallel

programming the student’s parallel implementation of Bzip2 performs similar to the

widely used pbzip2 and in some cases even outperforms it. While the approach

aided significantly in uncovering the most suitable solution, the student stated that

the implementation phase was still the hardest and confirmed what Pankratius et al.

concluded: parallelizing a real-world application is much more complex than what

is often seen in parallel exercises and examples [PJT09]. The student did, however,

doubt that he would have achieved similar results without the guidance provided

the systematic approach. In his suggestions for improvement he underlined the im-

portance of design pattern estimation models, as he encountered patterns that we

had not described in our work at that time. In addition, the student encountered a

number of hardware-related performance bottlenecks we had not encountered (e.g.

mobile platforms, section 1.4.2, p.25). This allowed us to further refine the scope of

our approach. The suggestions for improvement and results from the student were

incorporated in the systematic approach as presented in this dissertation.

For the implementation of his solution the student also required elaborate concur-

rent data structures to exchange data between threads. We defined a basic cost
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model for Data Structures. After validation by the student we incorporated it into

our cost estimation method and systematic approach, thus further broadening its

scope (see section 2.3.2, p.56).

Despite the shortcomings of the performance estimation model in case of caching-

bottlenecks, the student has shown that our approach allows a developer with lim-

ited experience to design and implement a parallel application that performs simi-

larly to a commercially released parallelized application. Based on the new measure-

ment data of the 3D encoder and the performance of the student’s bzip implementa-

tion we can conclude that the accuracy of our cost estimation model improves signif-

icantly if caching is no bottleneck, indicating that it is a powerful tool for processing

intensive applications. To improve the accuracy for memory intensive applications,

further research on the caching and memory behavior is needed.
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Figure 8.1: Overview of the items discussed in this case study

For this case study we investigated a data capturing plug-in developed by Van den

Berghe R&D (see section section 4.2.2, p.122). This application is part of the test

setup for the piano simulation model. It consists of a VST plug-in that captures

incoming USB data streams. The data stream is decoded, synchronized to an audio

stream, and rendered to a graphical display. The hardware platform used in this case

study is an Intel i5-3350P (see Table 1.1, p. 25). In this chapter we mainly discuss

the application level, as shown in Figure 8.1.
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In the previous cases studies we covered optimization at the level of individual soft-

ware modules, more specifically those responsible for the majority of the applica-

tions load. This case study contributes to our systematic approach by expanding

the decision making process towards the application level. From our findings in this

phase regarding resource allocation and task management we defined the struc-

tured work-flow of the Application Analysis phase in Phase II: Software Analysis.

(see section 3.3, p. 90).

8.1 Introduction

This case study involves an extended implementation of the VST plug-in developed

by master student Jonas Van Gool (section 4.2.2, p.122). His implementation cap-

tured a MIDI stream from a commercially available scanner rail. After the rail was

deemed unsuitable for calibration of our piano model, a high resolution scanner rail

was developed by Van den Berghe R&D and the VST plug-in was updated. Rather

than capturing a MIDI stream with input data, the updated plug-in captures a USB

data stream and synchronizes it to the incoming audio.

The aim of this case study is to set up a real-time environment in which multiple

clock domains exchange data.

1. Audio Domain: this clock is provided by an audio interface (48kHz) and trig-

gers the audio and data processing interrupts. The buffer size is set to 128

samples so the interrupts occur at 2.67ms intervals.

2. Sensor Domain: this clock is provided by the USB controller to which a sen-

sor array is connected. Data packets are transmitted at 1ms intervals and

contain 2 samples of sensor data for each sensor (2kHz sampling frequency).

Communication with this domain is bidirectional as the user can manually start

and stop the stream. It is also possible to play a recorded stream back to the

device.

3. Display Domain: part of the processed data is displayed in a graph and up-

dated regularly while the sensor array is transmitting.

The computer is connected to an RME Fireface UFX audio interface which provides

the 48kHz audio clock and triggers the audio interrupts. The calibration setup is con-

nected via USB is configured in Isochronous transfer mode and delivers the sensor

data. In total 4 streams of 12MBit are transmitted. The plug-in is designed with the

Juce Framework which controls the interface with the host application (Reaper) and

manages part of the user interface as well. The USB driver is written with libUSBk.
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While the USB interrupts are handled by the driver itself, the callbacks and threads

can be controlled from within the plug-in.

The initial implementation was not capable of handling this in real-time. The soft-

ware architecture was based on the master student’s implementation. In that imple-

mentation the sensor data was transmitted using a MIDI stream which was already

merged with the audio processing domain by the host application. The introduction

of a USB stream complicates the data recording and processing in two ways. Firstly,

significantly more data has to be transmitted and processed. This also has a direct

impact on the graphical display, which now needs to handle a much larger dataset.

Secondly, synchronizing the clock domains of the USB device and the audio device

requires a different approach compared to the MIDI data, as we now have to manage

synchronization between the domains ourselves. Common issues in the initial tran-

sition from MIDI data to USB data, were data loss from the sensor domain, buffer

underruns during sensor-audio synchronization and dropouts in the audio domain

due to excessive processing load. Since this is a fairly complex application we will

only discuss the most important components.

8.2 Optimization results

8.2.1 Phase I: Preliminary Analysis

This case study was performed on an i5-3350P quad core. Since we will only dis-

cuss the synchronization and application level management in this case study, we

will not go further into detail on the processor’s capabilities. During the hardware

analysis we listed the properties and capabilities of a number of concurrent data

structures provided by Intel Threading Building blocks [Int16d]. Additionally we

performed measurements on various locking techniques from the Windows API and

Intel Threading Building blocks [Mic16e; Int16h]. Since the duration of a lock is

too short to be measured directly, we performed a large number of consecutive lock

and unlock operations and averaged the result. The combined locking and unlocking

overhead of the measured locks is shown in Table 8.1. Most notable is the difference

between the Windows Mutex and the other locks. Its overhead is much larger as

it requires kernel access. The reason for this is the support to lock across multiple

processes. Unless this is required in the application the standard Windows Mutex

should be avoided.
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Lock Type Lock + Unlock Overhead

Windows Mutex 411ns
Windows Slim Reader-Writer Lock (read) 20ns
Windows Slim Reader-Writer Lock (write) 22ns
Windows Spin Mutex 25ns
Intel TBB Spin Read-Write (write) 32ns
Intel TBB Spin Read-Write (read) 32ns
Intel TBB Queuing Mutex 26ns
Intel TBB Spin Mutex 10ns
Intel TBB Speculative Spin Mutex 9ns

Table 8.1: Combined locking and unlocking overhead of various locks

8.2.2 Phase II: Software Analysis

(A) Application Analysis

The VST plug-in consists of the following components: 4 plot displays that show

the entirety of the recorded data, a data conversion module that converts the data

into the appropriate format for the graphical displays, user controls for plots, a data

I/O component that stores data in a proprietary file format, a real-time processing

component and a USB component that manages the real-time USB interrupts.

The application flow is as follows: The user opens the plug-in, the USB communica-

tion component detects if a sensor rail is connected, if so it sets up the communica-

tion. If the user presses play, a command is sent over USB to the sensor controller to

start transmitting data. A data stream of approximately 12Mbit per second per sen-

sor rail is started. Up to three sensor rails can be connected to the sensor controller.

The packets are transmitted over USB, demultiplexed and stored in a temporary

buffer in the USB interrupts. In the audio processing domain temporary data is then

synchronized to the incoming audio stream and passes through an event detection

algorithm. With a maximum refresh rate of 20Hz the data conversion algorithm

updates the plot data. If the user presses the stop button the USB data stream is

halted. If the user presses the load or store buttons a dialogue is shown where the

user can either import a previous session or store the current data stream. Data

I/O is only available when playback or recording are stopped. If a USB error occurs

playback is automatically stopped by the USB communication component.

Constraints: The data conversion and plotting should not interfere with the USB

I/O, nor the real-time audio interrupts. Both real-time components are in different

clock domains and are only linked through their data exchange. They should remain

independent and no data or audio drop-outs should occur. User interaction with the

graphical data display or the GUI should not interfere with real-time behaviour. A



8.2 Optimization results 175

short delay can be introduced for synchronization purposes but should not exceed

10ms including the audio buffer delay. The real-time audio interrupts are managed

by the host (trigger and thread priority). The real-time USB interrupts are partially

managed by the USB driver, which is beyond our control. However, some configura-

tion is possible during initialization of the USB device (e.g. thread priority).

Functional Decomposition: We assigned the following component categories:

• Graphical displays: non-critical GUI component

• Data conversion module: non-critical background task, fixed intervals

• User controls in GUI: non-critical event (control update)

• Data I/O: non-critical, user triggered, not active when in real-time mode

• Real time processing: critical, real-time, fixed intervals, triggered by host

• USB interrupts: critical, real-time, fixed intervals, triggered by USB driver

Dependency Analysis: The dependencies and interactions between various com-

ponents are shown in Figure 8.2. The most critical data dependencies are the data

exchanges between both real-time processing and USB domains and the lower prior-

ity data conversion and display. There are non-critical control dependencies between

user input and the other components. While user action should result in a change,

the timing is not as critical as for the other components.

Component Performance Analysis: As this is a time-critical application we first

investigated the timing behaviour. We found the following major issues:

• The USB interrupts have a significant jitter: while the real-time interrupts are

supposed to occur every millisecond, the stream is sometimes interrupted for

up to 4ms, followed by a processing burst of multiple USB frames to catch up

on the delay. In addition to this delay there is already a sensor recording and

transmission delay of 2ms in total and a 3ms delay for audio synchronization.

• Audio drop-outs occur due to excessive CPU load. The load is caused by the

graphical displays, which 40 to 50% of the system’s processing resources.

• The load caused by the data conversion module is fairly low during normal op-

eration but interferes with real-time behaviour when the user adjusts the plot

(i.e. audio and USB drop-outs). For example, if the user changes which part

of the data-stream to show, the plot has to be recalculated, which results in a

computational burst.
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Figure 8.2: Overview of the components in the Piano Data Capturing Plug-in

(B) Component Allocation

Functional Grouping User controls are handled asynchronously by the host ap-

plication and do not require any additional management. Triggers of the plot update

and updates of the GUI controls are non-critical, so we group them into a single

timer interrupt. While the controls are triggered asynchronously, handling changes

can be grouped with the plot updates to reduce the number of threads and limit

interference with the real-time domain. The graphical displays are all instances of

the same class and considered as a single module for optimization. Data I/O is a

single module, triggered asynchronously by the user. Real-time audio processing is

a single module, triggered by the host.

Synchronization Synchronization occurs at the following locations:

• Data exchange between the USB and Real-Time audio processing domain.

• Data exchange between the real-time audio domain and the data converter.

• Data update between the data conversion component and the graphical display.

• Control messages between the GUI and various components of the plug-in.

• Control exchange between the GUI and the USB Device in order to send mes-

sages to start and stop the USB stream.
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Allocation Both real-time domains are triggered by external clocks that are be-

yond our control. Priority of the audio callbacks are managed by the Host applica-

tion, priority of the USB thread can be adjusted during initialization. As most work

occurs in bursts that might overlap, we use a single thread for each so that they can

operate independently on separate cores. The high priority should guarantee that

work in both domains is executed at the right time. The threads from other modules

should be placed at a lower priority if possible. Regarding controls and interrupts,

we grouped all time-based controls and triggers for the user interface into a low pri-

ority 10ms timer interrupt. This way the work will be performed without noticeable

delay for the user, while the interference with the high priority tasks is minimized.

The remainder of the components is managed by the Juce framework and the host

application.

(C) Module Analysis

The application is mostly designed using the Event Based, Implicit Invocation pat-

tern in which a number of actors in different clock domains exchange data and com-

mands. A number of these components follow a Producer-Consumer pattern. In

most occurrences of this pattern there is only a single producer and a single con-

sumer of the data. The exception are the 4 plotters, which need access to the same

data structure. Since we are mostly interested in the high level architecture we will

focus on the synchronization patterns between the clock domains:

• For the data exchange between the USB and the real-time audio processing

domain a non-blocking Shared Queue should allow the USB thread to write

data without interfering with the read operations from the processing domain.

Due to jitter of up to 4ms on the USB interrupts, a delay line is required to

prevent starvation of the processing domain when the USB interrupts do not

deliver their data in time. In addition a delay of at least 3ms should be added,

since we need to assign 2 or 3 piano samples (depending on alignment) to each

incoming 2.67ms audio buffer.

• The data exchange between the real-time audio processing domain and data

conversion component should also be non-blocking. The processing domain

needs to create a shared local copy of the data. A possible solution is to per-

form the real-time operations in a temporary data structure (e.g. a Shared

Queue) from which data is read and passed on to the non-critical domain in a

background thread. Both the sensor data and events detected in the real-time

processing domain should be handled this way.

• The data update between the data conversion component and graphical display
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is non-critical so blocking is not an issue. Shared data protected by a locking

mechanism should be sufficient in this case.

• Control exchange between the GUI (managed by host) and the application (bi-

directional) includes plot updates, playback start and triggering file I/O. Since

these do not directly interfere with the real-time domain a Shared Data pattern

can be used here (either using atomic instructions or protected with a lock).

• Control exchange between the GUI and the USB Device must be entirely lock

free as the user interface should not be able to block the USB threads.

8.2.3 Phase III: Serial Optimization

Since the primary target for this case study was to investigate the application level

architecture we did not perform a thorough serial optimization. We did rewrite the

graphical displays with OpenGL to improve plotting speed. We also added a buffer-

ing mechanism to avoid unnecessary repaints of the plots and limited the refresh

rate to 10 frames per second. Since GPU acceleration is beyond the scope of this

dissertation we will not go further into detail on this subject. Most important is that

due to this optimization the total CPU-load of the plotters dropped from 40-50% to

2-5% with occasional peaks of 10% when excessively scrolling through a plot.

8.2.4 Phase IV: Parallel Optimization

In Phase I we discussed a number of locks and investigated the available data struc-

tures in Intel Threading Building blocks. In this phase the candidates from Phase II:

Software Analysis are mapped to potential solutions.

• USB to Real-Time audio processing: A sufficiently large circular data struc-

ture with preallocated arrays seems most suitable. Preallocation prevents the

need to request additional memory to the OS, minimizing variable overhead

and thus the risk of violating the real-time constraint. Although the overhead

of the locks discussed in preliminary analysis is in the nanosecond range, the

overhead of accessing the structure can be further minimized by managing the

array index directly with atomic operations. The benefit of this lock-free ap-

proach is that the modules accessing the structure cannot block each-other.

Write access always occurs on a temporary buffer. When full, the write index is

increased so that the filled buffer can safely be read by the real-time process-

ing thread. As we do not have a suitable implementation available in Intel TBB

a custom data structure will have to be designed. To compensate for the jitter
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on the USB bus we added a 4ms delay to the readout of the data structure in

the processing domain.

• Real-Time audio processing to Data Conversion: this can be implemented

similarly to the USB to Real-Time Audio processing exchange.

• Data converter to graphical displays: The 4 displays need read access to

the data structure in which the converted data is stored. Since the plotters

only perform read operations, locking is only needed while the Data Converter

is adding new data. A simple resizeable array protected with a lock meets

the requirements. A reader-writer lock such as the Slim SRW-lock from the

Windows API is a suitable candidate.

• Control exchange between GUI and the plug-in components: Since trig-

gers for plot updates, playback start and file I/O do not directly interfere with

the real-time domain a regular Shared Data pattern can be used here, either

using atomic instructions or protected with a lock. We opted for atomically

adjusted flags to manage the control triggers due to their minimal overhead.

• GUI to USB Device: a non-blocking Shared Queue is required to store mes-

sages being sent to the USB device. This allows asynchronous storage of new

messages, without interrupting the USB thread when it prepares the next data

transmission. Since this is a one-way transmission, a lock-free FIFO data struc-

ture such as the Intel TBB Concurrent queue should suffice.

8.2.5 Phase V: Implementation and Validation

In this phase we implemented the potential solution as described above. The most

challenging aspects were the implementation and validation of our custom data

structure to exchange data between domains and the message queue between start-

stop events from the user interface and the USB device. However, after thoroughly

testing the final implementation, we found that our analysis was correct and that the

proposed solution was indeed capable of storing, processing and synchronizing the

incoming USB data stream with audio and displaying selected data streams without

interference between the various domains. The application no longer suffered from

drop-outs as with the earlier implementation. One open issue with the final imple-

mentation however, is the total delay. The sensor module itself introduces 2ms of

delay to scan and transmit the data. The USB transmission itself introduces signif-

icant jitter, which has to be compensated with a 4ms delay and additionally a 3ms

delay has to be introduced due to the selected audio buffer size of 2.67ms. The total

delay between sensor recording and start of processing is therefore 9ms. A few ad-

ditional measures are needed to meet the requirements: Firstly, the incoming audio
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stream has a delay of 2.67ms (buffer size) and a A/D-converter delay of 0.55ms. This

implies that a delay compensation of approximately 6ms will have to be added to the

incoming audio stream. Secondly, the earliest the plug-in is able to put a result on

its output (e.g. of a piano simulation) is 11.67ms, incremented by the output delay

(e.g. a midi or audio signal). This is beyond the desired delay. The primary cause is

the jitter on the USB bus as it adds 4ms to the total delay. In order to solve this an

improved USB driver is required. Since this issue could not be solved in the current

driver and because driver development is beyond the scope of our research we did

not try to lower the delay any further.

8.3 Conclusions

We have shown that our systematic approach can be used to organize the applica-

tion level of software with severe real-time constraints and synchronization require-

ments. The initial implementation suffered severely from data and synchronization

loss. By careful decomposition of the application in functional components, grouping

them based on their properties, priority based temporal partitioning and assigning

suitable synchronization mechanism to each synchronization point, we were able to

eliminate these issues entirely. Characterization of the framework in Phase I: Pre-

liminary Analysis allowed us to easily select the most suitable locks and Concurrent

Data Structure for our application based on the constraints and requirements de-

fined in the Application Analysis phase. While the desired delay of 10ms could not

be achieved due to the unreliable USB driver framework, we did manage to com-

pensate for its behaviour and obtained a stable application, capable of storing and

processing the incoming data stream in real-time.

The main contribution from this case study is the expansion of our systematic ap-

proach towards the application level. More specifically, in Phase II: Software Anal-

ysis (see section 3.3) this case study resulted in the categorization of tasks based

on their constraints, the inclusion of spatio-temporal separation in the work-flow to

simplify constraint management and finally the inclusion of data synchronization,

more specifically between domains with different constraints.
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Figure 9.1: Piano Simulation Case Study Overview

The final case study is a real time audio plug-in that converts Musical Instrument

Digital Interface (MIDI) data into simulations of a piano action. The application is

a VST plugin built with the Juce framework. The case study was performed on an

i5-3350p (section 1.4.2, p.25). This case study was defined as the second target

application in the Baekeland proposal, the first being the 3D codec. The aim was

to verify our findings from the 3D encoder cases on a second application within the

domain of real-time media applications. The difference with the 3D encoder is that
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this application has much more inherent parallelism, namely the presence of up to 88

independent keys to simulate. However, whereas the 3D encoder was already a real-

time application prior to the optimization attempts in this research project, the piano

model could not operate in real-time and required a significant speed-up to meet the

real-time constraints. Since the required speed-up was much larger than the number

of available cores, significant improvements would be required on the instruction

level. Due to the limited opportunities for Instruction Level Parallelism (ILP), we

focused our effort on vectorization and task parallelism as shown in Figure 9.1.

9.1 Introduction

In this case study we will optimize a real-time simulation model of a grand piano

action. The purpose of this application is to simulate the key, hammer and wippen

movements of a piano performance. In the final application this performance will

be recorded using the test-setup described in section 4.2.2 (p.122). However, as the

application itself was still under development and the model was not yet integrated

in to the data capturing application discussed in section 8, we used a MIDI file of a

real performance for this case study instead. A grand piano typically has 88 keys.

Although a pianist has only 10 fingers, the piano action has to return to its resting

position once a key is released. Therefore, more than 10 keys will be active simulta-

neously, especially when playing fast sequences of notes. The challenge is that the

model of a single key itself is very processor intensive. Combined with the real-time

requirement this results in significant constraints and a need for large speed-ups

that surpass the number of available processor cores. A more detailed description of

this case study and the algorithms can be found in section 4.2.2 (p.122). In the fol-

lowing sections we will discuss the optimization process of the application, focussing

mostly on improving the performance of the simulation algorithm.

9.2 Optimization results

9.2.1 Phase I: Preliminary Analysis

The software and hardware environment are similar to that of the 3D audio encoder

discussed in Chapter 6, so we will only briefly discuss the differences and the addi-

tional frameworks used. The processor used for this case study is the Intel i5-3350P

(no hyper-threading, turbo disabled). Except for a few new instructions and micro-

architectural enhancements, the architecture is very similar to the 2500S [Int15b,
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Figure 9.2: Application Overview of the Piano Case Study

ch. 2.3.7]. As explained in section 4.2.2 (p.122) we used a fixed step Runge-Kutta-

Dormand-Prince ODE solver from the Boost library [DAR16] for the simulation algo-

rithm. For vectorization we relied on the Intel TBB vector data types, which supports

the most common data operations. As a result scalar code can be vectorized by sim-

ply changing the data type provided that no unsupported operations such as branch-

ing code paths are used. When calling the boost library with the Intel TBB vector

types we encountered compilation issues on regions containing multiplications with

constants. This was solved by adding generic type-casts to the Boost library tem-

plates. As a result we could now use a single C-template for the scalar and vector

implementations and compare performance directly.

9.2.2 Phase II: Software Analysis

(A) Application Analysis

An overview of the components and their most significant interaction is shown in

Figure 9.2. The plug-in consists of three main functional components: a graphical

user interface and the simulation model. The former is a background task, while the

simulation model is a real time critical task.
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The graphical user interface can be divided in two parts. The first part is a control

interface with a key selection box and some fields that display information. The sec-

ond part is a custom display class that shows the last hammer-wippen trajectory that

was calculated for the selected key. The plotter should not interfere with the real

time process, so a safe data exchange between plotter and simulator must be pro-

vided. Since we already discussed similar graphical displays, control interfaces and

critical data interchanges with the processing components in chapter 8 we will not

go further into detail on these components and focus on the processing component

in the remainder of this chapter.

The processing component is triggered by the Host application’s audio interrupts.

Depending on the buffer size of the audio device a periodic interrupt calls the Pro-

cessing function of the plug-in. MIDI events are used to trigger keys in the simula-

tion model with a certain key velocity. Keys must be simulated in real-time without

adding additional delay. The application automatically detects keys in their resting

position. Resting keys are omitted from the simulation until they are retriggered by

a MIDI event. The latency is currently bound to the audio buffer size of the testing

environment, which is either set to 2.66ms or 5.33ms. The unoptimized serial im-

plementation does not yet meet the real time constraint for the selected use case.

The models of each key can be calculated independently, but are subject to the same

global time constraints. Peaks in load should not interfere with successful simulation

of other keys.

We used a publicly available MIDI file of Sergei Rachmaninoff’s Piano Concerto No.

3 in D minor, Op. 30 as a reference. For peak and average performance measure-

ments we used a fast-paced section where multiple notes are played simultaneously

in fast succession. Simulation is performed with a step size of approximately 10.68µs

to guarantee convergence of the Ordinary Differential Equation (ODE) solver. To-

wards the output we only store the values at 0.53ms intervals. We analyzed the

load for two different scenario’s: 2.67ms computation calls (250 ODE steps) and

5.33ms (500 ODE steps). The minimum, average and maximum load is shown in

Table 9.1. The extremes only occur rarely, as less than 0.5% of the measurements

for the 5.33ms interval are larger than 1ms. They also seem to occur in bursts of

30 to 200 simulations. This might indicate that there are boundary model conditions

that result in higher load (i.e. prolonged contact between piano components). At

this point it is uncertain whether these extremes are part of regular behaviour or

whether the limits of the model are exceeded for by specific input forces. Given

these measurements we can conclude that we can simulate between 2 and 8 keys in

real-time. For the test file we measured peaks of up to 47 simultaneous simulations.
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A different minimal speed-up is required for each number of keys that is processed

simultaneously, in general the constraint is that any number of simultaneous com-

putations occurring in the use case keys should be processed within the simulation

interval.

Simulation Interval Average Std. Dev. Min Max

2.67ms 347µs 7% 326µs 1050µs
5.33ms 702µs 6% 650µs 1758µs

Table 9.1: Average, minimal and maximum time needed to simulate a given interval

(B) Component Allocation

There are 88 simulation models in total, one for each piano key. Each model can

be calculated independently of the other, but the resources must be shared in a

controlled way so that a key can not prevent another key from timely computation.

Due to the inherent parallelism we consider the simulation models as a single paral-

lelizable module. Simulation is executed using high priority interrupts, while other

tasks run at lower priorities in between these calls. These priority levels create an

inherent separation of the processing domains, so at this point specific allocation of

resources is not required. Plotting occurs at 100ms intervals and takes about 1.7ms

including the data transfer from the simulation model. We can safely allocate all pro-

cessor cores to the high priority interrupts where needed and execute the secondary

components in between, as long as the simulation does not continuously use up the

entire time slot.

(C) Module Analysis

At the highest abstraction level the independent simulation models of the 88 keys

provide us with a significant amount of inherent parallelism. There is also a producer-

consumer relationship between the MIDI input processing and these models which

might provide an additional opportunity. There is also one generic algorithm, namely

the ODE solver. Parallel ODE solvers have been described in literature, however they

have some restrictions to their applicability. Parallel ODE solver such as Parareal

and PITA use a coarse grained solver, the results of which are improved in parallel

with fine grained iterative refinement [AB09; Par16a]. However, their efficiency has

an upper bound of n/K, where n is the number of processors and K the number

of refining iterations required to obtain the desired accuracy (e.g. for 100 cores

and 10 refining iterations the speed-up is at most 10). Algorithms such as PFASST



186 9.2 Optimization results

improve this speed-up by applying approximation algorithms. However, with the lim-

ited number of cores available and the short latency it is unlikely that these methods

will provide us with the required speed-up.

At lower abstraction levels we also uncovered a number of opportunities. The sim-

ulation model of each key contains three mechanical components that only make

contact from time to time. Computation of these components could be performed

independently until they make contact, in which case synchronization of the contact

forces is required. This property also provides us with 3 mostly independent instruc-

tion streams, which we can exploit using instruction parallelism which makes the

models very suitable for ILP. The simulation of a single step also contains a number

of mathematical equations. The only algorithms are mathematical operations such

as sinus and tangent. These functions are unlikely candidates for task parallelism.

However, they are vectorized automatically when using the Intel TBB vector data

types.

These parallel opportunities can be mapped to the following parallel patterns.

1. On the highest level we have a Task Parallel pattern as we can simulate each

key independently of the others. This can be implemented using a Fork-Join

pattern. However, there is also a clear producer-consumer relationship. We

have incoming MIDI data which is processed later on. This indicates the pos-

sibility of a Master-Worker pattern. If the MIDI processing is relatively large

compared to the simulation this might be beneficial.

2. The highest level can be executed using a data parallel pattern with some re-

strictions. The post-simulation analysis that determines if the piano action is in

its resting position is difficult to parallelize, although not impossible. We either

need a complex data parallel implementation or a map-reduce pattern in which

we execute the bulk of the work in parallel and the post-processing serially.

3. The individual mechanical components of the key could be simulated indepen-

dently as long as they don’t make contact, once they touch synchronization is

required. This approach is similar to the Geometric Decomposition pattern.

4. On the ODE function there is a high degree of independence which makes

this function very suitable for ILP. There are a few conditional statements that

might inhibit parallelism. It might be beneficial to eliminate them.

Between individual keys no additional synchronization is required, except when the

mechanical components of the key are simulated individually. Between the plot-

ter, control module and simulation algorithm lock-free data exchanges are required,

similar to those discussed in chapter 8.
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9.2.3 Phase III: Serial optimization

Most of the work in the simulation model is located in the ODE function. We quickly

found that the CPU could handle this perfectly on its own. In terms of ILP there is

not much to be gained. Most of the load originates from the ODE function itself, a

relatively short algorithm. Regardless the optimization attempts of the conditional

statements, rearranging the code or replacing division by multiplications perfor-

mance remained the same. There are plenty of independent operations present in

each iteration so the out-of-order execution unit has no difficulties handling it on its

own. The code structure seems trivial enough for the compiler to perform the flow

optimizations automatically. As a result, we rely entirely on parallelism to achieve

the required speed-up for this module.

9.2.4 Phase IV: Parallel Optimization

(A) Design Space Pruning

High level analysis The task parallel approach allows us to either implement the

Task Parallel pattern with a Fork-Join implementation pattern or with a Master-

Worker pattern. We found that the cost of the MIDI parsing and data preparation

is almost negligible compared to the load of the simulation itself. Since the master-

worker pattern requires more elaborate data structures for the work queues, which

add even more overhead, we decided to use the high-level Fork-Join approach. We

measured the Intel TBB fork overhead without taking into account data set sizes and

calculated the speed-up relative to the measured task lengths.

Buffer size Keys Serial Fork Cost Parallel Estimate Speed-up

2.67ms 1 0.34ms 0 (sequential) 0.34ms 1.0
2 0.69ms 0.008ms 0.35ms 2.0
3 1.03ms 0.009ms 0.35ms 2.9
4 1.38ms 0.011ms 0.36ms 3.8

5.33ms 1 0.684ms 0 (sequential) 0.684ms 1.0
2 1.37ms 0.008ms 0.69ms 2.0
3 2.05ms 0.009ms 0.69ms 3.0
4 2.74ms 0.011ms 0.69ms 3.9

Table 9.2: Estimated parallel execution of the piano simulation model

According to these measurements a near linear speedup can be achieved on the ODE

by calculating individual threads. The actual speedup will likely be lowered by slight
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load variations between calculations of various keys. The downside is that scalability

is limited to the amount of available cores. Since we achieved no gain from serial

optimization high level parallelism by itself is not sufficient to meet the real time

constraints.

Low level analysis With a few small adaptations the ODE algorithm is suitable for

full vectorization. All keys can be calculated independently and largely follow the

same code path. There are, however some issues to tackle. First of all the algorithm

contains conditional statements, which cannot be vectorized directly. We can, how-

ever, replace the logic with fully vectorizable code (minimum and maximum). In the

post-simulation check that determines whether the model has returned to a stable

resting position (key released and hammer back in resting position) the conversion

would be much more complicated as there are multiple code paths. It might be more

suitable to use a map/reduce pattern and do this step in the post-processing of the

parallel computed results, although this will increase the vectorization cost. If we

want to dynamically determine which keys should be simulated, there is an addi-

tional problem. If we cannot statically group the keys and store them in vectorized

groups, packing and unpacking must be performed for the transition from the scalar

to the vector domain. This overhead might be significant as we also need to convert

the vectorized output back to scalar elements. As we currently don’t have a straight-

forward way to estimate this overhead, the only option is to write an exploratory

prototype and measure the overhead.

Packing: Simulation parameters are copied from the active models. Empty slots

are filled with default values to prevent undefined behaviour of the ODE solver.

Results of these empty slots are not copied at the output.

Unpacking: Unpacking costs more than packing because the simulation result has

to be converted and copied to the serial model as well. The vector implementa-

tion also requires post-processing of results which cannot be easily vectorized

due to the presence of branches. We decided to do this serially after unpacking

the results. This is included in the unpack operations. On average this takes

only 0.3µs, with occasional peaks up to 15µs (when near the end of the simula-

tion). We did not adjust the estimation model to take into account these peaks

because they are so rare, because the serial implementation encounters the

same peak and because the load of the simulation itself varies much more. The

latter will result in greater load imbalance problems than these peaks.

The average packing, unpacking and total overhead are shown in Figure 9.3. The
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overhead is fairly linear although it seems to be less predictable when packing for

Streaming SIMD Extensions (SSE). Since SSE lowers the resolution we will only

use it to expand the maximum amount of keys we can process in parallel in case we

cannot obtain the desired speed-up with AVX vectorization. For AVX we can compute

up to 4 keys in a single run per core, while SSE handles up to 8.
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Figure 9.3: AVX and SSE Packing overhead.

Since part of the processing cannot be vectorized we have to rely on a map-reduce

pattern. During the mapping phase vectorization is used to perform the bulk of the

work, during the reduction phase non-parallelizable operations are performed. The

latter introduces a serial fraction which lowers the overall speed-up.

ODE processing Post processing
Buffer duration Average Std. Dev. Min Max Average Std. Dev. Min Max
2.67ms 344µs 34 324µs 955µs 0.2µs 0.6 0.2µs 79µs
5.33ms 684µs 48 652µs 1633µs 0.3µs 0.4 0.3µs 95µs

Table 9.3: Serial execution time of the ODE solver and the post processing.

We took more detailed performance measurements of the serial components, which

are shown in table 9.3. For the reduction phase the minimal load applies to almost

every sample. The load increases when the piano action is close to the resting state

(very limited movement). Table 9.4 gives us a performance estimate for a vector

implementation, assuming that the vector instructions themselves perform similar
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Keys Serial Execution Time Vector Overhead Vector Execution Time Speed-up

AVX 2.67ms 2 688µs 6.6µs 350.6µs 2.0
3 1032µs 8.0µs 352.0µs 2.9
4 1376µs 9.2µs 353.2µs 3.9

AVX 5.33ms 2 1369µs 10.9µs 694.9µs 2.0
3 2053µs 12.1µs 696.1µs 3.0
4 2737µs 13.6µs 697.6µs 3.9

SSE 2.67ms 2 688µs 17.2µs 361.2µs 1.9
3 1032µs 17.9µs 361.9µs 2.9
4 1376µs 18.1µs 362.6µs 3.8
5 1720µs 18.8µs 363.9µs 4.7
6 2064µs 19.4µs 363.9µs 5.7
7 2408µs 20.6µs 364.6µs 6.6
8 2752µs 21.2µs 365.2µs 7.5

SSE 5.33ms 2 1369µs 11.5µs 695.5µs 2.0
3 2035µs 13.4µs 697.4µs 2.9
4 2737µs 15.3µs 699.3µs 3.9
5 3422µs 16.1µs 701.1µs 4.9
6 4106µs 19.0µs 703.0µs 5.8
7 4790µs 20.9µs 704.9µs 6.8
8 5474µs 23.7µs 706.8µs 7.8

Table 9.4: Vectorization Overhead (packing and post-processing) and estimated
speed-up.

to the scalar instructions on average. Based on these estimated speed-ups we can

conclude that vectorization for this amount of work is not bound by packing and

unpacking overhead as efficiencies up to 90% are reached. However, if we look at

the processor data sheet the vector instructions usually have a higher delay and

throughput compared to the scalar instructions. Additionally it is likely that when

combining complex operations (e.g. divisions), some imbalance at the register level

will occur (i.e. if one of the registers requires additional cycles to obtain the required

accuracy). As a result there is no guarantee that the speed-ups above are obtained.

Since a cost model for vectorization is beyond the scope of this research we rely

on measurements on the final implementation itself for evaluation. At this point we

consider it to be a viable alternative to a strictly multi-threaded approach. However,

the speed-up of vectorization on its own is not sufficient to meet the constraints

when the number of keys exceeds the number of vector registers by a factor greater

than two.

On the lowest level we can also introduce task parallelism by processing the mechan-

ical parts of each key in parallel while they do not make contact and synchronize the

threads while they are touching. Since there are only 3 components the speed-up is

already lower than the previous approach. The elaborate synchronization require-
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ment introduces additional overhead, which makes this candidate even less likely to

be more efficient.

The combination of task parallelism (either fork-join or master worker) on the key-

level with low-level task-parallelism on the key components is not suitable due to

the limited number of cores. High level task-parallelism and vectorization, however,

can be combined without restrictions. Considering an additional speed-up of 3.9

for task parallelism we can expect a maximum gain of 15 for AVX and 30 for SSE

for the 2.67ms simulation interval. However, as discussed in section 2.5.2 AVX and

SSE instructions are pipelined. While they have a high throughput the initial delay

lowers the speed-up if only a limited number of identical operations is performed

within a vectorized function. The efficiency of a single vector multiplication, for

example, is only 62.5% (see Figure 2.11, p.67). Since the simulation model has a

mixed instruction flow it is likely that it will perform closer to this low end. If we

revise our estimates with this efficiency factor the expected speed-up drops to 9.4

and 18.7 respectively.

Since each of the individual approaches fails to meet the real-time constraints the

only suitable candidate for now is the multi-level approach in which we combine

thread based task parallelism with vector-based parallelism at the key-level. We will

cover these aspects in an additional iteration if needed. More important at this point

is to determine when to switch between thread and task based parallelism.

(B) Bottleneck Elimination and Optima

The main bottlenecks are the vectorization overhead and potential imbalance in

the Task Parallel pattern. Since this requires measurement data of the vector imple-

mentation we will cover this in an additional iteration if needed. More important,

however, is that we need to determine a parallelization strategy that exploits all

levels. Based on the estimates we concluded that a single key should be processed

serially, up to 4 keys should be processed with AVX, 5 to 16 keys should be processed

using threaded parallelism combined with AVX, where an additional thread is cre-

ated every 4 keys. For 17 and more keys, graceful degradation is used in order to

meet the real time constraints. In this case the SSE registers are used combined with

threaded parallelism. If more than 32 keys are in use the threaded SSE implemen-

tation is called multiple times. An alternative is to handle up to 32 keys performing

two iterations with AVX, but since this brings us closer to the critical deadline more

frequently we opted for the safer alternative.
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9.2.5 Phase V: Implement and Evaluate

The results of our first implementation were closer to the low end of the expected

gain. The main reason seems to be much lower performance of the AVX and SSE

implementations. We found the AVX speed-up to be 2.5 when processing 4 keys. As a

result of the mixed operations present in the simulation model the vector instructions

do not fully benefit of the pipelined architecture of the vector instruction set.

However, we also found parts of the application that performed well below the ex-

pected gain. We noticed significant drops in the speed-up when using only 1 or 2

AVX registers and when using less than 7 SSE registers, as shown in dotted lines on

Figure 9.4. This was solved in two ways. Firstly, if only a single key is processed

by a vectorized thread, the scalar implementation is called instead. Secondly, the

packing and unpacking was still performed serially. Even though the overhead is

limited it did have a noticeable impact on performance when the vector registers

were underused. We partially moved the packing and unpacking operations into the

Fork-Join pattern. Due to the imbalance between key simulations the speed-up from

threading is also limited to approximately 3.1 for scalar, AVX and SSE implemen-

tations. While this leaves room for improvement, there are few opportunities for

improved balancing due to the limited number of parallel tasks and their inherent

serial dependencies.

For vectorization the main bottleneck was not the packing and unpacking overhead

in this case study, despite the elaborate data conversions that had to be performed.

We found that for a mixed instruction stream the efficiency of vectorization dropped

significantly because the pipeline could not be exploited. It is therefore safer to

take into account the lower bound for the estimated vectorization gain (as shown in

Figure 2.11, p.67) rather than the theoretical upper limit imposed by the number of

registers. The downside of combining multiple levels of parallelism is that it leaves

us with little to no opportunities to optimize the load balance at the task level as

the number of independent tasks is greatly reduced. One possibility would be to

implement a Task Queue similar to the audio encoder case study (see Chapter 6),

which would require splitting the simulation runs into smaller chunks. Since this

would only be beneficial for the extremely high key counts and the constraints were

already met with the current implementation we did not investigate this bottleneck

any further.

After optimization we were capable of simulating the test file in real time without

violating the timing constraints. This was achieved for up to 47 keys with room left

to spare for additional keys, as the peak execution time at this key count was still

well below the real-time threshold. The final speed-ups for up to 32 keys are shown
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Figure 9.4: Comparison between initial optimization result and result after second
iteration

in Figure 9.4. Speed-ups are compared to the average execution time of a single key.

The graph shows a comparison between our first optimization attempt (dotted lines)

and the second attempt (full lines).

The standard deviation of the final speed-ups varies between 10% and 32% for the

2.67ms buffer size and between 8 and 25% for the 5.33ms buffer size. The deviation

is highest when vectorization is used. Although the average measured execution

time is close to the minimal execution time, large peaks in vectorized execution time

result in occasional loss of speed-up. For the serial implementation the standard

deviation is 7% for the 2.67ms buffer and 10% for the 5.33ms buffer. For the AVX

implementation, however, the standard deviation is between 25 and 36%. For SSE

it ranges between 31 and 44%. To verify the real-time behaviour we analyzed the

total processing time for each simulation buffer and found that it varied between 28

and 76% of the real-time interval for the 2.67ms buffer and between 22 and 59%

for the 5.33ms buffers. This shows that despite the large deviations in per-thread

performance, the application operated in real-time for the entirety of the test file,

thus showing that it indeed complies to the real-time constraints.
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9.3 Conclusions

In conclusion, we have shown that our systematic approach allowed us to obtain an

implementation of the piano simulation algorithm that meets the constraints, despite

several setbacks regarding optimization opportunities. In this case study no perfor-

mance gain could be achieved from Phase III: Serial optimization. Furthermore,

the inherent imbalance in the small workloads limited the parallel efficiency on the

task level to approximately 75%. Despite these limitations we were able to achieve

significant performance improvements by systematically identifying and comparing

the potential solutions uncovered in Module Analysis. By first considering the par-

allel patterns without deciding on the execution method, our approach leaves the

options open for any execution pattern to be mapped to any candidate. This way

low-level parallelism (e.g. vectorization) remains a valid solution, regardless the

software level at which the parallel pattern resides. This approach has shown to be

beneficial, as in this case study threading and vectorization are worthy competitors.

Additionally, by placing multi-level parallelism alongside the evaluation of single pat-

terns, the systematic approach ensures that all possible parallelization angles are

covered. Due to the multiplicative effect of multi-level parallelism this allowed us to

achieve speed-ups up to 20.8 in the final implementation. Overhead identification in

Phase IV: Parallel Optimization, guided us towards the most likely solution given the

performance model of the task parallel implementation and a rough estimate of the

vectorization cost. Despite the overestimation of the vectorization gain, our first im-

plementation showed speed-ups close to the desired result. The loop-back from the

implementation phase to earlier phases allowed us to further improve performance

after our initial implementation. Since our systematic approach requires the poten-

tial causes of overhead to be identified prior to the implementation phase, we were

able to quickly identify the root cause of the unforeseen performance drops as shown

in Figure 9.4. This was achieved by reiterating over the optimization work flow using

the updated measurements obtained from the first implementation. This shows that

our systematic approach can indeed bring the developer close to the optimal solu-

tion, even if parts of the performance estimates are overly optimistic. The feed-back

loops with updated measurement data throughout our systematic approach allowed

us to quickly recover and obtain a solution that meets the constraints.

In conclusion this case study allowed us to define a rudimentary estimation method

for vectorization gain, as proposed in section 2.5 (p.64). Although the accuracy of

the estimation method is limited, this case study has shown that for a mixed instruc-

tion flow the effective performance improvement is close to this estimate, allowing
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the developer to converge faster towards an optimized solution. The fact that it

was uncertain whether the required speed-up would be achieved resulted in the

addition of intermediary evaluations of the proposed solution throughout our sys-

tematic approach. This was incorporated by means of loop-backs throughout the

various phases, including those in Phase V: Implementation and Validation (section

3.6, p.114). One example are the loop-backs involving guidelines for changes to the

hardware platform or software specifications based on the identified bottlenecks of

the application. In this case study we have also show that the loop-backs between

the validation and optimization phases aid in a fast convergence towards an optimal

solution due to the systematic bottleneck analysis throughout the optimization pro-

cess, showing that our systematic approach indeed complies to the requirement that

it should simplify the decision making process, as defined in section 1.2 (p.5).





Chapter 10

Conclusions

As Pankratius et al. already advocated, there is a dire need for a systematic approach

to parallel optimization [PJT09]. In his case study he has shown that students who

had a clear strategy in mind achieved significantly better parallelization results than

those who proceeded with a trial and error approach. Furthermore, he noticed

that many of his students wasted precious time implementing inefficient parallel

solutions. Pankratius stated the need for a systematic design method for parallelism.

This need was also expressed by Van den Berghe R&D, the company where this

research project was performed.

In section 1.2 we defined the requirements for a such a systematic design method,

namely that it should be based on generic hardware and software properties, that it

should include metrics, that it should allow early performance predictions and that

it results in a simplification of the decision making process.

In this dissertation we have proposed a cost model and a systematic approach for

parallel optimization that addresses these issues. By combining generic software

properties with measurement data from the serial application and inherent overhead

of the parallel implementation, the cost model effectively allows a developer to make

early predictions of an applications performance. We illustrated the cost model for

a number of design patterns in section 2.2 (p.43) and showed its efficiency in a

number of case studies (see Chapters 8, 6 and 9). To further cover the requirements

of simplifying the decision making process we incorporated the cost model into a

step by step approach. In chapter 3 we have discussed the rationale behind the

structure of our approach. Whereas the efficiency was shown using the case studies

described in chapters 4 to 9. More importantly, the results of our case studies have

shown that each step in our systematic approach provides an added value.
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Figure 10.1: Encoder Optimization Results

1. In the data capturing case (section 8, p.171) we have shown that the approach

can be used to organize a complex application with severe real-time and syn-

chronization requirements thus showing the effectiveness of the Application

Analysis in Phase II: Software analysis.

2. In the 3D Encoder study the deviation between the estimated task-parallel

speed-up was less than 3% for a processing intensive algorithm, effectively

proving the usability of the cost model in practice.

3. In the 3D Encoder case study we have shown the effectiveness of the Opti-

mization phases (serial and parallel). The initial serial optimization resulted

in an improvement between 42 and 54%, targetted optimization was possible

due to the hardware analysis and investigations of the available tools in Phase

I: Preliminary Analysis. We have also shown the added benefit targeting par-

allelism on all levels in a single structured work-flow. By decoupling the final

execution pattern of a parallel candidate during Module Analysis in Phase II:

Software analysis, the option remains open until the final candidate selection
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Figure 10.2: Comparison between the initial optimization and the result after the
second iteration of the piano case.

in Phase IV: Parallel Optimization to assign any unexploited opportunities to

other non-threaded execution patterns. As shown in Figure 10.1 an additional

gain of 15 to 17% was achieved by exploiting the unused parallel candidates

using vectorization and high-level Instruction Level Parallelism.

4. In the piano case study we have also shown how the iterative refinement be-

tween Phase V: implementation and evaluation can correct unforeseen devia-

tions of performance from the cost model (e.g. overly optimistic estimation of

the vectorization gain). By requiring the developer to identify and analyze the

potential performance bottlenecks before the actual implementation, the sys-

tematic approach allows for quick identification of any implementation issues

simply by comparing the measurement data of the first implementation attempt

with the expected performance improvement. In Figure 10.2 results of the first

implementation attempt (dotted lines) are compared with those of the second

iteration (full lines), in which we further optimized the unforeseen bottlenecks

in the implementation. The presence loop-backs between the various phases of

our systematic approach have clearly shown their benefit.



200

Finally, the usability of our systematic approach and cost model in practice was con-

firmed by a master student who optimized Bzip2 using our method (see section 7,

p.163)). By having a student test our systematic approach on an open source algo-

rithm, we have shown that it can indeed guide a developer with little to no prior

knowledge on parallel computing towards a well-performing parallel implementa-

tion.



Chapter 11

Future work

Additional experiments should be performed on a variety of applications and hard-

ware platforms for purpose of validation the approach under different circumstances.

In addition to validation of the basic principles this might also aid in the further re-

finement of our approach. Another potential improvement would be to incorporate

certain parts in a toolchain. Micro-benchmarking the parallel framework, for exam-

ple, can easily be automated. The most difficult to automate is the parallel pattern

detection, which is despite all the efforts in the state-of-the-art still very challenging.

The cost model currently provides no support for systems with variable clock rates,

hyper-threading or heterogeneous platforms. However, as we discussed earlier the

model can easily be expanded with additional correction factors (section 1.4.2, p.25).

Expansion towards other parallel architectures such as GPUs or a combination of

CPU and GPU should be possible as well, provided the cost model is expanded. For

GPU acceleration this would require analysis of the overhead of setting up the GPU

for code execution and exchanging the input and output data. Additionally, to allow

performance evaluation prior to the implementation, scaling factors should be de-

termined that define how fast code is executed serially on the GPU compared to the

CPU. Since we did not encounter complex synchronization schemes throughout our

systematic approach, complex critical sections are not covered in this dissertation.

However, the probabilistic model proposed by Eyerman et al. can be used to extend

our pattern based cost estimate as well (section 1.5, p.30). Finally, we found that the

cost estimation is very accurate for processing intensive applications, but looses ac-

curacy when the application is constrained by cache memory (section 7, p.163). To

allow for more accurate predictions of parallel performance, the impact of caching

should be one of the primary focal points for future research.
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