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CHAPTER 1
Introduction

The use of massive datasets for making data-driven decisions has become a norm for
many enterprises who want to stay ahead of their competition and ensure that they
deliver products and services that are personalised to their customer’s needs. This
trend is also evident in science and governments where insights from data are used to
guide crucial decisions. With the proliferation of various data sources complemented
by cheap storage, organisations are able to collect huge amounts of data from customer
interactions, experiments and devices, just to name a few.

While large datasets can be accumulated within a short period of time, the inter-
active processing of such data to quickly get insights, trends or detect anomalies has
been a bottleneck. Usually, the data analytics process starts with exploring the data
by issuing queries whose results are expected to be returned instantaneously, allowing
a user to quickly decide which queries are interesting and should be explored further.
However, even simple queries can not be evaluated in a reasonable amount of time on
massive datasets.

Similarly, data mining techniques such as clustering methods are often deployed to
discover knowledge from the underlying data. This discovery process should be swift
and preferably be of an exploratory nature, allowing users to continuously interact and
explore the data.

The work presented in this thesis contributes to the data analytics workflow as
follows.
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2 CHAPTER 1. INTRODUCTION

• Approximate query answering. Since the exact query answer is often too ex-
pensive to compute, initially a user may prefer an approximate answer that is
obtainable in a fast response time. In Chapters 2 and 3 we propose a new query
approximation technique for (unions of) conjunctive queries. The method uses a
data reduction technique for obtaining approximate query results with provable
error guarantees.

• Interactive clustering. Correlation clustering is a standard clustering technique
that does not require any user-defined parameters. As a consequence, users do
not have any control on the quality of the returned clusters. In Chapter 4 we
extend correlation clustering by introducing user specified error bounds and
provide an approximation algorithm. These bounds provide an interactive handle
on the clustering problem and provide control on the quality of the clusterings.

We next provide a brief introduction to query approximation and correlation clus-
tering, followed by a chapter outline for this thesis.

1.1 Query Approximation

In data analytics, queries need to be executed fast and frequently on massive amounts
of data. Not surprisingly, the evaluation of (mostly aggregate) queries is very time
consuming and forms a bottleneck in the data analytics workflow. Recent advances in
computing hardware infrastructures and distributed computation paradigms, such as
Map Reduce and Apache Spark, have resulted in distributed and parallel evaluation
strategies of queries. Nevertheless, even then the exact computation of query answers
is challenging. As a consequence, these methods are often complemented with ap-
proximate query answering methods. Indeed, in many use cases the exact answers
to queries are not necessarily required and users are happy to obtain imperfect query
answers, provided that these come almost instantaneous. Furthermore, since most
enterprises utilise on-demand cloud services for data storage and processing, getting
fast approximate answers can also lead to a huge saving on the costs of using the cloud
service which is directly dependent on usage time.

Approximate query answering, or AQA for short, has been an active area of research
and many techniques originating from the database community have found their way
into research prototypes and commercial systems. Broadly speaking, AQA systems
can be categorised into two types: online and offline approximate query answering
systems.

On the one hand, online AQA systems are mainly based on samples of the data and,
when a query is issued, these systems return – at runtime – an approximate answer with
associated confidence intervals to the user. Furthermore, the answers and confidence
intervals are continuously updated (improved) in an online fashion, i.e., when more data
becomes available and samples are extended. Moreover, users can decide at any time
to stop the execution of the query when they are satisfied with a particular confidence
interval. Being sample-based, online AQA systems primarily target aggregate queries.

On the other hand, offline AQA systems rely on pre-computed summaries (synopses)
of the data. In other words, data summaries are constructed prior to query evaluation.
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The success of these systems relies on data summarisation techniques which are
either generic or take into account certain properties of queries in the query workload.
Examples of synopses include histograms, wavelets and sketches, etc. The key is to
generate small-sized synopses that still guarantee a good query approximation. Similar
to online systems, offline AQA systems primarily target aggregate queries. Furthermore,
they often only provide probabilistic guarantees on the quality of approximations.

The design of AQA systems, be it online or offline, is guided by several important
aspects.

• Flexibility and accuracy tradeoff. For any approximate query answering system,
it is important to understand how it supports current and future queries. Online
approaches are generally considered to be flexible in terms of their support of
current and future queries, yet this may come at the cost of accuracy. Offline
approaches often specialise their synopses based on current queries in a query
workload. This results in a high accuracy for the current queries, but they may
fail to provide sensible answers for future queries. Most AQA systems try to find
a middle ground between these two extremes.

• Incremental maintenance of data synopses. For pre-computed data summaries,
keeping them up to date when the underlying data gets updated is critical for
ensuring the accuracy of the approximate query answers. An AQA system thus
should have efficient incremental algorithms in place for updating the summaries.
An illustrative example of AQA systems with this functionality are those that
target data streams in which data continuously gets updated.

• Measuring the quality of approximate query answers. To the end users of an
AQA system, it is desirable that approximate answers have bounded errors. Users
want to be confident with the decisions they make from imperfect answers and
a guaranteed accuracy is the only way to convince users that the approximate
answers make sense. In many AQA systems, however, deriving error bounds re-
quires rigorous statistical techniques and even then only probabilistic guarantees
are given. Furthermore, these statistical techniques often fail when queries are
complex, e.g., when they involve a join of two relations. A good AQA system
should thus provide error guarantees that are easy to interpret.

• Query support. Approximate query answering systems are often specialised
for particular kinds of queries. In fact, most systems only target aggregate
queries. By concentrating on such queries one is able to achieve good query
result approximations at the cost of limited applicability. Indeed, non-aggregate
queries are largely ignored by existing methods, despite the fact that such queries
naturally arise in data analytics workflows. An AQA system should thus try to
balance between the queries that they support and the accuracy that they can
provide.

We will take these aspects into consideration when designing our (offline) AQA
systems for non-aggregate conjunctive queries.
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1.2 Correlation Clustering

Correlation clustering is to partition a set of objects into clusters such that similar
objects are grouped together and those objects that are dissimilar are put into different
clusters. Objects have a pairwise similarity measure that denotes whether they are
similar or not. Such clusterings provide valuable information for data analysts as they
reveal structure in the data and allow to inspect the data, one cluster at-a-time.

Correlation clustering differs from other kinds of clusterings in that there is no need
to specify the number or sizes of clusters. In other words, it is a parameter-free method.
Usually, the goal is to partition objects into clusters with the objective that the total
number of false negatives and positives is minimised. Here, false negatives correspond
to similar objects that belong to different clusters, false positives are dissimilar objects
belonging to the same cluster. Correlation clustering has found applications in several
areas such as protein interaction networks, cross-lingual link detection, communication
systems, document de-duplication, spam detection, and many others.

Similar to most clustering methods, finding a clustering whose number of false
positives and negatives is below a certain threshold is intractable. Therefore, in practice
one relies on approximation algorithms that provide solutions with approximation
guarantees, e.g., they return solutions whose number of false positives and negatives
are within a factor of the minimal achievable amount of false positive and negatives.

One of the most well-known approximation method in this context is based on
rounding solutions of a linear program. In a nutshell, the correlation clustering problem
is first translated into an integer program, which is subsequently relaxed to a linear
program. Then, the real-valued solutions of this program are rounded to integer
solutions that encode clusterings. The rounding process is achieved by a region-
growing method, originally designed for multicut problems.

Many variations of correlation clustering have been considered, ranging from
arbitrary to complete graphs, weighted and unweighted graphs, overlapping and non-
overlapping clusters, multi-labelled clusters and many more. Recently, this problem
has been considered in a distributed setting resulting in MapReduce based algorithms.

Although the parameter-free aspect of correlation clustering is very attractive, it
does not provide any form of interactivity. In the context of data analytics, data analysts
may want to have control on the quality of returned clusterings. In this thesis we will
put interactivity into the correlation clustering problem.

1.3 Thesis Outline

The outline of the remainder of this thesis is as follows.

• In Chapter 2 we propose a space bounded approximate query answering system
for (unions of) conjunctive queries, without aggregation. As previously men-
tioned, most AQA systems target aggregate queries only. We introduce a way of
approximating query answers by evaluating queries on a subset of data (called
coverings) and such that quality guarantees can be provided. Furthermore, we
consider the problem of finding the set of coverings that fit into a given space
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storage budget and furthermore, provide the best approximation guarantee for
queries in some query workload. This problem, to which we refer as the valid
covering selection problem, is solved by means of an encoding as a mixed integer
linear program. Crucial here is that no query evaluation is required to find the
best set of coverings. Query evaluation comes only into play when the selected
coverings are materialised and approximate query answers are obtained from
these materialised coverings.

• In Chapter 3 we extend our approximate query answering system by introducing
techniques for handling updates to the database. We explore the impact of
such updates on the valid covering selection problem and provide incremental
algorithms for maintaining quantitative information on coverings, that is needed
for the mixed integer linear program. Furthermore, we propose methods to avoid
the materialisation of completely new coverings. Instead we seek to minimally
modify materialised coverings such that they reflect the changes to the underlying
database whilst still providing accurate approximate query answers.

• In Chapter 4 we investigate bounded correlation clustering. In this chapter, we
extend standard correlation clustering by introducing user interaction. As a way
of letting a user to control the quality of a clustering, we allow the user to specify
bounds on the number of errors, i.e., false negatives and positives. A valid
clustering is a correlation clustering that meets these error bounds. However,
when the bounds are too restrictive no such valid covering may exist. In this case,
we provide an algorithm that returns a small set of edges for user inspection. It
is guaranteed that deletion or relabelling of these edges ensures the existence of
a valid covering. Furthermore, a user may decline the modification of certain
edges, after which an alternative set of edges should be returned. This results in
an interactive process in which the user can guide the clustering process towards
a clustering that satisfies his/her requirements. This chapter mainly concerns the
algorithmic problem of returning these minimal set of edges for user inspection.
More specifically, an approximation algorithm for this problem, based on the
region-growing technique mentioned earlier, is proposed and experimentally
validated.

• In Chapter 5, a closing summary of this thesis and some directions for future
research are described.





CHAPTER 2
Space-Bounded Query

Approximation

When dealing with large amounts of data, exact query answering is not
always feasible.

In this chapter1, we propose a query approximation method that, given
an upper bound on the amount of data that can be used (i.e., for which
query evaluation is still feasible), identifies a part C of the data D that
(i) fits in the available space budget; and (ii) provides accurate query
results. That is, for a given query Q, the query result Q(C ) is close to the
exact answer Q(D). We present the theoretical framework underlying our
query approximation method and provide an experimental validation of
the approach.

1This chapter is based on work published in ADBIS 2015 as “Space-Bounded Query Approximation”
by Boris Cule, Floris Geerts and Reuben Ndindi [19].

7
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2.1 Introduction

Traditional query processing has primarily focused on the efficient computation of
exact answers to queries. In applications with huge amounts of data, however, even
simple queries that require a single scan over the entire database cannot be answered
within an acceptable time bound. Indeed a linear scan on a dataset of PB size (1015

bytes) may take days, and years when the data is of EB size (1018 bytes).
To accommodate for this, one can either try to leverage parallelism and distributed

computation, settle for approximate query answering, rely on data-reduction techniques,
or combinations thereof. In this paper we consider approximate query answering, or
AQA for short.

Motivated by the need for big data analytics, recent work on AQA mainly concen-
trates on the efficient and accurate evaluation of simple aggregate queries. A recent
proposal in this context is the BlinkDB system [4]. In a nutshell, BlinkDB addresses the
following question: Given a query workload Q = {Q1, . . . ,Q`} consisting of aggregate
queries Qi , each equipped with an importance weight pi , for i ∈ {1, . . . ,`}, a database
D and given a storage capacity B, what is the best set of samples S = {S1, . . . ,S`} of
D that one should materialise such that (i) the samples fit in the available storage, i.e.,
|S1 ∪·· ·∪S`| ÉB; and (ii) evaluating the queries on samples in S provides an accurate
estimate of the exact query answer. In addition, the most important queries (i.e., those
with high weight) should be approximated more accurately than the less important
queries (i.e., those with low weight).

In this chapter, we consider a similar setting as in BlinkDB but for non-aggregate
queries. That is, we are interested in finding the best set C of tuples in the database
D that one should store within the available storage capacity B such that Qi (C ) is
“close” to Qi (D) for any i ∈ {1, . . . ,`}. Here, the queries in the workload are unions of
conjunctive queries.

For this purpose, we equip databases with distance functions to measure the close-
ness between two databases (Section 2.2), replace the samples used in BlinkDB by
so-called coverings C of the data, i.e., sets of tuples that are within a certain distance
from the original database, and introduce the valid selection covering problem (Sec-
tion 2.3). We then show how to estimate the size of coverings (Section 2.4) and how
the distance between coverings and the original data propagates through the queries
in the workload (Section 2.5). Finally, similar to BlinkDB, we identify the desired
coverings of the data by means of a mixed integer linear program (Section 2.6). An
experimental validation of our AQA framework (Section 2.8) concludes the chapter.

2.2 Preliminaries

We start by defining some basic concepts.

2.2.1 Databases

Let R = (R1, . . . ,Rn) be a relational schema consisting of n relations Ri , each of which
carries a distinct set of attributes. Let R(A1, . . . , Ak ) be a relation in R. Each attribute Ai

in R comes equipped with a domain dom(Ai ) ⊆U, where U is a countably infinite set.
A tuple t of R(A1, . . . , Ak ) is simply an element of dom(A1)×·· ·×dom(Ak ). A database
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LN QT EP LS SD SM

t1: 1 39 50634.87 O 1997-04-12 REG AIR
t2: 2 8 11379.84 F 1992-10-23 AIR
t3: 3 32 53079.36 F 1994-04-23 RAIL
t4: 4 12 22341.12 F 1993-08-11 REG AIR
t5: 5 27 29542.86 F 1992-10-28 TRUCK
t6: 6 11 16350.18 O 1997-11-28 REG AIR
t7: 7 3 4065.99 O 1996-10-07 RAIL
t8: 8 12 18102.24 O 1996-04-30 RAIL
t9: 9 37 56625.91 O 1997-09-12 TRUCK
t10 : 10 22 39112.26 F 1992-12-24 RAIL

Figure 2.1: An instance D of the Lineitem relation.

(instance) of R is given by D = (I1, . . . , In), where Ii is a finite set of tuples of Ri , for
i ∈ {1, . . . ,n}. The active domain of D, denoted by adom(D), is the set of elements
from U present in D. Finally, the size |D| of D refers to the number of tuples in D.

Example 2.1. In Figure 2.1 we depict a part D of the Lineitem table from the TPC-H
benchmark2. It is a table with attributes line number (LN), quantity (QT), extended
price (EP), line status (LS), ship date (SD) and ship mode (SM).

2.2.2 Distances and Metric Databases

We assume the presence of distance functions dAi : dom(Ai )×dom(Ai ) →R, one for
each attribute Ai in R. Note that this does not pose a restriction. Indeed, one can
always consider the discrete distance function

ddiscr
Ai

(s, t ) =
{

0 if s[Ai ] = t [Ai ]

1 otherwise,

when no sensible distance function on an attribute Ai can be defined.
Furthermore, we assume that these individual distance functions can be combined

to a distance function dX for sets X of attributes. This allows us to compare the distance
between tuples on arbitrary sets X of attributes, provided of course that these tuples
are defined on the attributes in X . At present, we do not make precise how the distance
functions dX are obtained and only assume the following consistency condition:
(d1) when X = {Ai }, the distance function dX coincides with the given distance

functions dAi , i.e., d{Ai } = dAi .
In other words, dX should coincide with the given distance functions on individual
attributes when X consists of that attribute. Most standard distance functions, like e.g.,
the max distance function

dmax
X (s, t ) := max

{
dAi (t [Ai ], s[Ai ]) | Ai ∈ X

}
2http://www.tpc.org/tpch/
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and sum distance function

dsum
X (s, t ) := ∑

Ai∈X
dAi (t [Ai ], s[Ai ])

satisfy this condition.
We also need to lift distance functions to sets of tuples, i.e., database instances.

Given two sets C and D of tuples over the same relation in R, we define for s ∈C ,

dX (s,D) := min
{
dX (s, t ) | t ∈ D

}
,

dsimX (C ,D) := max
t∈C

dX (t ,D), and

dX (C ,D) := max
{
dsimX (C ,D),dsimX (D ,C )

}
.

Note that dsimX (C ,D) is not a distance measure due to it asymmetry. In addition, we
define the diameter of D relative to X as diamX (D) := max

{
dX (s, t ) | s, t ∈ D

}
. As

before, we here only consider s and t that are defined on X . When X consists of all
attributes of a relation R in R, we denote the diameter simply by diamR (D). Similarly,
diam(D) is defined as the maximum diameter of all diamR (D) for R ∈R.

A metric database (D ,d) simply consists of a database D over R together with a
collection of distance functions dAi for attributes Ai in R and distance functions dX

for sets X of attributes that satisfy the compatibility condition (d1).

Example 2.2. Consider again the part D of the Lineitem table from the TPC-H
benchmark as shown in Figure 2.1.

To turn D into a metric database (D ,d) we equip each of the attributes with a
distance function. For example, on the numerical attributes extended price and quantity
we can use the absolute difference between values, on ship date one can use a date-
specific distance function, and on the remaining categorical attributes the discrete
distance function can be used.

Assume that we use dmax
X as a way of comparing tuples on sets of attributes.

Consider tuples t1 and t2 in D. Their distance on the extended price attribute is
then given by dEP(t1, t2) = |50634.87−11379.84| = 39255.03. Now if we include the
quantity attribute when comparing these two tuples, then

dmax
{EP,QT}(t1, t2) = max{|50634.87−11379.84|, |39−8|} = 39255.03.

In this case the distance remains unchanged since the EP attribute dominates the
distance value. As another example, using the discrete distance function on the line
status attribute we have that ddisr

LS
(t1, t2) = 1 whereas ddisr

LS
(t2, t3) = 0.

To illustrate how the distance between sets of tuples is measured, consider two
subsets S1 and S2 of the instance D given by S1 = {t1, t3} and S2 = {t5, t6}. For simplicity,
we only use the quantity attribute. First, note that the distance between t1 and S2 is
given by

dQT(t1,S2) = min{dQT(t1, t5),dQT(t1, t6)} = min{12,28} = 12.

Similarly, one can verify that dQT(t3,S2) = 5, dQT(t5,S1) = 5 and dQT(t6,S1) = 21.
Hence, dsimQT(S1,S2) = max{12,5} = 12 and dsimQT(S2,S1) = max{5,21} = 21. Then,
the distance between S1 and S2 is given by

dQT(S1,S2) = max{max{12,5},max{5,21}} = 21.

The diameter of D can be computed in a similar way.
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2.2.3 Conjunctive Queries

In this chapter we consider the so-called conjunctive queries (CQ) and unions of
conjunctive queries (UCQ). These queries form the core of the SQL query language
and intuitively correspond to simple SELECT FROM WHERE statements. We use the
relational algebra formulation of conjunctive queries (CQ) specified by

Qi (Y ) =πY σFi (R ′
1 ×·· ·×R ′

k ),

where each R ′
j is a renaming ρ j (R j ) of a relation R j in R, Y is a set of attributes and Fi

is a selection predicate consisting of equality conditions of the form Ai = A j or Ai = c
for attributes Ai and A j and constant c ∈ dom(Ai ). Unions of conjunctions are simply
obtained by taking the union of conjunctive queries, as expected. We refer to [1] for
more details on conjunctive queries and related query languages.

2.3 The Valid Covering Selection Problem

In this section we first define the notion of a covering of a metric database relative to
a set of attributes as a way of approximating the data. Next, we use these coverings
to approximate the results of queries in some workload with a given budget on the
available space to store the coverings of the data.

2.3.1 Data Approximation by Coverings

Consider two metric databases (D ,d) and (C ,d) over R using the same distance func-
tions. Let X be a set of attributes and let εÊ 0. We say that (C ,d) is an (X ,ε)-covering
of (D ,d) if (i) C is a subset of D; and (ii) if for any tuple s ∈ D there exists a tuple t ∈C
such that dX (s, t ) É ε, indicating that any tuple in D is close to a tuple in C relative to
the set X of attributes. In other words, dsimX (D ,C ) É ε.

Furthermore, given a space budget constraint B, we say that an (X ,ε)-covering
(C ,d) of (D ,d) is valid relative to B, or simply valid, if |C | ÉB, i.e., the covering fits in
the available space.

A collection of coverings (C1,d), . . . , (C`,d) of (D ,d) is valid if |C1 ∪·· ·∪C`| ÉB.
Clearly, when valid coverings are concerned, the budget B imposes constraints on ε,
and vice versa. For example, suppose that B= 1 then ε= diam(D) suffices ; if B= |D|
then ε can be taken to be zero.

At first sight, the definition of an (X ,ε)-covering does not distinguish between vari-
ous distance ranges that may exist amongst the attributes in X . For example, suppose
that X = {A,B} and that the max distance function dmax

X is used. Then the requirement
stated in the definition of coverings, dmax

X (s, t ) É ε, implies that the maximum of dA(s, t )
and dB (s, t ) is at most ε. In practice, however, attributes A and B may have a com-
pletely different range and thus dA(s, t ) É ε may mean something entirely different from
dB (s, t ) É ε. Clearly, the precise semantics depends on the chosen distance functions
and whether or not the distance functions on individual attributes are somehow related.

To remedy this, one could define ({A,B}, (εA ,εB ))-coverings C such that for any
tuple s ∈ D there must exists a tuple t ∈C such that dA(s, t ) É εA and dB (s, t ) É εB hold.
This, however, would lead to a more complex analysis and notation. Instead, whenever
an application scenario requires this attribute-level distinction in coverings, we simply
re-scale the distance functions on individual attributes, by either
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• normalizing them, i.e., we use dn
A(s, t ) = dA(s, t )/diamA(D) for each attribute A

in R. In other words, the distance between tuples on any attribute lies in the
range of [0,1]; or more generally, by

• adding weight factors to the distance functions. That is, we consider dαA
A (s, t ) =

αA · dA(s, t ) for each attribute A in R. This allows to selectively adjust the
distance on individual attributes, when needed. Note that normalization is a
special case in which the scaling factors are the inverse of the corresponding
diameters.

Example 2.3. As an example, recall the database D given in Example 2.2. Suppose
that we want to give more weight to the QT attribute. We can redefine the distance
function on the QT attribute as dQT(s, t ) = 1800∗ |s[QT]− t [QT]|, i.e., αQT = 1800.
Then by considering the tuples t1 and t2 and using the attribute set {EP,QT}, we have
dmax

{EP,QT}
(t1, t2) = max{|50634.87−11379.84|,1800∗|39−8|} = 55800.00. The distance

function on EP remains unchanged. Similarly, since diamQT(D) = |39−3| = 36 and
diamEP(D) = 52559.92 we can use

dmax,n
{EP,QT}

(t1, t2) = max
{ 1

36
dEP(t1, t2),

1

52559.92
dQT(t1, t2)

}
which equals max{ 31

36 , 39255.03
52559.92 } = max{0.861111,0.74686243814} = 0.861111.

2.3.2 Query Approximation by Coverings

We want to use coverings to approximate query answers. More specifically, we are
given a space budget B and a query workload Q = {Q1, . . . ,Q`} consisting of UCQ
queries. In addition, the frequency or importance of query Qi in the workload is given
by a parameter pi . Then, given a metric database (D ,d) we want to find the best valid
collection of ` coverings (Ci ,d), i ∈ {1, . . . ,`}, of (D ,d) that can be used to approximate
each query Qi in Q relative to a user-defined set Zi of attributes in the result schema
of the query and accuracy bounds δi .

We measure the quality of the query result of Qi on the covering Ci , i.e., Qi (Ci ),
with the exact query answer Qi on D, i.e., Q(D), on the attributes Zi by means of
dsimZi (Qi (D),Qi (Ci )). Furthermore, to compare dsimZi (Qi (D),Qi (Ci )) to the user-
defined accuracy bound δi we define δi −̇dsimZi (Qi (D),Qi (Ci )) as:{

dsimZi (Qi (D),Qi (Ci )) if dsimZi (Qi (D),Qi (Ci )) É δi

dsimZi (Qi (D),Qi (Ci ))−δi otherwise.

In other words, when the accuracy bound δi is not achieved, we measure how far
dsimZi (Qi (D),Qi (Ci )) exceeds this bound, otherwise we report dsimZi (Qi (D),Qi (Ci )).

Formally, we are now interested in:

Valid Covering Selection Problem. Given a metric database (D ,d), query workload
Q = {Q1(Y1), . . . ,Q`(Y`)}, sets of attributes Zi ⊆ Yi , weights pi , accuracy bounds δi ,
for i ∈ {1, . . . ,`}, a budget constraint B, and a collection C of coverings, find for each
query Qi a covering (Ci ,d) of (D ,d) in the collection C such that

max
i∈{1,...,`}

pi · (δi −̇dsimZi (Qi (D),Qi (Ci )))
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is minimised and in addition, the collection (C1,d), . . . , (C`,d) is valid relative to B.

That is, this problem asks which coverings one should store in the available space
as to “best” approximate the queries in the query workload. Here, with “best” we
mean that Q(Ci ) approximates Q(D) on the given attributes Zi as close as possible to
the user-defined accuracy bound δi . Moreover, better solutions are not penalised, i.e.,
solutions that guarantee better accuracy than the specified δi ’s are preferred.

A naive approach for solving this problem is to just try all possible coverings3 and
select the best ones. Not only is this exhaustive enumeration of coverings undesirable, it
also requires the identification of coverings that are valid. Clearly, one cannot compute
all such coverings efficiently.

Furthermore, to select the best set of coverings one needs to compute Qi (D) (and
also Qi (C ) for that matter). Recall that we want to speed-up query evaluation by
considering approximations. The exact computation of Qi (D) to find out the best way
to approximate Qi (D) is clearly not an option! To make the valid covering selection
problem feasible, one therefore needs to address the following two challenges.

Size estimation: We are looking for valid coverings. This implies that one must
be able to determine the sizes of (X ,ε)-coverings to identify those coverings that are
valid, i.e., fit into the budget. For this purpose we extend the catalog of the DBMS
with information about valid coverings. We show in the next section how this can be
efficiently implemented on top of a DBMS.

Error propagation: What can we say about dsimZ (Q(D),Q(C )) without storing
(C ,d) and without evaluating Q(D) and Q(C )? That is, how does the accuracy bound
on the data affect the accuracy bound on the query results? We will show in Section 2.5
that one can estimate dsimZ (Q(D),Q(C )) solely based on the structure of the query Q
and the knowledge that (C ,d) is an ε-covering of (D ,d).

To solve our challenges, first we need some assumptions on the distance functions.

2.3.3 Nice Distance Functions

So far we left the distance functions used in metric databases quite general and only
required them to satisfy condition (d1) as described in Section 2.2. We next impose
two additional conditions that will allows us to efficiently estimate size bounds on
coverings and to propagate accuracy bounds on the data to accuracy bounds on query
results.

The conditions are as follows: For any pair of tuples s and t in D,
(d2) If X ⊆ Y then dX (s, t ) É dY (s, t ). That is, comparing tuples relative to a larger

set of attributes increases their distance.
(d3) For sets X and Y of attributes, dX∪Y (s, t ) É cf(dX (s, t ),dY (s, t )) for some func-

tion cf : R×R→R that is independent of X and Y . That is, we can bound the distance
between two tuples in terms of their distances on some smaller sets of attributes. We
call the function cf the cross factor of d.

Clearly, the distance functions defined in Section 2.2, dmax
X (s, t ) and dsum

X (s, t ),
satisfy (d2). Furthermore, the cross factor for dmax

X (s, t ) can be taken as cf(x, y) =
max(x, y); for dsum

X (s, t ) the cross factor can be taken as cf(x, y) = x + y . Hence, both

3For instance with a single relation R with N tuples and on attribute set Z , one can construct up to 2N

coverings.
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distance functions satisfy condition (d3). In the remainder of this chapter we always
assume that the distance functions satisfy conditions (d1), (d2) and (d3). We refer to
such distance functions as being nice.

We remark that there are distance functions that are not nice, i.e., these functions
would not work with our approach.

Example 2.4. Assume we have a relation R(A,B) on which the distance function used
on individual attributes A and B is the discrete function. Consider a distance function
dnnc

X defined as follows:

dnnc
X (s, t ) := 1

100
∗max

{
dAi (t [Ai ], s[Ai ]) | Ai ∈ X

}
when X contains more than one attribute, and dnnc

X (s, t ) := ddiscr
X (s, t ) if X contains a sin-

gle attribute. Let t1 and t2 be two tuples such that ddiscr
A (t1, t2) = 1 and ddiscr

B (t1, t2) = 0.
Then, we have dnnc

A,B (t1, t2) := 1
100∗max

{
1,0

}= 0.01. Clearly, dnnc
A (t1, t2)� dnnc

A,B (t1, t2),
which violates property (d2) of the nice distance functions. Hence the distance func-
tions dnnc

X are not nice.

2.4 Size Estimation of Coverings

In this section we consider how to estimate the size of an (X ,ε)-covering of a metric
database (D ,d) for a given set X of attributes and accuracy value ε. The size of a
minimum (X ,ε)-covering is often referred to as the (X ,ε)-covering number and will
be denoted by N (D , X ,ε). Not surprisingly, it is infeasible to compute N (D , X ,ε) in
practice. Indeed, one can verify that the computation of N (D , X ,ε) corresponds to
finding a solution to a clustering problem that minimises the maximum intercluster
distance, which is known to be NP-complete [31]. Although algorithms exist that
approximate N (X ,D ,ε) [31], they rely on efficient methods that, given a set S of tuples
in D find a tuple t that maximises dX (t ,S). Unfortunately, most database systems do
not adequately support the indexing of tuples relative to arbitrary distance functions;
a crucial feature for finding farthest removed tuples. It is outside the scope of this
thesis to bring database systems up-to-date with recent advances in metric indexing
techniques as reported in [41].

2.4.1 Procedure Cover_Estim

Instead we aim to expand the DBMS’s catalog with quantitative information on (X ,ε)-
coverings for various sets X of attributes and accuracy values ε. We particularly want
that this information is easy to compute and maintain within the DBMS.

Our algorithm will process the set of attributes X one attribute at-a-time. Suppose
for example that X = {A1, A2}. Intuitively, we will estimate N (D , X ,ε) by constructing
an equi-width histogram H(D , A1, ε̂) of D consisting of buckets in which all tuples
are within distance ε̂, for the attribute A1. When attributes A2 is processed, an equi-
width histogram H(B , A2, ε̂) is constructed for each bucket B in H(D , A1, ε̂). We then
estimate N (D , X ,ε) by returning the number of non-empty buckets. To guarantee the
correctness of this estimate, it is crucial that ε̂ is chosen appropriately. Indeed, consider
the following example.
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Example 2.5. Consider X = {A1, A2} and assume that dsum
X is used. Suppose that we

have two tuples s and t in D such that dA(s, t ) = ε and dB (s, t ) = ε, yet dAB (s, t ) = 2ε.
Suppose that s and t belong to the same bucket in H(D , A1,ε). In this case, no further
refinement of this bucket is needed since dB (s, t ) is equal to ε already. Hence, this
bucket contains two tuples that are farther than ε apart when considering A1 and A2

combined. To remedy this, recall that we assume that our distance functions are nice.
In particular, they satisfy property (d3), i.e., dX∪Y (s, t ) É cf(dX (s, t ),dY (s, t )). Recall
that the cross factor cf(x, y) for dsum

X is x+y . Hence, dsum
A1,A2

(s, t ) É dsum
A1

(s, t )+dsum
A2

(s, t )
and in order to guarantee that dsum

A1,A2
(s, t ) É ε, it suffices to assume that dsum

A1
(s, t ) É ε/2

and dsum
A2

(s, t ) É ε/2. Hence, in order for our approach to work correctly in this example,
ε̂= ε/2.

In general, for X = {A1, . . . , Ap }, distance functions dAi and corresponding cross
factors cf i (·, ·), for i ∈ [1, p], we will always assume that ε̂ is such that

dX (s, t ) É cf1(ε̂,cf2(ε̂,cf3(ε̂, · · · ,cfp (ε̂, ε̂) · · · )) É ε.

For commonly used distance functions such as a maximal ε̂ satisfying this property can
be computed easily. For example, for the max distance function ε̂ can be taken to be ε.

To get started, we first observe that there is an easy-to-compute but possible very
imprecise trivial upper bound for N (D , X ,ε). Indeed, one can always use Ñ (D , X , ε̂) =∏

Ai∈X (diamAi (D)/ε̂), where ε̂ is as mentioned earlier. Intuitively, this upper bound
assumes uniform distribution of values in X . A more sensible upper bound is given by
min{Ñ (D , X , ε̂), |πX (D)|} since |πX (D)| also provides an upper bound on N (D , X ,ε).
Note that |πX (D)| corresponds to the number of distinct values in X .

To obtain a more fine-grained, yet efficient-to-compute upper bound for N (D , X ,ε),
we further assume that the domain values of attributes in X can be (e.g., lexicographi-
cally) sorted. We can then obtain an estimate for N (D , X ,ε) by counting the number of
non-empty buckets in an equi-width histogram H(D , X ,ε). We denote this estimate by
Ĥ(D , X ,ε) for a given histogram H(D , X ,ε).

Let us briefly recall what equi-width histograms are. In general, histograms have
been extensively studied within the database community in the context of query optimi-
sation. Equi-width histograms are one of the classical types of histograms and one of
their nice properties is that they can be constructed quite efficiently. More specifically,
an equi-width histogram H(D , X ,ε) consists of k tuples t1, . . . , tk such that

(i) t1[X ] < t2[X ] < ·· · < tk [X ];

(ii) for each i ∈ {1, . . . ,k −1}, dX (ti , ti+1) = ε; and finally

(iii) for Di = {t ∈ D | ti [X ] É t [X ] < ti+1[X ]} we have D = D1 ∪·· ·∪Dk

That is, H(D , X ,ε) partitions the data into disjoint “buckets” Di of diameter ε.
We next describe a procedure, referred to as Cover_Estim, for computing Ĥ(D , X ,ε).

The pseudo-code of this procedure is shown in Figure 2.2. In a nutshell, Cover_Estim
(D , X , q ,ε, ε̂) recursively processes buckets in the order in which the attributes X are
specified. Here, ε̂ is derived from ε, X and the cross factors involved to guarantee the
correctness of the procedure, as explained earlier.

More specifically, starting from a bucket Bi1 ∈ bucket(D , A1, ε̂), the algorithm con-
secutively considers (line 5) a refinement of Bi1 , i.e., a bucket Bi1i2 ∈ bucket(Bi1 , A2, ε̂),



16 CHAPTER 2. QUERY APPROXIMATION

Procedure Cover_Estim
Input: A database D, list of attributes X = 〈A1, A2, . . . , Ap〉, number q of attributes to be
processed recursively, and accuracy threshold ε and corresponding ε̂.
Output: Number Ĥ(X ,D ,ε) of non-empty buckets in equi-width histogram H(X ,D ,ε).
1. Ĥ := 0;
2. if D =; then return 0;
3. if p > 0 then
4. if q > 0 then
5. for each B ∈ bucket(D , A1, ε̂) do

Ĥ := Ĥ +Cover_Estim(B ,〈A2, . . . , Ap〉,ε, ε̂, q −1);
6. return Ĥ .
7. else return min{

∏
Ai∈X (diamAi (D)/ε̂), |πX (D)|}.

8. else return 1.

Figure 2.2: Procedure for estimating the size of a covering.

a refinement of bucket Bi1i2 , i.e., a bucket Bi1i2i3 ∈ bucket(Bi1i2 , A3, ε̂), and so on until
either

• the refined bucket leads to an empty bucket (line 2), in which case this bucket is
disregarded by returning 0; or

• the refined bucket Bi1···iq covers all q attributes A1, . . . , Aq (the else condition
for q > 0 on line 7 applies), in which case Ĥ(Bi1···iq , Aq+1, . . . , Ap ,ε) is esti-
mated using the trivial upper bound min{

∏
Ai∈X ′ (diamAi (D)/ε̂), |πX ′ (D)|} for the

remaining attributes X ′ = 〈Aq+1, . . . , Ap〉; or

• p = 0, implying that all attributes have been processed (q = p), and Bi1···ip is
non-empty, in which case the bucket is counted as 1 (the else condition for p > 0
on line 8 applies).

Also note that if q = 0 then no recursion takes place and the naive upper bound
min{

∏
Ai∈X (diamAi (D)/ε̂), |πX (D)|} is returned for the complete attribute set X (line

7).
It remains to detail the sub-procedure bucket(D , Ai , ε̂) which, given a database

D, attribute Ai and accuracy value ε̂, constructs a partition D1 ∪·· ·∪Dk of the data
corresponding to a histogram H(D , Ai , ε̂). Assuming that the sorted attribute values
for Ai can be cast as numerical values, which is often the case in practice, we can
leverage the presence of the Width_bucket function in SQL. This function takes as
input an attribute Ai , the minimal and maximal value of the active domain of Ai in D,
and a desired number of buckets. The result consists of pairs (t , i ) where t ∈ D and i is
the unique bucket number to which t belongs. From this, the number of non-empty
buckets and a histogram can easily be computed.

Correctness

The correctness of the algorithm is easily verified. Indeed, it should be clear Cover_Estim
computes a partitioning D1 ∪·· ·∪D` of the data such that diamAi (D j ) É ε̂ for each
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Ai ∈ X and j ∈ [1,`], and returns `, the number of parts (buckets). Given our assump-
tion on ε̂, it is clear that this implies that diamX (D j ) É ε for each j ∈ [1,`]. Hence, `
indeed corresponds to the size of an (X ,ε)-covering of D.

We next provide more details on the SQL encoding of the procedure Cover_Estim.

SQL Encoding

To complete the description of our cover size estimation method, we provide more
details on how the procedure bucket(D , Ai , ε̂) and the algorithm Cover_Estim are
encoded in SQL. As previously mentioned, we use the function Width_bucket that is
supported by most DBMS.

More specifically, bucket(D , Ai , ε̂) can be implemented by means of the following
SQL expressions.

— First, we extract from the output of the Width_bucket function all tuples and their
bucket numbers for attribute Ai :

WITH bucketsAi AS

(SELECT *, Width_bucket(Ai ,min,max,min
{⌈diamAi (D)

ε̂

⌉
, |πAi (D)|})

AS bucket FROM R GROUP BY bucket ORDER BY bucket)

where we use the estimate min{ddiamAi (D)/ε̂e, |πAi (D)|} for an upper bound on the
number of buckets. It is easily verified that min{ddiamAi (D)/ε̂e, |πAi (D)|} can be
computed in SQL. This indeed correctly computes bucket(D , Ai , ε̂).

Furthermore, it should come as no surprise that the recursive procedure Cover_Estim
can be implemented entirely in SQL, provided of course that we know the attributes in X
up front (otherwise a recursive SQL query is needed). Indeed, the SQL implementation
of Cover_Estim consists of nested variants of the SQL query given above, where the
nesting level is determined by the number of attributes in X . For ease of presentation
we describe the key queries by means of common table expressions (CTE) rather than
the precise nested queries. For example, suppose that X = {A,B} and the Cover_Estim
processes first attribute A, followed by attribute B . Then the corresponding SQL query
is constructed as follows:

— First, we extract the minimum and maximum A-value in D. This is needed for the
function Width_bucket:

WITH minmaxA AS ( SELECT Min(A) AS minA, Max(A) AS maxA FROM R)

— Next, in a similar way as in the SQL query for the single attribute case, we use
Width_bucket to get from D all pairs (t [A,B ], i ) where t [A,B ] is the projection of a
tuple t in D on the attributes A and B , and i denotes its bucket number based on the A
attribute alone:

WITH bucketsA AS
(SELECT A, B, Width_bucket(A, minA, maxA, min

{⌈diamA (D)
ε̂

⌉
, |πA(D)|})

AS bucket
FROM R, minmaxA ORDER BY bucket)
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Observe that this query not only computes size bounds but returns actual coverings
projected on the attributes A and B .

— Next, we will apply Width_bucket, this time for the B attribute, to each partition
of D identified by the bucket numbers as returned by bucketA . For this, we need to
extract the minimum and maximum B-value in each of the parts:

WITH minmaxB AS
(SELECT B, Min(B) over (PARTITION BY bucket) AS minB,
Max(B) over (PARTITION BY bucket) AS maxB FROM bucketsA)

— With the minimum and maximum B-values for each A-bucket at hand, we then create
buckets for B as before:

WITH bucketsAB AS
(SELECT Width_bucket(B, minB, maxB, min

{⌈diamB (D)
ε̂

⌉
, |πB (D)|})

AS bucket
FROM minmaxB)

— Finally, we count the obtained buckets:

SELECT SUM(bcount) FROM
(SELECT COUNT(DISTINCT(bucket)) AS bcount
FROM bucketsAB GROUP BY bucket)

It should be clear that this indeed returns the number of buckets in the ({A,B},ε)-
covering implicitly computed by Cover_Estim. This construction generalises in a
straightforward way to more than two attributes.

We next illustrate how these queries and Cover_Estim works.

Example 2.6. Recall the Lineitem database D given in Example 2.2. Let us consider
two attributes, extended price (EP) and quantity (QT). Our goal is to estimate the size
of an ({EP,QT},8770)-covering of D, i.e., we take our ε= 8770. On the QT attribute
we will use the revised distance function defined before as dQT(s, t ) = 1800 · |s[QT]−
t [QT]|. We use the max distance function to combine these two distance functions.
Hence, ε̂ can be taken to be ε. Observe that |π{EP,QT}(D)| = 10, hence at most 10
buckets are needed to exactly cover D on attributes EP and QT.

We now illustrate the Cover_Estim procedure, following the SQL encoding given
earlier, with the aid of Figure 2.3. For simplicity, we have projected D on the two
attributes EP and QT, resulting in the scatter plot shown in Figure 2.3(a).

We first consider the single attribute EP and execute Cover_Estim(D ,EP,1,8770,
8770). In this case (i.e., with parameter q set to 1), the procedure Cover_Estim
(D ,EP,1,8770,8770) uses the non-naive method by evaluating SQL query bucketsEP.
As can be seen in Figure 2.3(b), all tuples in D are partitioned in buckets according
to their EP-attribute values, starting from the minimal value t7[EP], and each bucket
having width 8770. This results in 5 non-empty buckets B1 = {t7, t2},B2 = {t6, t8},B3 =
{t4, t5},B4 = {t10} and B6 = {t1, t3, t9}. Hence, Cover_Estim(D ,EP,1,8770,8770) will
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Figure 2.3: Illustration of Cover_Estim procedure.

return 5, indicating that there is an (EP,8770)-covering C of D of size 5. Indeed, such
covering could consist of tuples t7, t6, t4, t10 and t3, one for each of the five buckets.

When considering the second attribute QT, the SQL query bucketsEP,QT get
executed. Each non-empty bucket Bi gets partitioned into a number of refined
buckets, according to the QT-attribute values. For example, for B1, the buckets
start at the smallest QT-attribute value present in B1, t7[QT], and from there buck-
ets of width 8770 are created, until all tuples in B1 are covered. As shown in
Figure 2.3(c), this results in two buckets B1,1 and B1,2. Similarly for the other
buckets B2,B3,B4 and B6. One can verify that there are eight non-empty buckets,
B1,1 = {t7},B1,2 = {t2},B2,1 = {t6, t8},B3,1 = {t4},B3,4 = {t5},B4,1 = {t10},B6,1 = {t3} and
B6,2 = {t1, t9}. Hence, Cover_Estim(D , {EP,QT},2,8770,8770) returns 8, indicating
that there is an ({EP,QT},8770)-covering C of D of size 8. Note that this is a better
estimate than the 10 buckets obtained by the naive upper bound.

Finally, in Figure 2.3(d) we show a corresponding covering of D obtained by
selecting a single representative tuple from each of the eight buckets. The covering
shown here consists of tuples {t1, t2, t3, t4, t5, t6, t7, t10}.
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Complexity of Cover_Estim

It is easily verified that the algorithm Cover_Estim has worst-case time complexity
O(kn log(n)) where k is the number of attributes and n is the size of the data. In fact,
this complexity is matched by the SQL implementation described above. Indeed, when
analysing the query plans of each of the queries involved (using EXPLAIN ANALYZE)
we can break down the complexity of the implementation as follows.

minmaxA: This query is evaluated using an index only scan and takes O(logn) time.
The index used here is a B+-tree on attribute A.

bucketsA: This query requires a constant time scan of CTE minmaxA (which only
contains one tuple), followed by a sequential scan of the database, and the sorting
of the buckets. In total this requires O(n log(n)) time.

minmaxB : This query consists of a window function which is evaluated by a linear
scan of the CTE minmaxB , followed by an external merge sort of the buckets.
Again O(n log(n)) in total.

bucketsAB : This requires a CTE scan of bucketsA , resulting in O(n).

Finally, the counting of buckets requires a linear CTE scan of bucketsAB , an external
merge sort O(n log(n)), and a sum computation involving another CTE scan of
bucketsAB . Hence, O(n log(n)) in total.

It is readily verified that if k attributes are processed, this leads to an overall complexity
of O(kn log(n)).

Concluding remarks. (1) We described a specific method for estimating N (D , X ,ε).
However, any other method (e.g., based on k-means clustering or other kinds of
histograms) can be easily plugged into our query approximation system. (2) It is
important to observe that the cost of estimating N (D , X ,ε) is a one-time cost and can
be done when the DBMS is idle. (3) Clearly, the order in which the attributes in X
are fed to Cover_Estim(D , X ,ε) directly impacts the estimate of N (D , X ,ε). Further
investigation is required to determine heuristics to select the best order.

2.5 Error Propagation

The second challenge that we need to address is the efficient estimation of the distance
dsimZ (Q(C ),Q(D)) for (X ,ε)-coverings (C ,d) of (D ,d). That is, we need to estimate
the error on the query result due to the use of coverings rather than the original database.
Since our aim is to speed-up the query evaluation of Q, one cannot rely on computing
Q(D), Q(C ) and dsimZ (Q(D),Q(C )), as this requires evaluating the queries.

The estimation procedure for dsimZ (Q(D),Q(C )) should thus be independent of
(D ,d) and thus also of the chosen covering (C ,d). This bears the question whether the
knowledge of the query Q and the fact that there is an (X ,ε)-covering of the data is
sufficient to obtain an accuracy bound on the query result. We answer this question
affirmatively, provided that we slightly relax the query Q into a query Q̃, as will be
explained shortly.
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The overall strategy to estimate dsimZ (Q(D),Q(C )) then consists of showing under
which conditions an (X ,ε)-covering (C ,d) of (D ,d) can be transformed in a (Z ,ε′)-
covering Q̃(C ) of Q(D). Given this, we can then estimate dsimZ (Q(D),Q(C )) using
dsimZ (Q(D),Q̃(C )) = ε′. In particular, we show how ε′ can be expressed in terms of ε,
hereby alleviating the need for evaluating any query in the estimation process.

2.5.1 Query Relaxation

Let us first explain why query relaxations are needed. Suppose that Q =σA=a(R) and
let (D ,d) be a metric database. Then Q(D) contains all tuples t ∈ D with t [A] = a. Take
any (A,ε)-covering (C ,d) of (D ,d). Then, unless C contains tuples t of D with t [A] = a,
we have that Q(C ) =; and thus Q(C ) is not a covering of Q(D). In other words, we
cannot guarantee that any (A,ε)-covering (C ,d) of (D ,d) suffices to approximate Q(D).
A similar situation arises when considering Q =σA=B (R).

To remedy this situation, we not only approximate the data but also consider relax-
ations of queries. More specifically, we compare Q =σA=a(R) on (D ,d) with its relax-
ation Q̃η =σd(A,a)Éη(R) on (C ,d), for some value η. The semantics of Q̃η is as expected:
σd(A,a)Éη(C ) selects all tuples t in C for which dA(t [A], a) É η. When considering
(A,ε)-coverings (C ,d) of (D ,d) with εÉ η, we then have that dsimA(Q(D),Q̃η(C )) É ε.

Similarly, we verify below that when Q =σA=B (R) is relaxed to Q̃η =σd(A,B)Éη(R),
then dsimA,B (Q(D),Q̃η(C )) É ε for any ({A,B},ε)-covering (C ,d) of (D ,d) with εÉ η

2 .
To see why this holds, note that for a selection condition A = B to make sense,

attributes A and B must have the same domain and distance function. We denote
dA = dB by d. Hence, σd(A,B)Éη(C ) selects all tuples t in C such that d(t [A], t [B ]) É η.
Now, given a tuple t in D such that t [A] = t [B ] and given an ({A,B},ε)-covering (C ,d)
of (D ,d) with εÉ η

2 , we have that there exists a tuple t ′ ∈C such that dA,B (t , t ′) É ε. It
now suffices to observe that

d(t ′[A], t ′[B ]) É d(t [A], t ′[A])+d(t [B ], t ′[B ]) É 2εÉ η,

where we used the triangle inequality and the fact that t [A] = t [B ]. This implies that
t ′ ∈ Q̃η(C ) and hence Q̃η(C ) is an ({A,B},ε)-covering of Q(D).

For a CQ query Q we denote by Q̃η the query obtained by replacing any selection
predicate in Q by its relaxed version, i.e., all occurrences of σA=a and σA=B in Q are
replaced by σd(A,a)Éη and σd(A,B)Éη, respectively. Along the same lines, for an UCQ
query Q =Q1 ∪·· ·∪Q`, its relaxation is defined as Q̃η =�(Q1)η∪·· ·∪�(Q`)η.

Although we mainly consider equality selections, it is straightforward to extend the
setting with inequality selection conditions such as σAÉa , σA<a , σA>a , σAÊa , σA<B ,
σAÉB , σA>B and σAÊB . Indeed, σAÉa is relaxed to σA<(d(A,a)Éη) which selects all
tuples t for which t [A] < s[A] for some s such that d(s[A], a) É η. Similarly for the
other selection predicates.

Example 2.7. Recall again our Lineitem database D from Example 2.2. Consider
the constant selection query Q which selects all tuples t ∈ D with t [EP] = 18102.24
and projects on the EP and QT attribute. In Figure 2.4(a) we show D projected on
these two attributes. We reuse our covering C of D from Example 2.6, i.e., C =
{t1, t2, t3, t4, t5, t6, t7, t10}. The covering is depicted in Figure 2.4(b).
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Figure 2.4: Illustrating the need for relaxing queries.

Observe that after evaluating the query, we have Q(D) = {t8}. However Q(C ) =;
since the covering does not contain the tuple t8. This can be visually verified in
Figure 2.4. Indeed, the vertical line corresponding to the condition t [EP] = 18102.24
intersects with t8 on D but has no intersection on C . So indeed we need to relax the
query.

Consider the following relaxed query Q̃η1 (C ) with η1 = 500. This query select all
tuples t ∈C with t [EP] ∈ [18102.24−500,18102.24+500]. Note that in this case ε> η1

and again we have Q̃η1 (C ) =;. This can be verified in Figure 2.4(b) where the small
shaded region of width 1000 indeed does not intersect with the covering C .

Finally, let η2 = ε= 8770 so that we have a relaxed query Q̃η2 (C ) that selects all
tuples t ∈C with t [EP] ∈ [18102.24−8770,18102.24+8770] and also projects on the
EP and QT attribute. Evaluating this query, we have Q̃η2 (C ) = {t2, t4, t6}, as can be
verified in Figure 2.4(b) where the large shaded region of width 2×8770 indeed does
intersect with the covering C .

It is now easy to see that

dsimEP(Q(D),Q̃η2 (C )) = 4238.88 É 8770.

Hence, Q̃η2 (C ) is an (EP,8770)-covering of Q(D). A similar situation arises when
equality selection conditions are concerned.

2.5.2 Error Propagation Algorithm

Let (D ,d) be a metric database where d consist of nice distance functions. We next
provide an algorithm, Error_Prop, shown in Figure 2.5, that given a UCQ query Q, a
set X of attributes in R and an accuracy value ε returns:

(a) a set of attributes prop(Q, X ) in the result schema of Q;

(b) an error bound err(Q,ε); and
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Procedure Error_Prop (Q, X ,ε)

Input: A UCQ query Q, set of attributes X and accuracy threshold ε.
Output: Set of attributes prop(X ,ε), error bound err(Q,ε, lower bound rlx(Q,ε).
1. switch
2. case Q = R(A1, . . . , Ak ) /* Atom */
3. return prop(Q, X ) := X ∩ {A1, . . . , Ak };
4. rlx(Q,ε) = 0;
5. err(Q,ε) := ε;
6. case Q = ρ(

Q ′(A1, . . . , Ak )
)

/* Relabeling */
7. return prop(Q, X ) := ρ(

prop(Q ′, X )
)
;

8. rlx(Q,ε) = rlx(Q ′,ε);
9. err(Q,ε) := err(Q ′,ε);
10. case Q =σA=a(Q ′) /* Constant Selection */
11. return prop(Q, X ) := prop(Q ′, X ) if A ∈ prop(Q ′, X ) and prop(Q, X ) :=;
12. otherwise;
13. rlx(Q,ε) = max{rlx(Q ′,ε),err(Q ′,ε)};
14. err(Q,ε) := err(Q ′,ε);
15. case Q =σA=B (Q ′) /* Equality Selection */
16. return prop(Q, X ) := prop(Q ′, X ) if A,B ∈ prop(Q ′, X ) and prop(Q, X ) :=;
17. otherwise;
18. rlx(Q,ε) = max{rlx(Q ′,ε),2err(Q ′,ε)};
19. err(Q,ε) := err(Q ′,ε);
20. case Q =πY (Q ′) /* Projection */
21. return prop(Q, X ) := prop(Q ′, X )∩Y ;
22. rlx(Q,ε) = rlx(Q ′,ε);
23. err(Q,ε) := err(Q ′,ε);
24. case Q =Q1 ×Q2 /* Product */
25. return prop(Q, X ) := prop(Q1, X )∪prop(Q2, X );
26. rlx(Q,ε) = max{rlx(Q1,ε),rlx(Q2,ε)};
27. err(Q,ε) := cf{err(Q1,ε),err(Q2,ε)};
28. case Q =Q1 ∪Q2 /* Union */
29. return prop(Q, X ) := prop(Q1, X )∩prop(Q2, X );
30. rlx(Q,ε) = max{rlx(Q1,ε),rlx(Q2,ε)};
31. err(Q,ε) := max{err(Q1,ε),err(Q2,ε)}.

Figure 2.5: Error propagation algorithm.

(c) a lower bound rlx(Q,ε) on the relaxation parameter η,

such that for any (X ,ε)-covering (C ,d) of (D ,d) it is guaranteed that Q̃η(C ) is a
(Z ,err(Q,ε))-covering of Q(D) for any non-empty Z ⊆ prop(Q, X ) and η Ê rlx(Q,ε).
That is,

dsimZ (Q(D),Q̃η(C )) É ε
for any such Z , η and C . Furthermore, err(Q,ε) and rlx(Q,ε) can be expressed in terms
of ε and applications of the cross factor of the distance functions involved, based on
the structure of Q.
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Proposition 2.1. Let (D ,d) be a metric database with nice distance functions. Let Q
be a UCQ query and Q̃η be a relaxation of Q. For any non-empty set Z of attributes
in prop(Q, X ), Q̃η(C )) is a (Z ,err(Q,ε))-covering of Q(D), for any (X ,ε)-covering C of
D, provided that ηÊ rlx(Q,ε).

Proof. We verify the proposition by induction on the structure of Q. The inductive
definitions of err(Q,ε), rlx(Q,ε) and prop(Q, X ) are given in the Error_Prop algorithm
shown in Figure 2.5.

Base case: Relational atoms. In this case, Q = R(A1, . . . , Ak ). Consider Q̃η =
Q, i.e., η = 0. Clearly, when C is an (X ,ε)-covering of D, then for any Z ⊆ X ∩
{A1, . . . , Ak }, πZ (C ) =πZ (Q̃η(C )) is a (Z ,ε)-covering πZ (Q(D)) =πZ (D). This follows
from property (d2) of nice distance functions. In other words, dsimZ (Q(D),Q̃η(C )) É ε.
We can thus safely take prop(Q, X ) = X ∩ {A1, . . . , Ak }, rlx(Q,ε) = 0 and err(Q,ε) = ε

as indicated in the rules for relational atoms in Error_Prop (lines 3,4,5). Hence, the
induction hypothesis holds for the base case.

Relabelling: In this case, Q = ρ(Q ′(A1, . . . , Ak )) and Q̃η = ρ(Q̃ ′
η(A1, . . . , Ak )). The

rules for relabelling in Error_Prop (lines 7,8,9) tell that prop(Q, X ) = ρ(prop(Q ′, X )),
rlx(Q,ε) = rlx(Q ′,ε) and err(Q,ε) = err(Q ′,ε). Consider an (X ,ε)-covering C of D and
let Z ⊆ prop(Q, X ). Let Z ′ be such that Z = ρ(Z ′). Then the induction hypothesis tells
that dsimZ ′ (Q ′(D),Q̃ ′

η(C )) É err(Q ′,ε) whenever ηÊ rlx(Q ′,ε). Since relabelings map
attributes to attributes carrying the same domain and distance functions,

dsimZ (ρ(Q ′)(D),ρ(Q̃ ′
η)(C )) = dsimZ ′ (Q ′(D),Q̃ ′

η(C )) É err(Q ′,ε),

when η Ê rlx(Q ′,ε) = rlx(Q,ε). Hence, we have indeed that dsimZ (Q(D),Q̃η(C )) É
err(Q,ε) holds, as required.

Constant selection: In this case, Q =σA=a(Q ′) and Q̃η =σdA (A,a)Éη(Q̃ ′
η). Accord-

ing to the rules for constant selection in Error_Prop (lines 11,12,13,14), prop(Q, X ) =
prop(Q ′, X ) in case A ∈ prop(Q ′, X ) and prop(Q, X ) = ; otherwise. Furthermore,
rlx(Q,ε) = max{rlx(Q ′,ε),err(Q ′,ε)} and err(Q,ε) = err(Q ′,ε).

Consider an (X ,ε)-covering C of D and take a non-empty Z ⊆ prop(Q, X ). This
implies that A ∈ prop(Q ′, X ). Let ηÊ rlx(Q,ε). Note that this implies that ηÊ rlx(Q ′,ε)
and ηÊ err(Q ′,ε).

Hence, from the induction hypothesis we know that for any Z ⊆ prop(Q ′, X ),

dsimZ (Q ′(D),Q̃ ′
η(C )) É err(Q ′,ε).

Let s ∈ Q ′(D) be such that σA=a(s) holds. In other words, s ∈ Q(D). Let t ∈
Q̃ ′

η(C ) such that dZ (s, t ) É err(Q ′,ε). We need to verify that dA(s, t ) É η. Indeed, this
would imply that t ∈ Q̃η(C ) and thus for any Z ⊆ prop(Q, X ), dsimZ (s, t ) É err(Q ′,ε) =
err(Q,ε).

To see that dA(s, t ) É η holds, it suffices to observe that since A ∈ prop(Q ′, X )
and because we are considering nice distance functions, dA(s, t ) É dprop(Q ′,X )(s, t ) É
err(Q,ε). Since err(Q,ε) = err(Q ′,ε) É η, we indeed may conclude that dA(s, t ) É η.

Equality selection: In this case, Q = σA=B (Q ′) and Q̃η = σdA,B (A,B)Éη(Q̃ ′
η). Fol-

lowing the rules for equality selection in Error_Prop (lines 16,17,18,19), we have
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prop(Q, X ) = prop(Q ′, X ) in case that A and B belong to prop(Q ′, X ) (and is empty
otherwise), rlx(Q,ε) = max{rlx(Q ′,ε),2err(Q ′,ε)} and err(Q,ε) = err(Q ′,ε).

Let C be an (X ,ε)-covering of D. Let s ∈ Q(D) and s′ ∈ Q ′(D) be such that
s =σA=B (s′). Take a non-empty Z ⊆ prop(Q, X ). This implies that A and B belong to
prop(Q ′, X ) and thus also Z ⊆ prop(Q ′, X ). Furthermore, let ηÊ rlx(Q,ε). From this we
know that ηÊ rlx(Q ′,ε) and ηÊ 2err(Q ′,ε). We may thus use the induction hypothesis
to infer that there is a t ′ ∈ Q̃ ′

η(C ) such that dZ (s′, t ′) É err(Q ′,ε) = err(Q,ε).
Similarly to the previous case, we verify that d(t ′[A], t ′[B ]) É η holds and thus

t ′ ∈ Q̃η(C ). From this we can then conclude that dsimZ (Q(D),Q̃η(C )) É err(Q,ε).
It now suffices to observe that by the triangle inequality and the fact that we are

using nice functions,

d(t ′[A], t ′[B ]) É d(s′[A], t ′[A])+d(s′[A] = s′[B ], t ′[B ]) = 2dZ (s′, t ′) É 2err(Q ′,ε) É η,

where d denotes dA and dB , which are the same since equality conditions only make
sense on attributes with the same domain and distance functions.

Projection: In this case, Q = πY (Q ′) and Q̃η = πY (Q̃ ′
η). Following the rules for

projection in Error_Prop (lines 21,22,23), we have that prop(Q, X ) = prop(Q ′, X )∩Y ,
rlx(Q,ε) = rlx(Q ′,ε) and err(Q,ε) = err(Q ′,ε).

Consider an (X ,ε)-covering C of D. The induction hypothesis tells us that for any
Z ⊆ prop(Q ′, X ), dsimZ (Q ′(D),Q̃ ′

η(C )) É err(Q ′,ε), for ηÊ rlx(Q ′,ε).
Let s ∈ Q(D) and let s′ ∈ Q ′(D) such that s = πY (s′). We know that there exists

a tuple t ′ ∈ Q̃ ′
η(C ) such that dZ (s′, t ′) É err(Q ′,ε) = err(Q,ε), and this for any Z ′ ⊆

prop(Q ′, X ). In particular this holds, for Z = Z ′∩Y ⊆ prop(Q, X ). Furthermore, since
Z ⊆ Y , dZ (s′, t ′) = dZ (πY (s′),πY (t ′)) = dZ (s, t ). From this it follows that dZ (s, t ) É
err(Q,ε) for any Z ⊆ prop(Q, X ). Hence, the induction hypothesis also holds in this
case.

Cartesian product: In this case, Q =Q1 ×Q2 and Q̃η = �(Q1)η×�(Q2)η. The rules
for the Cartesian product in Error_Prop (lines 25,26,27) indicate that prop(Q, X ) =
prop(Q1, X )∪prop(Q2, X ), rlx(Q,ε) = max{rlx(Q1,ε),rlx(Q2,ε)} and finally, err(Q,ε) =
cf(err(Q1,ε),err(Q2,ε)).

Let us take an (X ,ε)-covering C of D and let Z ⊆ prop(Q, X ). We need to show that
dsimZ (Q(D),Q̃η(C )) É err(Q,ε) when ηÊ rlx(Q,ε).

Let Z = Z1 ∪Z2 with Z1 ⊆ prop(Q1, X ) and Z2 ⊆ prop(Q2, X ). By the induction hy-
pothesis we know that dsimZ1 (Q1(D),�(Q1)η(C )) É err(Q1,ε) and dsimZ2 (Q2(D),�(Q2)η(C )) É
err(Q2,ε) hold. Indeed, note that ηÊ rlx(Q1,ε) and ηÊ rlx(Q2,ε).

Consider a tuple s ∈Q(D) and let s1 ∈Q1(D) and s2 ∈Q2(D) such that s = (s1, s2).
Let t1 and t2 be tuples in �(Q1)η(C ) and �(Q2)η(C ), respectively, such that dZ1 (s1, t1) É
err(Q1,ε) and dZ2 (s2, t2) É err(Q2,ε). Let t = (t1, t2). Clearly, t ∈ Q̃(C ). If we can show
that dZ (s, t ) É err(Q,ε) then we are done.

Observe that since the distance functions satisfy (d3) we have that

dZ (s, t ) É cf(dZ1 (s, t ),dZ2 (s, t )).

Moreover, dZ1 (s, t ) = dZ1 (s1, t1) and dZ2 (s, t ) = dZ2 (s2, t2). Hence,

dZ (s, t ) É cf(err(Q1,ε),err(Q2,ε)) = err(Q,ε),
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as desired.

Union: In this case, Q =Q1 ∪Q2 and Q̃η =�(Q1)η∪�(Q2)η. The rules for the union
case in Error_Prop (lines 29,30,31) tell that prop(Q, X ) = prop(Q1, X )∩prop(Q2, X ),
err(Q,ε) =max(err(Q1,ε),err(Q2,ε)) and rlx(Q,ε) = max{rlx(Q1,ε),rlx(Q2,ε)}.

Let C be an (X ,ε)-covering of D and let s ∈ Q(D). Assume, without loss of
generality, that s ∈ Q1(D). Let Z ⊆ prop(Q, X ). By definition, Z ⊆ prop(Q1, X ).
Similarly, let η Ê rlx(Q,ε). This implies that η Ê rlx(Q1,ε). Hence, we can apply
the induction hypothesis to Q1 and infer that there is a tuple t ∈ �(Q1)η(C ) such
that dZ (s, t ) É err(Q1,ε) É err(Q,ε). Hence, dsimZ (Q(D),Q̃η(C )) É err(Q),ε), as de-
sired.

We remark that when selection conditions involve inequality comparisons with
constant, then these are treated in the same way as constant equality conditions in terms
of err and rlx. Similarly, when conditions involve comparisons between attributes, then
these are treated just like equality selections when err and rlx are concerned.

2.5.3 Query Column Sets and Error Guarantees

One can see from the description of Error_Prop(Q, X ,ε) in Figure 2.5 that certain
conditions on coverings need to hold when using them to approximate Q(D). That is,
when prop(Q, X ) is empty, insufficiently many attributes are covered to approximate Q.

Given a set of attributes Z in the result schema of Q, one can compute for each
relation Ri in R the minimal set of attributes Xi such that for X = X1 ∪ ·· · ∪ Xn ,
Z ⊆ prop(Q, X ). In other words, the Xi ’s are the attributes that are required to be
covered in Ri in order to approximate Q on Z . We denote by qcs(Q, Z ) the set of pairs
(Ri , Xi ). In fact, since we assume that each Ri comes with its own set of attributes, it
suffices to only report Xi .

In analogy with the BlinkDB system [4], we also refer to qcs(Q, Z ) as the query
column set of Q relative to Z . The query column sets can be computed by starting
from Z and by reversely applying the different cases in Error_Prop for prop(Q, X ).
The resulting procedure QCS(Q, Z ) is shown in Figure 2.6. The correctness of the
procedure can be easily verified.

Example 2.8. Consider relation schema R consisting of relations R(A,B), S(C ,D)
and T (E ,F ). Let Q(D) = πD (σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F ))) Let Z = {D}.
We compute qcs(Q, Z ) as follows:

sub-query qcs

Q =πD (σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F ))) qcs(Q1,D)∪ {D}

Q1 =σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F )) qcs(Q2,D)∪ {E }

Q2 =σB=C (R(A,B)×S(C ,D))×T (E ,F ) qcs(Q3,D)∪qcs(Q4,D)

Q3 =σB=C (R(A,B)×S(C ,D)) qcs(Q5,D)∪ {B ,C }

Q4 = T (E ,F ) qcs(T (E ,F ),D) =;
Q5 = R(A,B)×S(C ,D) qcs(Q6,D)∪qcs(Q7,D)

Q6 = R(A,B) qcs(R(A,B),D) =;
Q7 = S(C ,D) qcs(S(C ,D),D) = {D}.
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Procedure QCS (Q, Z )

Input: A UCQ query Q and set of attributes Z in the result schema of Q.
Output: Set of attributes qcs(Q, Z ) that need to be covered.
1. switch
2. case Q = R(A1, . . . , Ak ) /* Atom */
3. return qcs(Q, Z ) := Z ∩ {A1, . . . , Ak };
4. case Q = ρ(

Q ′(A1, . . . , Ak )
)

/* Relabeling */
5. return qcs(Q, Z ) := ρ−1(Z );
6. case Q =σA=a(Q ′) /* Constant Selection */
7. return qcs(Q, Z ) := qcs(Q ′, Z )∪ {A};
8. case Q =σA=B (Q ′) /* Equality Selection */
9. return qcs(Q, Z ) := qcs(Q ′, Z )∪ {A,B};
10. case Q =πY (Q ′) /* Projection */
11. return qcs(Q, Z ) := qcs(Q ′, Z )∪Y ;
12. case Q =Q1 ×Q2 /* Product */
13. return qcs(Q, Z ) := qcs(Q1, Z1)∪qcs(Q2, Z2);
14. /* Assuming that Q1 and Q2 have distinct attributes, Z can be uniquely
15. decomposed in Z1 ∪Z2; */
16. case Q =Q1 ∪Q2 /* Union */
17. return qcs(Q, Z ) := qcs(Q1, Z )∪qcs(Q2, Z );

Figure 2.6: Query column set computation.

Hence, qcs(Q, Z ) = {B ,C ,D ,E }.

Furthermore, even when the query column set X = qcs(Q, Z ) is covered, one may
not get an accurate approximation of the query result because the relaxation parameter
η is too small. The procedure Error_Prop computes a lower bound on this parameter
by rlx(Q,ε). We illustrate this for the example query Q given in the previous example.

Example 2.9. Consider the query Q from the previous example. The lower bound on
the relaxation parameter η is computed as follows:

sub-query rlx

Q =πD (σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F ))) rlx(Q1,ε)

Q1 =σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F )) max{rlx(Q2,ε),err(Q2,ε)}

Q2 =σB=C (R(A,B)×S(C ,D))×T (E ,F ) max{rlx(Q3,ε),err(Q4,ε)}

Q3 =σB=C (R(A,B)×S(C ,D)) max{rlx(Q5,ε),2err(Q5,ε)}

Q4 = T (E ,F ) rlx(T (E ,F ),ε) = 0

Q5 = R(A,B)×S(C ,D) max{rlx(Q6,ε),rlx(Q7,ε)}

Q6 = R(A,B) rlx(R(A,B),ε) = 0

Q7 = S(C ,D) rlx(S(C ,D),ε) = 0

Hence,
rlx(Q,ε) = max{err(Q2,ε),err(Q4,ε),2err(Q5,ε)}.
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We thus need to compute the error bounds occurring in this expression. We do this as
follows:

sub-query err

Q =πD (σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F ))) err(Q1,ε)

Q1 =σE=a(σB=C (R(A,B)×S(C ,D))×T (E ,F )) err(Q2,ε)

Q2 =σB=C (R(A,B)×S(C ,D))×T (E ,F ) cf(err(Q3,ε),err(Q4,ε))

Q3 =σB=C (R(A,B)×S(C ,D)) err(Q5,ε)

Q4 = T (E ,F ) err(T (E ,F ),ε) = ε
Q5 = R(A,B)×S(C ,D) cf(err(Q6,ε),err(Q7,ε))

Q6 = R(A,B) err(R(A,B),ε) = ε
Q7 = S(C ,D) err(S(C ,D),ε) = ε

We have that err(Q2,ε) = cf(cf(ε,ε),ε), err(Q4,ε) = ε and err(Q5,ε) = cf(ε,ε). We may
thus conclude that

rlx(Q,ε) = max{ε,2cf(ε,ε),cf(cf(ε,ε),ε)}.

When the max distance function is used this implies that rlx(Q,ε) = max{ε,2ε,ε} = 2ε.
When the sum distance function is used, rlx(Q,ε) = {ε,4ε,3ε} = 4ε.

We conclude this section by establishing some properties of rlx(Q,ε) and err(Q,ε).
For the error bound, err(Q,ε), one can easily verify that it can be expressed in terms

of the cross factor and nesting of Cartesian products. For example, suppose that Q is of
the form (R ×S)× (T × (R ×S)), then

err(Q,ε) = cf(cf(ε,ε),cf(ε,cf(ε,ε))).

Note that the nesting of cross factors is precisely the same as the nesting of Cartesian
products in Q. Furthermore, when the cross factor is associative, e.g., as for the max
and sum distance functions, this expression can be rewritten as

cf(cf(cf(cf(ε,ε),ε),ε),ε)

where the nesting depth is determined by the number of Cartesian products in Q. In
fact, for the max distance function, this will simply return ε, for the sum distance
function this will return 4ε, since there are 4 Cartesian products in Q.

It can be easily verified that the expression for rlx(Q,ε) also depends on the parse
tree of Q, the cross factors and err(Q ′,ε) of sub-queries Q ′ of Q. In general, the way the
query is expressed matters for identifying the smallest possible relaxation of a query
for which the approximation bound is guaranteed.

Example 2.10. Consider schema R consisting of R(A,B) and S(C ,D) and queries

Q1 =σA=B (σC=D (R(A,B)×S(C ,D)))

Q2 = (σA=B (R(A,B)))× (σC=D (S(C ,D))).



2.5. ERROR PROPAGATION 29

We have that

rlx(Q1,ε) = max{2err(σC=D (R(A,B)×S(C ,D)),ε),rlx(σC=D (R(A,B)×S(C ,D)),ε)}

= max{2cf(ε,ε),max{2err(R(A,B)×S(C ,D),ε),rlx(R(A,B)×S(C ,D))}}

= max{2cf(ε,ε),2cf(ε,ε),0}

= 2cf(ε,ε),

and

rlx(Q2,ε) = max{rlx(σA=B (R(A,B)),ε),rlx(σC=D (S(C ,D)),ε)}

= max{2ε,2ε}

= 2ε.

Hence, when cf(ε,ε) 6= ε, different lower bounds are obtained for the relaxation param-
eter η, despite that Q1 and Q2 are equivalent. For specific application scenario’s for
which the cross factor is known, this may lead to an optimisation strategy that rewrites
the query such that the smaller lower bound rlx(Q,ε) is obtained.

We next consider rlx(Q,ε) when the max distance functions are used. We have seen
before that the cross factor for these distance functions is the max function. Note that
in this setting, err(Q,ε) = ε. For rlx(Q,ε) we distinguish between the following cases:

1. Queries with no selection predicates If Q is a query that does not contain
selection predicates, then Error_Prop will return rlx(Q,ε) = 0, i.e., no relaxation of Q
is required. This is as expected since relaxations are introduced to deal with selection
predicates.

2. Queries with no equality selection predicates In this case, it can be readily
verified that rlx(Q,ε) = ε. Indeed, line 13 in Error_Prop is the only place where
rlx(Q,ε) can get a non-zero value, i.e., err(Q,ε). Furthermore, any further application
of this rule does not increase the value of rlx(Q,ε).

3. Queries with equality selection predicates Using a similar argument, using line
18 in Error_Prop, tells that in this case rlx(Q,ε) = 2ε.

Hence, when working with the max distance function, to ensure that Q can be
approximated, Q needs (a) not to be relaxed when it does not contain selection predi-
cates; (b) needs to be relaxed with parameter η= ε when Q does not contain equality
selections; and (c) needs to be relaxed with parameter η= 2ε when Q contains equality
selection predicates.

We illustrate this by our running example.

Example 2.11. Consider query Q given in Example 2.7. Suppose that we want to
approximate Q on the attributes Z = {EP,QT} with user-defined threshold η= 8770. To
identify which (X ,ε)-coverings of D can be used to approximate Q, we must have that
Z ⊆ prop(Q, X ). Evaluating the procedure QCS(Q, Z ) tells us that any (X ,ε)-covering
of D such that {EP,QT} ⊆ X will do. Consider the ({EP,QT},8770)-covering C from
Example 2.6. It is readily verified that for ε= 8770, we get an error bound err(Q,ε) =
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ε= 8770. Hence, for any Z ⊆ {EP,QT} we guarantee that dsimZ (Q(D),Q̃η(C )) É 8770,
i.e., we can approximate Q within the user-defined threshold η Ê 8770 on attributes
Z .

2.5.4 Join Queries

We next describe a couple of issues related to join queries.

Choice of projected attributes. Observe that we do not explicitly support the join
operator but instead can simulate it using the standard reformulation in terms of a
Cartesian product followed by an equality selection on the joining attributes.

For instance, a join query R ./A=B S would be reformulated as Q =πA(σA=B (R ×
S)) which we then relax to Q̃η = πA(σdA,B (A,B)Éη(R × S)). Given that the accuracy
bounds for coverings for R and S are ε1 and ε2 respectively, we can achieve an overall
error bound of ε= cf(ε1,ε2) for these types of queries, provided that ηÊ 2ε.

Note, however, that we can equivalently consider Q ′ = πB (σA=B (R ×S)) and its
relaxation Q̃ ′

η = πB (σdA,B (A,B)Éη(R × S)). Although this relaxation gives the same
accuracy bound, it may be that better results are obtained depending on which of
the two attributes (A or B) is projected on. To diminish the impact of the choice of
projected attributes, observe that

dsimZ (Q̃η(C ),Q̃ ′
η(C )) É dsimZ (Q̃η(C ),Q(D))+dsimZ (Q ′(D) =Q(D),Q̃ ′

η(C ))

É 2cf(ε1,ε2).

One can thus control the worst-case deviation between Q̃η and Q̃ ′
η by choosing ε1 and

ε2 such that 2cf(ε1,ε2) is smaller than some threshold.

Key/Foreign key joins. In practice, join attributes are often related by means of
key/foreign key constraints. Not surprisingly, key attributes are rarely compressible by
means of coverings as they often consist of unique identifiers (in many cases system-
generated) for tuples in the database. This implies that the domains of these key
attributes come equipped with the discrete distance function that does not allow any
form of compression. A naive approach to ignore key attributes from the query column
sets does not work, however, as is illustrated by the following example.

Example 2.12. In this example, we use the max distance function. Consider a re-
lation R(A,B) where a A is a key attribute. Let CR be a (B ,ε)-covering of D1 (an
instance of R) consisting of two tuples, i.e., CR = {t1 : (a1,b1), t2 : (a2,b2)} such that
dA(a1, a2) = dB (b1,b2) > ε. Similarly, let S(A,C ) be a relation where A is the foreign
key. Furthermore, let CS be a (C ,ε)-covering of D2 (an instance of S) consisting of
two tuples, i.e., CS = {t3 : (a1,c1), t4 : (a2,c2)}, and assume that there exists a tuple
t : (a1, x) in D2 such that dC (t , t3) > ε and dC (t , t4) É ε. That is, tuple t is covered
in CS by tuple t4. Now, suppose that we would want to approximate the join of D1

and D2 on attribute A by joining their corresponding coverings, i.e., by considering
CR ./A CS = {(a1,b1,c1), (a2,b2,c2)}. Clearly, a tuple (a1,b1, x) exists in the result of
D1 ./A D2. However this tuple is at a distance larger than ε away from the join of the
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Figure 2.7: System overview of the space-bounded query approximation approach

coverings, indeed:

dmax
ABC ((a1,b1, x), (a1,b1,c1)) = dC (c1, x) > ε

dmax
ABC ((a1,b1, x), (a2,b2,c2)) = dA(a1, a2) = dB (b1,b2) > ε.

Hence the join of the coverings is not a covering of the join for the base instances D1

and D2. Indeed, as long as the joining attributes are not covered we cannot bound the
error of the approximate result. This is not unexpected since we know that the query
column set needs to be covered.

In order to accommodate for key/foreign key joins, one may consider materialising
results of a join query before actually creating coverings. In this way modified queries
with no joins can be safely approximated with error guarantees. In data warehousing
environments, it is typical that there is a big fact table and smaller dimension tables.
Where feasible, a join of the fact and dimension tables that is evaluated prior to
estimating data coverings, can be really useful in supporting multiple current and future
query workloads.

2.6 Valid Covering Selection

We now have all ingredients at hand to describe our approach for solving the valid
covering selection problem. We provide the general overview of our approximation
system and then detail one of its core components needed to find the valid coverings.

2.6.1 System Overview

Let Q = {Q1, . . . ,Q`} be the query workload consisting of ` UCQ queries. For each
query Qi the user specifies its importance pi , the set of attributes Zi in Qi ’s result
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schema to be approximated, and desired error bound δi . Furthermore, a space budget
B is given. Our approach, illustrated in Figure 2.7, works in four steps:

1. We collect the query column sets qcs(Qi , Zi ), for i ∈ {1, . . . ,`}. Recall that in
order to approximate Qi (D) on attributes Zi , one minimally needs to cover all
attributes in qcs(Qi , Zi ).

2. Next, we inspect the DBMS catalog that, by using the size estimation method
described in Section 2.4, is now extended with quadruples (R j , X j ,ε j , N j ), indi-
cating that there is an (X j ,ε j )-covering of size N j of the instance I j of R j . Note
that there may be multiple coverings on each relation. Denote by cov(D) the
collection of all such quadruples in the catalog. Clearly, considering all possible
coverings on R would lead to exponentially many coverings in cov(D). Instead,
we assume that a set of candidate covering attributes is provided based on those
that actually were needed in the past or simply by inspecting the query column
sets of the workload queries.

3. We then solve a mixed integer linear program (MILP). Part of the solution of
this program are variables xi j that, when set to 1, indicate that the i th covering
in cov(D) is used to approximate Q j .

4. We materialise all coverings (C1,d), . . . , (C`,d) identified in the previous step,
hereby avoiding replicating the same covering on a relation. Just like in BlinkDB,
the materialisation step is a one-time cost and if the query workload Q is
representative for the past, present and future workload, the stored coverings
can be used for any future incoming queries as well. For now, to obtain an
approximation for queries in Q we evaluate (̃Q j )η(C j ) on the stored coverings.
Recall that �(Q j )

η
is the relaxation of Q j by setting η to the appropriate value 0,

ε j , or 2ε j , where ε j is the accuracy of covering (C j ,d j ) (See Section 2.5). We
only consider the max distance function in this section.

The MILP ensures that (i) all coverings fit into the available space budget; and
(ii) the best possible accuracies of these coverings are selected for approximating the
workload queries. Observe that, assuming that cov(D) is available, we only need to
evaluate the relaxed queries on coverings. No other query evaluation or access to
the data is needed. This implies, among other things, that the size of the MILP is
independent of the size of D and that solving it is a cost that is negligible. We verify
this in the experimental section. It remains to detail the mixed integer linear program
and explain how coverings are materialised.

2.6.2 MILP Formulation

Part of the MILP consists of a simple set covering problem: for each Qi ∈ Q find
(R1, X1,ε1, N1), . . . , (Rn , Xn ,εn , Nn) in cov(D) that cover qcs(Qi , Zi ). More specifi-
cally, if qcs(Qi , Zi ) = {(R1,Y1), . . . , (Rn ,Yn)} then we must have that Yi ⊆ Xi for i ∈
{1, . . . ,n}. We encode this set cover problem in the MILP in the standard way. Let
I = {1, . . . , |cov(D)|} and J = {1, . . . ,`}. For each (i , j ) ∈ I × J and relation name R ∈R,
we introduce a constant cR

i j and boolean variable xR
i j . Here, cR

i j = 1 if the i th covering in
cov(D) contains the attributes in qcs(Q j , Z j ) corresponding to R; and cR

i j = 0 otherwise.
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Furthermore, xR
i j = 1 is to indicate that this covering on R is used to approximate Q j

on the Z j attributes and xR
i j = 0 indicates the opposite. To ensure that qcs(Q j , X j ) is

fully covered we thus require that

∑
i∈I

cR
i j xR

i j Ê 1
(for each j ∈ J , R ∈ R such that (R, X ) ∈ qcs(Q j , Z j )
for some non-empty set X of attributes.)

In addition, all coverings in cov(D) that are used for approximating queries in Q need
to be stored and must fit within the available space budget B. For each i ∈ I we therefore
introduce a variable xi that will be set to 1 if any of the xR

i j ’s for j ∈ J is 1; and xi is
set to 0 otherwise. In other words, xi = max{xR

i j | j ∈ J ,R ∈ R} and indicates which
coverings in cov(D) are being used. We therefore require

xR
i j É xi (for each i ∈ I , j ∈ J , R ∈R), and xi É

∑
j∈J ,R∈R

xR
i j (for each i ∈ I ).

The space budget constraint is simply given by
∑

i∈I xi Ni ÉB, where Ni is the size of
the i th covering in cov(D). It remains now to relate the selected coverings (i.e., those
with xR

i j = 1) to the error bound on the corresponding query Q j . Since this error is
given by err(Q j ,ε) we need to determine which ε used in the coverings for Q j leads
to the smallest error. For this purpose we introduce binary variables ai j defined as
follows:

ai j =
{

1 if cR
i j = 1 and err(Q j ,εi ) É δ j

0 Otherwise

(for each i ∈ I , j ∈ J , R ∈R) where εi is the accuracy value of the i th covering in cov(D)
and δ j is the user-specified accuracy threshold. Furthermore, we define variables ei j

as follows:
ei j = ai j err(Q j ,εi )+ (1−ai j )(err(Q j ,εi )−δ j )

Recall that err(Q j ,εi ) is just a number that can be simply computed from Q j and εi .
Finally, we introduce variables y j , for j ∈ J , and require that

xR
i j ei j É y j (for each i ∈ I , j ∈ J , R ∈R)

Then, the objective function of the MILP is

minimise: max
j∈J

p j y j

By using variables ai j and ei j , we make the objective function to focus on optimiz-
ing for the error err(Q j ,εi ) or the difference between the error and the user-defined
threshold (err(Q j ,εi )−δ j ) depending on whether err(Q j ,εi ) É δ j holds. That is, a
covering which guarantees a better accuracy can still be picked as part of the solution
even though its deviation from the user-defined threshold can be large. Hence better
solutions are not penalized. It is easily verified that the objective function can be
transformed into a linear constraint, i.e., without using max. We remark that in our
objective function, we use the max function to aggregate the accuracy values across all
queries Q j , for j ∈ J . However, other functions such as sum or average can be used.

Example 2.13. We next illustrate the interaction of the space budget and accuracy
threshold in the valid covering selection method. Recall query Q from Example 2.11
and the ({EP,QT},8770)-covering, here denoted by C1, from Example 2.6. Let C2
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be another covering of our Lineitem database D consisting of three buckets, i.e.,
C2 = {t4, t7, t10}. It is readily verified that C2 is a ({EP,QT},17520)-covering. Then we
have cov(D) with two coverings {C1,C2} of size 5 and 3 respectively. We know that
qcs(Q, Z ) = {EP,QT}. Let p1 = 1, δ1 = 5500 and B= 4.

The MILP can now be formulated with the required parameters as above. In this
case the program has a simple task: to decide which of the two coverings should be
used to approximate Q ′. Based on the constraints, an optimal solution would set x21 to
1, i.e., covering C2 is chosen since only C2 fits into B. Let us consider another scenario
where more space is available and we increase our space budget, i.e., B= 7. Now, we
see that any of the two coverings can fit into the available budget. Note that the user
desired error bound remains unchanged. Again, by looking at the objective function of
the MILP, it is easy to see that an optimal solution would set x11 to 1, i.e., covering C1

is chosen because the propagated error for covering C1, (ε1 = 8770), is more close to
the desired error bound, δ1 than the propagated error of C2, (ε2 = 17520). Observe that
C1 remains the preferred solution even when δ1 is increased to a larger value. That is,
whenever a solution exists that gives better approximation guarantees than what the
user requires, this solution will be returned.

2.6.3 Materialisation of Coverings

We briefly discuss how the coverings, selected by the MLIP, are materialised. Suppose
that an (X ,ε)-covering of C of D needs to be materialised. Note that this corresponds
to a quadruple (R, X ,ε, N ) in the DBMS catalog which was computed by means of
Cover_Estim. To find the actual covering we use SQL statements similar to those used
in Cover_Estim. To illustrate this, consider again the queries used in the two-attribute
case as given in Section 2.4.1.

1. In the CTE’s bucketsA , minmaxB and buckets we select on all attributes.
Indeed, by definition a covering should consist of (full) tuples originating from
the underlying database; and

2. Instead of computing the number of non-empty buckets, as done for Cover_Estim,
we report the top-1 tuple in each of the buckets as the representative of that bucket.
More specifically, we execute

SELECT TOP 1 * OVER (PARTITION BY bucket ORDER BY A, B)
FROM buckets

These queries indeed will return a desired covering in which each bucket is represented
by a single representative tuple. Note that for DBMSs that do not support the TOP clause,
this query can be formulated using another window function such as ROW_NUMBER().

Example 2.14. It can be easily verified, from the explanation of the queries used in
Cover_Estim in Example 2.6, that these queries indeed generate the ({EP,QT},8770)-
covering shown in Figure 2.3(d).



2.7. AGGREGATE QUERIES 35

2.7 Aggregate Queries

We have presented a framework for approximating unions of conjunctive queries under
space restrictions. As mentioned in the introduction, this work is inspired by the
BlinkDB system that aims at approximating aggregate queries. The techniques used in
BlinkDB rely on stratified sampling in which samples are created for query column
sets. More specifically, given a query column set, they provide samples that cover
all occurring value combinations in these query column sets, i.e., for each such value
combination, a sample is produced. This allows them to, using statistical techniques,
estimate errors made by evaluating aggregate functions such as SUM, AVG, and COUNT on
the samples, rather than on the complete data. The advantage of focusing on aggregate
queries is that standard measures are in place to compare the real statistic with an
approximate value.

This is no longer true when set-based queries (such as unions of conjunctive
queries) are concerned. It is precisely for this reason that we introduced the notion
of covering. It is not difficult to see that samples are not necessarily coverings, and
hence samples alone do not suffice for approximating unions of conjunctive queries.
Similarly, coverings do not carry enough information to support aggregate queries.

Nevertheless, it may be possible to extend samples so that they become coverings,
or similarly, to extend coverings so that they become samples. How the distinct error
propagation techniques, statistics-based for samples and distance-based for coverings,
can be integrated in a uniform way is less obvious and demands further investigation.

2.8 Experimental Evaluation

In this section, we evaluate the performance of the procedure Cover_Estim for estimat-
ing the size and computing the coverings of the data, and the accuracy of our solution
to the valid covering selection problem on individual queries and on queries in some
workload.

2.8.1 Evaluation Setting

Our experiments were run on a GNU/Linux machine with Intel(R) Xeon(R) CPU 2.90
GHZ (16 Cores) and 32 GB memory. We use PostgreSQL as the underlying database
system. All experiments were repeated five times and averages are reported. We used
two datasets:

(i) the TPC-H benchmark data 4 (scale factor 1) consisting of 9 million tuples
(1GB); and

(ii) the Big Data benchmark data 5 (scale factor 1) consisting of tables uservisits
and rankings of 18 million (1.28GB) and 155 million (25.4GB) tuples, respec-
tively.

For details on the schema of these datasets, we refer to the links in the footnotes.

4http://www.tpc.org/tpch/
5https://amplab.cs.berkeley.edu/benchmark/
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On the TPC-H data, our query workload Q consists of variants of Q1, Q3, Q6,
Q12 and Q18 of the TPC-H queries, from which we stripped all aggregate query parts.
These are all selection queries (shown in Table 2.1 at the end of this Chapter) in
which the selection predicate allows inequalities. The reason why no join queries are
included for TPC-H is that all join queries involve keys/foreign keys that allow for no
compressibility, unless some artificial distance functions are used (see discussion in
Section 2.5.4).

For the Big Data benchmark data, our workload Q consists of Q1, Q2, Q3, Q4 and
Q6. These are variants of their scan and aggregate queries (shown in Table 2.2 at the
end of this chapter).

In all of our experiments we consider coverings on attributes that have a sorted
domain and use distance functions as described in Section 2.2. Recall the process
for cover estimation resulting in an extension of the DBMS catalog. These covering
estimates are crucial in solving our valid covering selection problem. We provide more
details on the covering attributes (query column sets) considered and the number of
coverings generated. This information is shown for the TPC-H data in Table 2.3 and
for Big Data benchmark data in Table 2.4 at the end of this chapter.

2.8.2 Covering Size & Materialisation of Coverings

We first experimentally validate the efficiency of the procedure Cover_Estim, as de-
scribed in Section 2.4 and the materialisation of coverings as described in Section 2.6.3.

Compressibility Big Data benchmark dataset. Figure 2.8 shows the time to com-
pute the size of coverings and the time to materialise them on the Big Data benchmark
dataset. More specifically, we varied (i) the sizes of the input tables uservisits
(1 000k to 10 000k) tuples and rankings (1 000k to 10 000k) tuples; and (ii) the sets
X of attributes to be covered. We report the times for individual attributes duration
and adrevenue in uservisits, and attributes avgduration and pagerank in rankings;
we also consider the combined attribute sets {duration, adrevenue} and {avgduration,
pagerank }. We fixed ε to be 0.0001.

Not surprisingly, estimating the size of coverings requires considerably less time
than materialising them. Indeed, while the size estimation typically takes a couple
of seconds, the materialisation takes tens of seconds. This verifies our claim that
extending the DBMS’s catalog with quantitative information on coverings is feasible,
especially since this is a one-time cost and can be computed when the system is idle.
We further observe that the running times strongly depend on the set X of attributes. In
particular, the running time increases when X consists of more attributes. This is not
unexpected since a larger X results in a larger (X ,ε)-covering. A similar behaviour is
observed when varying ε, i.e., the smaller the ε, the more time it takes to bound the
size of the coverings.

Compressibility TPC-H dataset. In Figure 2.9 we report a similar experiment on
the TPCH Data. We used the Lineitem table and considered individual attributes lex-
tendedprice, lquantity, lshipdate and combined attribute set {lextendedprice, lquantity}.
Size of the table was varied from (1 000k to 10 000k) in number of tuples and ε was set
to 0.1 for the numerical attributes while lshipdate had its ε fixed to 0.04 (in days). As
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Figure 2.8: Efficiency of Cover_Estim for computing size and materialisation of
coverings - Big Data benchmark.
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Figure 2.9: Efficiency of Cover_Estim for computing size and materialisation of
coverings - TPCH Data.

can be seen from the plots, we obtained results analogous to those from the Big Data
benchmark dataset above. Again confirming feasibility of computing covering size
estimates for the DBMS catalog.

2.8.3 Compressibility

We next considered the compressibility of the datasets. Figures 2.10(a) and (b) show
the size of the resulting covering on the two tables in the Big Data benchmark data
set for varying values of ε and for the attribute sets considered earlier. We fixed
the size of both tables to 10 million tuples. Similarly, Figure 2.10(c) shows the size
of coverings on the lineitem table in the TPC-H data set for the following sets of
attributes: {lextendedprice}, {lextendedprice, lquantity} and {lextendedprice, lquantity,
llinestatus}. One can see that the datasets compress rather well: for reasonable values
of ε the size of the corresponding covering provides a considerable reduction compared
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Epsilon #10-4
0 0.5 1 1.5 2

C
om

p
re

ss
io

n
si
ze

103

104

105

106

107
Computing covers - No. of attributes used

<lextendedprice>
<lextendedprice, lquantity>
<lextendedprice, lquantity, llinestatus>

(c) TPC-H data: Attribute size effect

Epsilon #10-4
0 0.5 1 1.5 2

C
om

pr
es

si
on

 s
iz

e

103

104

105

106

107
Computing covers - Cover Estim - varying q parameter

q = 3
q = 2
q = 1
q = 0

(d) TPC-H data: Parameter q effect - Covering size

Epsilon #10-4
0 0.5 1 1.5 2

R
un

ni
ng

 ti
m

e(
se

co
nd

s)

25

30

35

40

45

50

55

60
Running time - Cover Estim - varying q parameter

q = 3
q = 2
q = 1
q = 0

(e) TPC-H data: Parameter q effect - Running time

Figure 2.10: Compressibility of datasets and impact of parameter q .

to the size of the original data. In other words, even for a small space budget B one
can find accurate coverings of the data. As before, the more attributes are used in the
covering, the larger the covering.

2.8.4 Impact of Parameter q in Cover_Estim

Finally, Figure 2.10(d) shows the impact of the parameter q in Cover_Estim. Recall
from Section 2.4 that q indicates how many attributes are processed by the recursive
bucketisation process, and consequently, how many attributes are treated by the naive
upper bound. Figure 2.10(d) reports the effect on the lineitem table and attribute set
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{lextendedprice, lquantity, ldiscount }. We let q = 3 (most fine-grained upper bound),
q = 2 (last attribute is treated by naive upper bound), q = 1 (last two attributes are
estimated by naive upper bound), and q = 0 (all attributes are estimated by naive upper
bound).

Not surprisingly, the quality of the size estimate degrades with decreasing q .
Moreover, for the q = 0 case, we have a constant value for the covering sizes since
the best estimates were obtained by counting distinct tuples projected on the covering
attributes, i.e., |πX (D)|.

On the other hand, the running times for Cover_Estim generally decrease when
more attributes are treated by the naive upper bound. Indeed, our experiments (as
reported in Figure 2.10(e)) show that the size estimation for q = 1 takes half the time
when compared to q = 3. As expected, the case of q = 0 had the shortest running times
mostly dominated by the query that counted distinct tuples.

2.8.5 Query Approximation and Valid Covering Selection

Our next set of experiments concerns the use of coverings to approximate query results.
We first consider individual queries and compare the theoretical upper bound with the
actual error made by our query approximation method. Next, we consider a query
workload and investigate our solution to the valid cover selection problem.

Figure 2.11 shows the comparison of the actual error dsimZ (Q(D),Q̃(C )) with the
theoretical upper bound err(Q,ε) given in Section 2.5, for varying sizes of coverings C
of D. More specifically, we express the size |C | of C as a percentage of the size |D| of
D and report the error err(Q,ε), where ε is the accuracy associated with the covering C .
The computation of dsimZ (Q(D),Q̃(C )) is done by evaluating Q(D) and Q̃(C ) and by
computing the distance between them. In Figure 2.11(a) we consider the lineitem
table of the TPC-H data and a constant selection query Q on the lextendedprice attribute.
Coverings are on this attribute only. In Figure 2.11(b) we consider a join query Q (i.e.,
cartesian product followed by equality selection) involving both tables in the Big Data
benchmark data. Coverings are on attribute sets {duration, adrevenue} on uservisits
and {avgduration, pagerank } on rankings.

These experiments show that our approach actually provides better actual accuracy
bounds on the query results than is anticipated by the theoretical upper bound. In
particular, we note that for highly compressible attributes, such as lextendedprice in
lineitem we can get an actual error of 0 using only a small fraction (13.2%) of the
original dataset. For this particular setting, Figure 2.12 verifies that answering queries
on coverings takes less time than when using the original data and, more importantly,
that the error made by the approximation is within reasonable bounds. In particular,
Figure 2.12 shows the actual error for the constant selection query on the TPC-H data
for various sizes of coverings and the time it takes to answer its relaxation on the
coverings. For example, evaluating the relaxation using 13.2% of the data takes 1/4 of
the time needed to evaluate the query on the original data without loss of accuracy.

2.8.6 Valid Covering Selection

Finally, we consider a query workload Q of the 5 TPC-H queries mentioned earlier.
We extended the DBMS catalog with 162 different coverings (some of them over the
same sets of attributes). We have arbitrarily chosen the weights and desired accuracy
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Figure 2.11: Comparison of actual and theoretical accuracy of query results.
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Figure 2.12: Accuracy vs space trade-off for single query on TPC-H data

thresholds for each of the queries. Figure 2.13(a) shows the errors, δi −̇err(Qi ,εi ),
made on each of the queries by using the coverings as identified by the MILP given
in Section 2.6, and this for varying space budgets B (700000 to 130000 tuples). As
expected, increasing B results in a better approximation of the queries. Moreover, the
increase in accuracy when increasing the budget is more noticeable for queries with
high importance (e.g., query Q18). Solving the MILP took a few milliseconds, which is
negligible in the overall query approximation process. Furthermore, we show below
the results of the MILP. For each of the space budgets B, we list the coverings that were
actually selected to be materialised with their size (number of tuples) in brackets. As
observed for accuracy, relaxed budgets allow for the MILP to pick coverings of bigger
sizes effectively improving the accuracy.

B =70000 : C 1(3817);C 3(18877);C 5(3945);C 7(2406);C 8(28961)

B =90000 : C 1(3778);C 3(28442);C 5(13090);C 7(2406);C 8(28961)

B =110000 : C 1(3778);C 3(26039);C 5(2978);C 7(2406);C 8(74511)

B =130000 : C 1(3778);C 3(18877);C 5(2978);C 7(2406);C 8(91946)

A similar experiment was performed on the Big Data benchmark dataset and six
associated queries. The DBMS catalog was extended with 70 coverings (some of them
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Figure 2.13: Effect of space budget B on accuracy δi −̇err(Qi ,εi ) of queries in workload
for the coverings selected by the MILP for (a) TPC-H data; and (b) Big Data benchmark;
(c) Effect of query importance on accuracy (TPC-H data).

over the same sets of attributes). We varied the space budget B from 300k to 900k
tuples. We observe similar behavior as for the TPC-H data. In Figure 2.13(b), we note
significant improvement in query accuracy when B is increased. The output of the
MILP (selected coverings and their size) shown below confirms our observation.

B =300000 : C 3(55560),C 4(2880),C 7(55853)

B =600000 : C 3(27780),C 4(15461),C 7(55853)

B =900000 : C 3(555560),C 4(15461),C 7(55853)

As previously noted, query importance (weight) is an important parameter in the
evaluation of the MILP. In the TPC-H workload, while keeping the space budget and
other parameters fixed, we varied the weights of two queries Q12 and Q18 from the
range [0.2,1.0]. In Figure 2.13(c), we report on the effect of the change in weights
on query accuracy. Not surprisingly, queries in the workload are better approximated
when their weights are increased.

2.9 Related Work

Approximate query answering (AQA) in relational databases has been the subject
of extensive research. Most research has focused on AQA systems that make use
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of concise data structures called synopses built from the database. The synopses
techniques can be divided into two broad categories: non-sampling based, and sampling
based. A recent survey [17] provides a detailed account on synopses and their use in
approximate query answering.

Examples of non-sampling based synopses are histograms [35, 40], wavelets [13],
and sketches [22]. Histograms are the most popular type of synopsis having been
successfully used in AQA systems and also in database query optimizers. By their
nature, histograms have been used to approximate range and aggregate queries. Among
the benefits of using histograms is that they can be constructed quite efficiently. Several
techniques have been proposed before that require only a single pass through the data
in order to build a histogram. Moreover, histograms are easily interpretable and relate
in an intuitive way to the original data. On the other hand, it is well acknowledged
that histograms do not adapt well to high dimensional data and constructing accu-
rate histograms can be challenging. Wavelets have similar underlying concepts to
histograms. However, rather than partitioning the data and provide summary statistics
for the buckets as is done in histograms, wavelets transforms the data and aims at
representing the most significant features in a wavelet. They are well suited to cap-
turing data features at various scales. Again similar to histograms representing high
dimensional data using wavelets is quite challenging. Another type of synopsis that has
proved useful especially for data streaming applications are so-called sketches. They
are primarily designed for applications such as real-time financial systems, network
monitoring systems, etc continuously generate data at various speeds. In such cases, it
may not even be feasible to store all the generated data. Moreover, executing simple
queries on this data and continuously getting exact answers can be a far-fetched dream.
Sketches have been used in these streaming cases where summaries of the observed
data is stored in a compact way to support simple queries. It has also been possible to
use sketches in identifying patterns in the data and detect anomalies i.e., in network
monitoring systems.

Sampling-based methods are the key components of AQA systems as described
in [15, 28, 4], among others. Sampling present a cheap way of building subsets of a
dataset. In AQA, with sampling a wide range of queries can be supported and issues
of high dimensional data do not arise here. Several sampling techniques have been
developed and the database community has been borrowing heavily from statistics
in order to develop metrics for capturing quality of query answers approximated on
samples. While accuracy naturally increases when samples of bigger sizes are used,
it is non-trivial to obtain accurate error bounds for different types of queries. It is
well-known that sampling techniques do not marry well with joins. The two underlying
reasons for these problems have been investigated [28, 3]: Firstly, given two uniform
random samples from base relations, the join of these samples is not a uniform random
sample of the actual join output. The second reason is that it is typical for a join output
of two random samples to consist of a small number of tuples. That is there is high
probability that tuples that would be in the join of base relations would not appear in
the output of the samples join. Other previous approaches have proposed increasing
sample sizes in order to get better confidence intervals on query accuracy. In [28], a
solution based on join samples is proposed. Their approach works well with foreign
key joins only. Moreover, we note that high space requirements and maintenance of
such samples is still a problem.
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Most of the previous works, however, consider simple aggregate queries. A notable
exception is [35] where set-valued conjunctive queries are approximated by means of
a rewriting in terms of a compact histogram representation of the data. The result of
this rewriting is a histogram that is an approximation of the query result. Although
close in spirit to our use of coverings, [35] does not provide accuracy guarantees and
cannot be easily generalised to non-histogram synopses. By contrast, our notion of
covering is more general and we do provide guarantees. Furthermore, [35] considers
single queries only and does not impose an upper bound on the available space.

Finally, we recall that the valid covering selection problem is inspired by the
sampling-based BlinkDB system [4], as mentioned in the Introduction. BlinkDB is
a system for approximating SQL queries on massive volumes of data. The system
exploits parallel query execution for data stored in scalable distributed file systems.
At the core of their approach lies two main components: (1) sample creation and
maintenance. This is based on an optimization framework that take into account data
distribution, query workload characteristics and storage cost of the samples. Samples
of various sizes are built using uniform and stratified sampling and are stored in the
distributed file system; and (2) sample selection. In BlinkDB, queries are augmented
with either an error bound or a time constraint. That is a query gets executed and return
results once the specified error bound is reached or the time specified has elapsed. So
the sample selection module mainly deploys a procedure at query run-time that based
on the user’s constraints, decides which sample to run the query. Essentially, a best
sample that satisfies the user’s error bound or response time preference is selected.

2.10 Conclusions

We have presented a formal approach for space bounded query approximation. This
approach is based on coverings to approximate the data, which to our knowledge has
not been considered before. We have formally shown that error propagation from the
errors made by the covering to the query results is possible, and this without evaluating
queries. Statistical information related to coverings can be efficiently added to the
DBMS catalog, and subsequently be used for selecting the best set of coverings to
materialise and use for query processing. We presented an experimental validation of
our approach.

This work is only the start, much more could be done. We next highlight some
possible future research directions.

• Can we enrich coverings so that they become samples that can be used to
approximate aggregate queries? One possible way to do this seems to extend our
coverings to samples on attributes that are involved in aggregation. The challenge
lies extending the error propagation procedure when samples are present.

• How to incorporate other error measures? Standard measures such a precision
and recall seem suitable candidates for a more refined approximation measure.
How do such alternative measure impact the error propagation algorithm?

• Are there special classes of queries for which better (more compact and accurate)
coverings can be computed? We have considered conjunctive queries in their
full generality. It may be, however, that structural properties of the queries can
directly affect their approximation properties.
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• We use standard indexing methods for our SQL query evaluation and covering
computation. Can our query approximation be integrated in indexing methods or
be part of the DBMS query optimiser? This would clearly require a complete
overhaul of DBMSs.

• How can a large number of coverings be efficiently stored and accessed? In our
framework, we simply materialise each of the selected coverings. Whenever
such coverings share information, however, one may try to reduce the amount of
storage required by limiting the amount of duplicate information.

• Can we use clustering methods to provide better coverings?

• From an implementation perspective, can our approach benefit from moving to
other platforms, such as Apache Hive or Spark?

These are just a couple of questions that need to be addressed.



46 CHAPTER 2. QUERY APPROXIMATION

Appendix: Details of Queries and Coverings used in Experiments

Table 2.1: TPC-H data Queries: X, Y are place holders for query parameter values.

Q1 : SELECT l_shipdate, l_returnflag, l_linestatus,
FROM lineitem WHERE l_shipdate <= date ’1998-09-01’;

Q3: SELECT o_orderdate, o_shippriority
FROM orders WHERE o_orderdate < date ’X’

Q6: SELECT l_extendedprice*l_discount AS revenue
FROM lineitem WHERE l_discount
BETWEEN X - 0.01 AND X + 0.01 AND l_quantity < Y;

Q12 : SELECT l_shipmode, l_shipdate
FROM lineitem
WHERE l_shipmode = X

AND l_commitdate < l_receiptdate
AND l_shipdate < l_commitdate
AND l_receiptdate >= date ’Y’
AND l_receiptdate < date ’Y’ + interval ’1’ YEAR;

Q18: SELECT o_orderdate, o_totalprice
FROM orders WHERE o_orderdate >= date ’X’;

Table 2.2: Big Data Benchmark Queries: X is a place holder for a query parameter
value.

Q1 : SELECT a.adrevenue, a.duration
FROM Uservisits a, Rankings b
WHERE a.duration = b.averageduration

Q2: SELECT adrevenue, duration
FROM Uservisits WHERE duration >= X;

Q3: SELECT adrevenue, duration
FROM Uservisits WHERE adrevenue >= X;

Q4: SELECT averageduration, pagerank
FROM Rankings WHERE averageduration <= X;

Q5: SELECT averageduration, pagerank
FROM Rankings WHERE pagerank > X;

Q6: SELECT visitdate, adrevenue FROM Uservisits
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Table 2.3: TPC-H data: Covering Details.

Table Query column sets No. of
coverings

Lineitem C1: <l_shipdate, l_returnflag, l_linestatus> 13
C2: <l_shipdate> 9
C3: <l_shipdate, l_receiptdate, l_commitdate, l_shipmode> 19
C4: <l_extendedprice, l_quantity> 25
C5: <l_extendedprice, l_quantity, l_discount> 19
C6: <l_extendedprice, l_quantity, l_linestatus> 19

Orders C7: <o_orderdate, o_shippriority> 13
C8: <o_orderdate, o_totalprice> 23
C9: <o_orderdate> 9

Supplier C10: <s_acctbal> 13

Table 2.4: Big Data benchmark: Covering Details.

Table Query column sets No. of coverings

Uservisits C1: <adrevenue> 18
C2: <duration> 5
C3: <adrevenue, duration> 18
C4: <visitdate, adrevenue> 13

Rankings C5: <averageduration> 5
C6: <pagerank> 6
C7: <averageduration, pagerank> 5





CHAPTER 3
Dynamic Space-Bounded Query

Approximation

Our query approximation technique that relies on computing statistics of
coverings of the database works well for static data. When data is continu-
ously refreshed which is typical in many application scenario’s, efficiently
maintaining these data summaries and ensuring quality guarantees is
challenging.

In this chapter, we extend our method and propose a dynamic query
approximation techniques that given data updates, base data and initial
information stored in the DBMS catalog, efficiently propagate updates to
the catalog and ensure accuracy guarantees. At the same time, we ensure
that budget constraints are satisfied. We present algorithms for handling
insertion and deletion operations. We empirically validate our proposed
approach for efficiency and quality of approximate query answers.
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3.1 Introduction

The query approximation approach described in the previous chapter has been shown
to work well for static data, i.e., when the underlying data is fixed. In most real-life
application scenario’s, however, data is periodically updated. In this chapter, we revisit
our bounded space query approximation method in such dynamic settings. For this
purpose we design incremental versions of the key algorithms underlying our method,
i.e., the procedure Cover_Estim and the valid cover selection procedure based on the
mixed integer linear Program (MILP). We consider insertions ∆D+ and deletions ∆D−
of tuples to the metric database (D ,d). Looking back at the overall overview of our
system, as described in Section 2.6.1 it should be clear that in a dynamic setting, we
need to primarily address the following questions:

(a) When the quantitative information on coverings in the DBMS catalog, i.e., the
quadruples (R, X ,ε, N ), become outdated, how to efficiently update these?

Indeed, since this information is crucial for selecting valid coverings – they are part
of the input of the MILP that selects the valid coverings – these quadruples need to
be updated. More specifically, if (R, X ,ε, N ) represents that instance D of R has an
(X ,ε)-covering of size N , then this quadruple should be updated to (R, X ,ε, N ′) such
that the updated instance ∆D = (D ∪ (∆D+)) \ (∆D−) has an (X ,ε)-covering of size N ′.

Moreover, with these updated quadruples at hand, the valid covering selection
component needs to re-evaluate its underlying MILP to derive a new solution, i.e., a
new set of coverings that need to be materialised. As we have shown experimentally
in the previous chapter, the materialisation of coverings is a time demanding task,
however. A next challenge induced by the dynamic setting is the following:

(b) How to efficiently update the materialised coverings or avoid the materialisation
of completely new coverings altogether.

We will address both questions in this chapter. More specifically, in Section 3.2
we propose an incremental version of the procedure Cover_Estim to dynamically
maintain the quadruples in the catalog. Furthermore, in Section 3.3, we explore various
techniques that ensure that coverings that are already materialised are minimally
updated.

In order to develop efficient incremental algorithms, it is necessary that we maxi-
mally use the incoming data, i.e., ∆D+, ∆D− and whenever possible avoid accessing
the original metric database (D ,d). We remark that, in the case of tuple deletions, we
may still need to access a part of the original database.

In the next section we start by clarifying the need for storing additional pre-
computed information about coverings when working in a dynamic setting. Fur-
thermore, we present the procedures for maintaining the DBMS catalog after tuple
insertions and deletions. We then discuss how the valid covering selection process
is impacted by the updates in Section 3.3. Experimental validation of our proposed
algorithms is provided in Section 3.4. Finally, we highlight related work in Section 3.5
and provide concluding remarks in Section 3.6.
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3.2 DBMS Catalog Maintenance

In Chapter 2 we explained how the covering size estimation procedure Cover_Estim
worked and how it can be implemented in SQL (Section 2.4.1). As previously mentioned,
the output of this procedure are quadruples (R, X ,ε, N ) indicating that there is an
(X ,ε)-covering of size N of the instance of the database corresponding to relation
R in R. To make an efficient incremental version of Cover_Estim, however, we
will need some auxiliary information about these coverings. This is not surprising
as most incremental algorithms crucially rely on the availability of such additional
pre-computed information.

Let us first clarify what extra information is needed by means of an example.

Example 3.1. Consider again the instance D of line_item given in Example 2.2. We
have shown in Example 2.6 that Cover_Estim(D , {EP,QT},8770,8770) returned 8 buck-
ets, hence (line_item, {EP,QT},8770,8) is added to the DBMS catalog. However, the
algorithm (and corresponding SQL queries) actually provides more information. Indeed,
for starters, the minimum and maximum value of the EP-attribute is computed and used
to determine the number of buckets (parts in the partition) that are needed of width 8770
to cover the entire range of πEP(D). Furthermore, for each of the buckets the boundaries
are known. Indeed, bucket Bi covers interval [minEP+(i −1)×8770,minEP+i ×8770),
for i ∈ [1,6].

When moving to the attribute QT, each of the buckets Bi is refined. Again, the
minimum and maximum values in

πQT(σminEP+(i−1)×8770ÉEP<minEP+i×8770(D))

are computed, denoted by mini
QT

and maxi
QT

, and as before the boundaries of the buck-
ets Bi j for the QT-attribute are given by [mini

QT
+( j −1)× (8770/1800),mini

QT
+ j ×

(8770/1800). Here, 8770/1800 comes from the fact that dQT scales the values with a
factor of 1800.

Finally, the queries used in Cover_Estim can be modified, just like those used for
materialising the coverings (Section 2.6.3), to identify a unique representative tuple
inside each non-empty bucket Bi j . We assume that each tuple t comes with a unique
tuple identifier t [tid] and it thus suffices to store this identifier.

It should now be clear that we can compute for each bucket Bi j a tuple of the form

〈i , j ,minEP,min i
QT,tid〉,

where the first two entries are the bucket identifiers, i.e., a pair of natural numbers
(i , j ), that can be used to compute the boundaries of the bucket Bi j given the minimum
values of the first attribute (minEP) and the second attribute (min i

QT
). Moreover, these

tuples can be easily obtained by modifications of the SQL queries used in Cover_Estim.
We denote by aux(C ) the set of tuples corresponding to the ({EP,QT},8770)-covering
C that is implicitly computed by Cover_Estim.

As a note aside, we still have some redundancy in aux(C ) since the minEP value
can be kept global as it does not depend on the bucket under consideration. Similarly,
all buckets sharing the same first index have the same minimal value for the QT-attibute.
We could normalise aux(C ) such that it basically corresponds to a tree-like structure as
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line_item, ε= 8770

minEP

1,min 1
QT

1, t7[tid] 2, t2[tid]

2,min 2
QT

1, t6[tid]

3,min 3
QT

1, t4[tid] 4, t5[id]

4,min 4
QT

1, t10[tid]

6,min 6
QT

1, t3[tid] 2, t1[tid]

Figure 3.1: Compact representation of the auxiliary information aux(C ) of coverings.

shown in Figure 3.1. This has the disadvantage, however, that we need to join back the
normalised relations to obtain aux(C ), which can be rather expensive. Alternatively,
we could add a new index structure to the DBMS based on the tree-representation.
However, this defeats our purpose since we want to be able to do our computations
using SQL queries, without modifying the underlying DBMS. We therefore opt to keep
the redundancy in aux(C ).

Finally, we also remark that the original quadruple (line_item, {EP,QT},8770,8)
can be easily obtained from aux(C ). Furthermore, note that this representation is more
succinct than the materialised covering C itself, which consists of the complete set of
tuples {t1, t2, t3, t4, t5, t6, t10}, since these tuples typically carry many attributes.

In general, consider an (X ,ε)-covering C of D, where X = {A1, . . . , Ap }, and such
that C corresponds to a covering as implicitly computed by Cover_Estim. Then we
define aux(C ) as the set of tuples

〈b1, . . . ,bp ,min b0
A1

,min b1
A2

, . . . ,min
bp−1

Ap
, t [tid]〉,

where the (b1, . . . ,bp ) are bucket identifiers (natural numbers), b0 = 0, min
b j−1

A j
is the

minimal value (or more general a lower bound) of the A j -attribute values in

πA j (σ∧ j−1
i=1 min

bi−1
Ai

+(bi−1)εÉAi<min
bi−1
Ai

+bi ε
(D)),

and t [tid] is the tuple identifier corresponding to the tuple in D that is the representative
tuple in the set of tuples

σ∧p
i=1 min

bi−1
Ai

+(bi−1)εÉAi<min
bi−1
Ai

+bi ε
(D)).

We denote the attributes in aux(C ) by B1, . . . ,Bp , Min1, . . . ,Minp , and tid, respectively.
We leverage the presence of aux(C ) for various coverings C in the DBMS catalog in
our incremental algorithms, as will be explained in the next sections.

3.2.1 Tuple Insertions

We first consider tuple insertions, i.e., a set ∆D+ of new tuples is added to the database
D of R. We present below a procedure referred to as ∆Cover_Estim+ for incrementally
maintaining the collection of auxiliary information aux(C ) for coverings C in the DBMS
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Procedure ∆Cover_Estim+

Input: A set of tuples ∆D+ to be inserted, a set of X = {A1, . . . , Ap } of attributes,
aux(C ) for an (X ,ε)-covering C of D , corresponding ε̂ value,
a tuple (b1, . . . ,bi−1) of bucket identifiers, a tuple (m1, . . . ,mi−1) of values,
and current attribute position i .
Output: Updated version of aux(C ′) of (X ,ε)-covering C ′ of D ∪∆D+.
1. if ∆D+ =; then return aux(C );
2. if i ≤ p then
3. T :=σB1=b1,...,Bi−1=bi−1 (aux(C ));
4. if T 6= ; then
5. min := πMini

(T );
6. ∆min := min(πAi (∆D+));
7. shift := max(0,dmin−∆min/ε̂)e);
8. m:=min−shift× ε̂;
9. else
10. m := min(πAi (∆D+)); min:=m;
11. shift := 0;
12. for each B j ∈ bucket(∆D+, Ai , ε̂,m,shift) do
13. T := ∆Cover_Estim+(B j , X ,aux(C ), (b1, . . . ,bi−1, j ), (m1, . . . ,mi−1,min), Ai+1)
14. else
15. if (b1, . . . ,bp ) ∈πB1,...,Bp (aux(C )) then
16. return aux(C );
17. else
18. t := select one representative tuple from ∆D+;
19. return aux(C ):=aux(C )∪ {(b1, . . . ,bp ,m1, . . . ,mp , t [tid])}.

Figure 3.2: Procedure for updating the DBMS catalog after a database insert operation.

catalog. As with any incremental algorithm, we aim for an algorithm that runs in time
proportional to the size of the updates |∆D| rather than the size of the original database
|D|.

The pseudocode of ∆Cover_Estim+ is shown in Figure 3.2. A quick glance reveals
that this algorithm only uses the set of inserted tuples∆D+ and the auxiliary information
aux(C ) for a covering of the data. In other words, no access to the underlying database
is required, which is desirable when working in a dynamic setting.

The algorithm ∆Cover_Estim+ is similar in spirit to the Cover_Estim algorithm,
i.e., it relies on a refinement procedure of buckets by considering the attributes one-at-a
time per bucket. It takes the following information as input: the tuples ∆D+ to be
inserted in D, a set X of attributes corresponding to the attributes of the covering C
under consideration, and the auxiliary information aux(C ) about C , as stored in the
DBMS catalog.

Furthermore, to allow for recursive calls of the algorithm, it needs to know the
current attribute Ai and the “partial” bucket identified by (b1, . . . ,bi−1). Intuitively,
such a partial bucket corresponds to a subset of the entire domain space, restricted
to the bucket boundaries of the already processed attributes. In addition, it requires
for each attribute A1, . . . , Ai−1, the lower bound values m1, . . . ,mi−1 that are needed
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to compute the boundaries of boxes. The algorithm is called by letting the current
attribute to be A1 and empty bucket identifier and lower bound value tuples.

The key idea behind the algorithm is to process ∆D+ as it would be done by
Cover_Estim but with the following two modifications:

• All attributes are processed by bucketisation, i.e., the naive upper bound used in
Cover_Estim and parameter q are absent;

• The bucket identifiers of buckets for ∆D+ and their boundaries are ensured to
align well with the bucket identifiers and boundaries already present in aux(C ).
This is to guarantee that no overlapping buckets are created and avoids access to
D . To make this happen, the procedure crucially relies on the offset computations
used to identify boundaries of buckets and a modification of the bucket procedure,
which was also used in Cover_Estim.

• We allow negative bucket identifiers. Again, this is to ensure that no bucket
identifier of tuples already in aux(C ) need to be updated, adding an additional
optimisation to the incremental procedure.

Before describing the pseudo-code given in Figure 3.2, we first illustrate the
algorithm by means of an example.

Example 3.2. Consider a part D of the Lineitem table given in Example 2.2. We will
explain the algorithm by means of a sequence of tuple insertions. More specifically,
we will add tuples t1–t10 from D, one by one, starting from an empty database. The
run of the algorithm for this set of updates is shown in Figure 3.3. Recall that we use
the max distance function to combine individual distances in this example. Hence, ε̂
can be taken to be ε.

Initially, aux(C ) is empty and t1 is processed just as in Cover_Estim. The resulting
bucket B1,1 is shown in Figure 3.3(a) and aux(C ) is updated with (1,1,50634.87,39,
t1[tid]). When t2 is processed, we maintain the left boundary of B1,1 and calculate
how many times this boundary needs to be shifted to the left in order to cover the
EP-attribute value 11379.84 of t2. In this case, a shift value of 5 suffices, as can be
seen in Figure 3.3(b). More specifically, it means that in order to cover t2 we need to
apply Cover_Estim in the bucket B1−5 = B−4, obtained from B1 by shifting it five times
to the left. Note the negative index number. It is easy to see that B−4 covers the range
6784.87 É EP< 15554.87 to which t2[EP] belongs. Here, 6784.87 = 50634.87−5× ε
and 15554.87 = 50634.87−4× ε for ε= 8770. After running Cover_Estim in B−4 for
the second attribute QT, a bucket B−4,1 is created as shown in Figure 3.3(c). Observe
that by shifting the index of bucket identifier we ensure that we do not have re-index
the bucket(s) that already exist. In this case, B1,1 remains unchanged. It thus suffices to
update aux(C ) by (−4,1,50634.87,8, t2[tid]).

Next when t3 is processed, it is identified that it belongs to B1 and that there is
already a bucket B1,1 present. Again, we shift the lower boundary of that bucket,
this time for the QT-attribute, downwards such that it is below t3[QT] = 32. This
case, two shifts are required as shown Figure 3.3(d). Indeed, 39−2× (8770/1800) É
32 < 39− (8770/1800). (Recall the scaling factor of dQT.) A bucket B1,−1 is then
created containing t3, as shown in Figure 3.3(e). Furthermore, aux(C ) is updated with
(1,−1,50634.87,39, t3[tid]).
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Figure 3.3: Illustration of the ∆Cover_Estim+ procedure. In all the figures the horizon-
tal axis corresponds to the EP attribute.
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For tuples t4 and t5, it is identified that they belong to B−3 and B−2, respectively,
and Cover_Estim is run within these buckets to generate B−3,1 and B−2,1 as shown in
Figure 3.3(f). It can be verified that aux(C ) is updated with (−3,1,50634.87,12, t4[tid])
and (−2,1,50634.87,27, t5[tid).

Next, t6 is processed just as t3. A downwards shift of 1 is required, as shown
in Figure 3.3(f). A bucket B−3,0 is then generated, as shown in Figure 3.3(g). Fur-
thermore, aux(C ) is updated with (−3,0,50634.87,12, t6[tid]). When t7 is processed,
a leftward shift is required, shown in Figure 3.3(g). Running Cover_Estim in B−5

results in a bucket B−5,1 that covers t7. As before, aux(C ) is updated with tuple
(−5,1,50634.87,3, t7[tid]).

Note that t8 is already covered by bucket B−3,0 and no changes are required to
aux(C ).

Finally, two more buckets B1,0 and B−1,1 are created for t9 and t10, as shown
in Figure 3.3(g). The relation aux(C ) is updated with (1,0,50634.87,39, t9[tid]) and
(−1,1,50634.87,22, t10[tid]). Observe that the resulting covering is different from the
one we obtained when running Cover_Estim on D.

We conclude this section by describing the pseudo-code of ∆Cover_Estim+ shown
in Figure 3.2. As previously mentioned, the algorithm is initially called with ∆D+,
X , aux(C ), attribute position 1 (corresponding to attribute A1) and empty bucket and
boundary value tuples.

Suppose that we catch up with the algorithm when the current attribute position is
i , the bucket identifiers are (b1, . . . ,bi−1) and corresponding boundary values are given
by (m1, . . . ,mi−1). In this case, the tuples from ∆D+ under consideration are those that
belong to some bucket B j as returned by the previous call to the bucket procedure on
lines 12 and 13.

This bucket procedure is a minor variation of the one used in Cover_Estim in that
it takes two additional parameters: a boundary value m and a shift value. To explain
the effect of these two parameters recall that the bucket procedure from Cover_Estim
processes a set of tuples and assigns to each of them a bucket identifier, starting from 1
up to some k, such that all k buckets of width ε̂ cover all Ai -attribute values present
in the input set of tuples. Furthermore, the lowest boundary Ai -attribute value of the
first bucket is set to the minimal Ai -attribute value in the input set. The revised bucket
procedure still assigns bucket identifiers to tuples, but enforces the lowest boundary
of the first bucket to be the given value m. Furthermore, it shifts the bucket number
with the given shift value. As illustrated in the previous example, this is needed when
we want to leave previously computed buckets intact. That is, the buckets of newly
inserted tuples should be aligned with the existing ones.

So when we reach B j , this is the subset of ∆D+ consisting of tuples assigned bucket
identifiers (b1, . . . ,bi−1). Clearly, when B j is empty, then no tuples in ∆D+ fall into
this bucket and hence aux(C ) does not need to be updated. This case is covered on line
1. Furthermore, when i > p then each tuple in B j has a bucket identifier for each of
the attributes. In this case, we check whether there is already a tuple for this bucket in
aux(C ) (line 15). If this is the case, then again no update to aux(C ) is required (line
16). Otherwise, we select a representative tuple t from B j (line 18) and add the tuple
(b1, . . . ,bp ,m1, . . . ,mp , t [tid]) to aux(C ) (line 19). Note that this tuple is selected from
B j which only contains tuples from ∆D+. Hence, no access to D is required.
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By contrast, when some attributes still need to be processed (lines 2 –13), we
refine B j (which is actually Bb1,...,bi−1 ) with respect to attribute Ai , ensuring that this
refinement is perfectly aligned with buckets that already exist. For this purpose, it
suffices to compute the parameters m and shift for attribute Ai and this for the tuples
in B j , such that the bucket procedure can do its work on line 12.

To compute these parameters, we need to extract from aux(C ) the current boundary
value for the Ai -attribute that is used to compute, together with the bucket identifiers,
the boundaries of the existing buckets. We thus first look at the relevant tuples in
aux(C ), i.e., those that relate to the bucket identifiers (b1, . . . ,bi−1) (line 3). Let T be
the corresponding set of tuples in aux(C ). If no such tuples exist, then this implies that
we do not have to take into account existing buckets. That is, no bucket Bb1,...,bi−1, j

exists yet. This case is covered on lines 10 and 11 where we assign m to be smallest
Ai -attribute value in B j , just as in the standard bucket procedure, and set shift to 0
since we can start numbering the buckets from 1. The minimal boundary value in this
case, min = m.

However, if T is non-empty, then buckets already exists and the new buckets for
the tuples in B j need to be aligned. This case is covered on lines 4–8. As we have
illustrated in the previous example, we extract the (unique) minimal value min stored
in T for the Ai attribute (line 5), and compute how many times it needs to be shifted
below (lines 6 and 7). Finally, we set m to min−shift× ε̂ as the starting point for the
new buckets (line 8). It should be clear that these values correctly ensure that new
buckets will be properly aligned with the existing buckets, when bucket is applied
on B j (line 12). Each of the returned buckets are then recursively processed (line 13)
taking into account the bucket identifier for the Ai attribute and the original minimal
boundary value min, and this for the next attribute Ai+1.

Remark. The naive algorithm for maintaining aux(C ) under updates of D consists of
simply rerunning Cover_Estim on (D∪∆D+), resulting in aux(C ′) for some covering C ′
of the updated database. We would like to point out that the algorithm ∆Cover_Estim+

on input ∆D+ and aux(C ) does not necessarily return aux(C ′) for the covering C ′
previously mentioned. Instead, it only guarantees that the output is a aux(C ′′) for
some covering C ′′ of the updated database. Indeed, In Example 3.2 we showed that
a different covering is obtained incrementally then when running Cover_Estim from
scratch. Furthermore, we note that by using the incremental algorithm where lower
bucket boundary values are maintained for existing buckets, it is possible that two
tuples that would belong to the same bucket along some attribute in the naive algorithm,
these tuples would be placed in different buckets when processed as updates by the
algorithm ∆Cover_Estim+. This can happen because at every run the naive algorithm
determine lower boundary values on attributes based on all data in the database whereas
the incremental algorithm processes updates by determining their buckets relative to
existing lower boundary values. For our purposes this suffices as we are merely
interested in gaining some information about sizes of coverings.

3.2.2 Tuple Deletions

We next consider the deletion of a set ∆D− of tuples from the database D. As will be
shown below, although having aux(C ) for coverings C of D at our disposal helps also



58 CHAPTER 3. DYNAMIC QUERY APPROXIMATION

Procedure ∆Cover_Estim−

Input: A database instance D, set of tuples ∆D− to be deleted, set X = {A1, . . . , Ap }
of attributes, aux(C ) of some (X ,ε)-covering C of D.
Output: Updated version aux(C ′) of (X ,ε)-covering C ′ of D \∆D−.
1. if ∆D− =; then return aux(C );
2. ∆L := πTID(∆D−)∩πTID(aux(C ));
3. if ∆L 6= ; then
4. for each tid ∈∆L
5. Let tc :=(b1, . . . ,bp ,m1, . . . ,mp ,tid) ∈ aux(C );
6. B := σ∧p

i=1 mi−(bi−1)×εÉAi<mi+bi×ε(D \∆D−);
7. Select t from B (if B is non-empty);
8. aux(C ) := aux(C ) \ tc )∪ {(b1, . . . ,bp ,m1, . . . ,mp , t [tid])};
9. return aux(C );

Figure 3.4: Procedure for updating the DBMS catalog after a database delete operation.

in this case, we necessarily have to go back to the underlying database. In other words,
the algorithm ∆Cover_Estim−, we describe next, does not have the nice property that
its running time is only proportional to the size |∆D−| of tuples to be deleted and the
size |aux(C )| of the information stored about coverings in the DBMS catalog.

We next describe the pseudocode of ∆Cover_Estim− as shown in Figure 3.4. In a
nutshell, this procedure takes as input a database instance D , a set of tuples ∆D− to be
deleted from D, set of attributes X = {A1, . . . , Ap } and aux(C ) for some (X ,ε)-covering
C of D.

As a first step, one verifies whether ∆D− contains any tuple at all (line 1). If
not, then no update to aux(C ) is required. Similarly, if ∆D− does not contain any
tuple whose tuple identifier is stored in aux(C ), then again aux(C ) does not need to
be updated. This case is covered by computing all tuple identifiers common to ∆D−
and aux(C ) in ∆L (line 2) and only proceed updating aux(C ) when ∆L is non-empty
(condition on line 3).

If ∆L is non-empty, we extract for each tuple identifier tid in ∆L, the corresponding
tuple tc in aux(C ) (line 5). As we have seen before, tc = (b1, . . . ,bp ,m1, . . . ,mp ,tid)
and this tuple identifies the boundary of a bucket in C . Since the tuple identifier of
this bucket is to be deleted, one has to find a replacement. It is here that we need to
access the underlying database D . More specifically, using the boundaries we select the
relevant part B of D \∆D− (line 6) and if B is non-empty, we select a new representative
tuple t from B (line 7) and replace tc by (b1, . . . ,bp ,m1, . . . ,mp , t [tid]) (line 8).

After all tuple identifiers in ∆L are processed and aux(C ) has been updated accord-
ingly, the updated set aux(C ) is returned (line 9).

Example 3.3. Consider a part D of the Lineitem table given in Example 2.2 and the
({EP,QT},8770)-covering shown in Figure 2.3(c) which is repeated for convenience in
Figure 3.5(a). We also depict tuples t8 and t9 in D which are not a representative of a
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Figure 3.5: Illustration of ∆Cover_Estim− procedure.

bucket. We have that aux(C ) consists of the following tuples.

t 1
c = (1,1,4065.99,3, t7[tid])

t 2
c = (1,2,4065.99,3, t2[tid])

t 3
c = (2,1,4065.99,11, t6[tid])

t 4
c = (3,1,4065.99,12, t4[tid])

t 5
c = (3,4,4065.99,12, t5[tid])

t 6
c = (4,1,4065.99,22, t10[tid])

t 7
c = (6,1,4065.99,32, t3[tid])

t 8
c = (6,2,4065.99,32, t1[tid])

Suppose that we delete tuples t1, t8 and t7 from D . Then, since t1[tid] occurs in aux(C ),
a new representative for the bucket B6,2 needs to found in D. In this case only one
such tuple exists, t9. As a consequence, t 8

c is removed from aux(C ) and replaced by
t 9

c = (6,2,4065.99,32, t9[tid]).
When t8 is deleted, it does not have a counterpart in aux(C ). Hence, the deletion of

this tuple has no effect on aux(C ).
Finally, when t7 is removed, it matches with t 1

c in aux(C ). In this case, however,
no new representative can be found in D for bucket B1,1. Hence, t 1

c is simply deleted
from aux(C ). The resulting covering is shown in Figure 3.5(b).

Remarks. (1) In the case of deletions it cannot be avoided that one sometimes has to
access the underlying database D . However, with appropriate indexes on D that “cover”
the relevant attributes, it is rather efficient to find a new representative tuple when
needed. (2) Similar to the insertion case the algorithm does not necessarily produce
aux(C ) obtained from running Cover_Estim on D \∆D− from scratch.
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3.2.3 Tuple Insertions and Deletions

Starting with a metric database (D ,d), algorithms ∆Cover_Estim+ and ∆Cover_Estim−

naturally support an interleaved sequence of updates, i.e., ∆D+ and ∆D−. Indeed, one
simply runs these procedures in an interleaved way based on the update sequence.

Note, however, that with tuple deletions, as long as there still exists non-empty
buckets along an attribute Ai , the original minAi value that was stored during the initial
construction of aux(C ) is maintained, in order to guarantee that any future bucket will
be aligned well with existing buckets by means of the offset computations. Then, if
future insertions all contain values that are significantly far from this min value, then
we have more empty buckets in between as new buckets are assigned identifiers of the
form B−n for a likely larger n. This leads to more space consumption to store these
identifiers. In practice, however, this does not appear to be an issue. Similarly, since we
are interested in the size of coverings, empty buckets are disregarded and do not cause
any overhead. Finally we note that at any point, one may use the naive algorithm to
reset the bucket identifiers by re-computing the auxiliary information of the coverings.
Of course, this may lead to the need for materialising new coverings during query
approximation, as we will discuss next.

3.3 Impact of Updates on the Valid Covering Selection

With the algorithms in place to update the covering information stored in the DBMS
catalog, we next consider how these updates affect the valid covering selection problem.
Recall from the previous chapter that the covering sizes are used by the mixed integer
linear program (MILP) to select, given a query workload Q = {Q1, . . . ,Q`}, weights pi

of query Qi ∈Q, sets Zi of attributes in Qi ’s result schema, and desired error bounds
δi , the best collection of valid coverings (i.e., coverings that fit in the user-specified
budget B) for approximating each of the queries in the workload. Furthermore, the
selected coverings are materialised and used to evaluate the (relaxations) of the queries.

When the DBMS catalog is updated, how does this affect the valid covering
selection process? We consider a scenario in which the selection process has indicated
that coverings C1, . . . ,Cm are the best for the workload, error bounds and budget
constraint, and these coverings are therefore materialised.

This solution was obtained based on the sizes of coverings (inferred from aux(C ))
for coverings of D . When tuples are inserted or deleted, aux(C ) is updated accordingly,
using the procedures ∆Cover_Estim+ and ∆Cover_Estim−. We denote by aux(C ′) the
updated version of aux for covering C , and denote by C ′ the covering obtain from
aux(C ′) by adding or removing representative tuples in the buckets as specified by the
difference between aux(C ) and auc(C ′).

Clearly, these updates may have the following two effects:

• The coverings C ′
1, . . . ,C ′

m still fit into the space budget. Hence, they are still a
solution of the valid covering selection problem. This is the ideal case; or

• The coverings C ′
1, . . . ,C ′

m fail to fit into the available budget B. In other words,
they do not form a solution anymore of the valid covering selection problem.

We next discuss several strategies to deal with these scenarios, hereby trying to
avoid the materialisation of new coverings. Indeed, as we have seen in the previous
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chapter, the materialisation of coverings is time consuming and may not be desirable
in a dynamic setting.

3.3.1 Update Strategies for Valid Covering Selection

We propose the following strategies for dealing with updated coverings.

1. First, we check whether the updated coverings C ′
1, . . . ,C ′

m are still a solution for
the valid covering selection problem. To do this, we simply check the sizes of
the coverings encoded in aux(C ′

1), . . . ,aux(C ′
m). If the sum of these sizes is still

below B then this is still a valid solution. In this case, we update the materialised
coverings C1, . . . ,Cm to the coverings C ′

1, . . . ,C ′
m by inserting and/or removing

tuples as specified by aux(C ′
1), . . . ,aux(C ′

m). Note that we do not even have to
re-run the mixed integer linear program. Of course, C ′

1, . . . ,C ′
m may not be the

optimal solution anymore, but this possibly degradation of the approximation
error for the queries in the workload is small price to pay compared to finding a
new optimal solution and materialising a new set of coverings.

2. If the updated coverings do not fit into the space budget, we consider the follow-
ing three options:

a) One can try to avoid this situation by ensuring that the budget B “has room”
for future updates. For example, we could use a standard approach that
uses a scale-factored space budget, i.e., αB for α ∈ (0,1]. To anticipate for
future updates to the data (and hence coverings) one may run the mixed
integer linear program with α< 1. This implies that the total size of the
materialised coverings may increase with (1−α)B before they become
invalid. In such cases, we just need to update the materialised coverings
and there is again no need for re-running the mixed integer linear program.

b) When after some sequence of updates, the updated coverings become
invalid, we can still avoid the need for re-running the mixed integer linear
program and the materialisation of new coverings. Indeed, observe that
an (X ,ε)-covering is also an (X ,ε′)-covering for εÉ ε′. Furthermore, for
an updated materialised (X ,ε)-covering C one can easily construct an
(X , s ×ε)-covering by merging consecutive buckets for some s = 2,3,4 . . ..
Moreover, the merging of buckets has the effect that the size of the covering
decreases. We therefore shrink the materialised coverings C ′

1, . . . ,C ′
m as

little as possible, at the expense of a worse accuracy, until the shrunk
versions fit in the available budget. We provide more details on this below.
The key point is that again no new materialisation and re-running of the
mixed integer linear program is needed. Indeed, the shrinking process
works entirely on aux(C ′

1), . . . ,aux(C ′
m) and only affects coverings that are

already materialised.

c) When none of the previous two options gives satisfactory results, one can
opt to simply re-run the mixed integer linear program. This may lead to
the materialisation of a completely new set of coverings, however, and
this option should really be the last resort. On the positive side, one is
guaranteed to have the best available approximation possible. Note that
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after running queries on updated materialised coverings, we can derive
the objective value of the MILP. Furthermore, after updates to the catalog
information, we can just run a new MILP and obtain an optimal objective
value. Clearly, by comparing the two objective values (i.e., from the new
MILP and the one derived from updated materialised coverings), we have
an idea of how much our incremental solution deviates from the optimal
solution.

d) Finally, one could also opt to collect new covering information and re-
run the MILP. This option may be the last resort when the quality of
approximations deteriorates too much.

We next detail a procedure for shrinking/fitting coverings such that they fit into the
available budget.This procedure is used in option 2.b as described above.

3.3.2 Fitting Coverings

Assume that C1, . . . ,Cm are the coverings that are currently materialised and that
aux(C ′

1), . . . ,aux(C ′
m) is the updated covering information stored in the DBMS catalog.

We are considering the setting in which if we would materialise coverings C ′
1, . . . ,C ′

m ,
then |C ′

1|+ · · ·+ |C ′
m | >B, i.e., these coverings exceed the available budget. To remedy

this situation, without the need of materialising other coverings, we propose a simple
procedure Fit_Covering that shrinks coverings at the cost of a decrease in accuracy.
As previously mentioned, it relies on the property that an (X ,ε)-covering is also an
(X ,ε′)-covering, provided that εÉ ε′.

The pseudocode for the Fit_Coverings procedure is shown in Figure 3.6. In a
nutshell, Fit_Coverings starts by calculating the space budget overhead (line 1), i.e.,
the additional space required if one would materialise coverings C ′

1, . . . ,C ′
m .

Next, suppose that aux(C ′
i ) corresponds to an (Xi ,εi )-covering of the data. We

want to shrink these coverings such that (i) the overall accuracy is minimally increased;
and (ii) the shrunk coverings fit into the available budget. To do this, we rank aux(C ′

i )
according to their εi -value. Let L be the resulting list where L[0] corresponds to aux(C ′

i )
with the smallest εi -value (line 3).

We then apply the procedure Shrink on L[0]. Say that L[0] = aux(C ′
1). Then

Shrink(aux(C ′
1)) returns an updated aux(C ′′

1 ) corresponding to an (X1,ε′1)-covering of
the data. More specifically, Shrink combines buckets in aux(C ′

1)
The Shrink method proceeds as follows: it starts by considering attributes one by

one, in the order used to compute aux(C ′
1). Let us assume we start with attribute A1.

Then, the method finds the non-empty bucket (say B1) for this attribute. It then merges
the bucket along this attribute in a pairwise fashion such that buckets B1 and B2 become
B1, buckets B3 and B4 become B2 and so on. Intuitively, this is to reflect that one will
create buckets of width 2ε1 along this attribute. We continue in this manner until all
buckets along this attribute are processed. More specifically, aux(C ′

1) is updated as
follows:

• Bucket identifiers corresponding to the A1 attribute are updated according to
the new merged bucket identifiers; the accuracy bound of aux(C ′

1) is set to
ε′ = cf1(2ε1,cf2(ε1, · · · ,cfp (ε1,ε1) · · · )).
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• For all buckets, the min value for attribute A1, (minA1 ) is set to the lowest
boundary value of the first bucket B1.

Next for each of the merged buckets in the A1 attribute, we proceed to merge
buckets in the second attribute A2 in a similar way. We start again merging buckets
from the first non-empty bucket and update the min value (minA2 ) in aux(C ′

1) with
the lower boundary value of the first bucket (say B1,1). Effectively by merging two
buckets we ignore the representative tuple in one adjacent bucket. Note that we stop
the merging process as soon as we finish processing all non-empty buckets. Now
when merging buckets in the second attribute, there is an issue that might arise, i.e.,
there might exist a bucket Bi , j initially whose upper boundary value exceeded the
upper boundary value of the last merged bucket. Moreover, for this bucket Bi , j its
representative tuple was ignored in the merging process. Consequently, this implies that
there might exist tuples in the underlying database (D ,d) which now become uncovered
since their representative tuple was removed from a merged bucket. Therefore, to
remedy this, we finally evaluate a query for finding a new representative tuple only
for these uncovered tuples as is done in the procedure ∆Cover_Estim−. We remark
that by using the bucket boundary values and offsets, we can efficiently lookup these
tuples in (D ,d). We then update aux(C ′

i ) accordingly as before by creating new tuples.
The merging process naturally extends to more attributes. At the end of this process,
we have updated aux(C ′

1) such that it corresponds to a ε′ covering carrying a smaller
number of buckets.

The procedure Fit_Coverings will apply the shrink procedure until a set of auxC ′
i

is created that together fit into the space budget. Then, it collects all aux(C ′
i ) updated

by the Shrink method (line 6) and propagate these updates to their corresponding
materialised coverings (line 7-9).

This is achieved by calling a sub procedure Update_Covering which takes as input
updated aux(C ′

i ) and a corresponding materialised covering Ci and then executes the
following SQL statements:

INSERT INTO Ci (SELECT * FROM ∆D+
WHERE TID IN πTID(aux(C ′

i )) AND TID NOT IN Ci)

to insert new representative tuples into the materialised covering Ci ; and

DELETE FROM Ci

WHERE TID NOT IN πTID(aux(C ′
i ))

to remove representative tuples from the materialised covering Ci . Clearly, in this way
we can avoid the materialisation of completely new coverings. The disadvantage is,
however, that we may get a loss in accuracy when using the materialised coverings
when approximating the queries in the query workload. Hence, one has to find the right
balance between efficiency and accuracy in the dynamic setting.

3.4 Experimental Evaluation

In this section, we present the empirical validation of the algorithms ∆Cover_Estim+

and ∆Cover_Estim−. We evaluate the efficiency of the incremental approach in com-
parison to re-computing the covering size estimation from scratch. Furthermore, we
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Procedure Fit_Coverings
Input: A set of materialised covers C1, . . . ,Cm , updated covering information
aux(C ′

1), . . . ,aux(C ′
m), and space budget B.

1. Bo :=
∑m

k=1 |aux(C ′
i )|−B;

2. while Bo > 0
3. let L be a list of aux(C ′

i ) sorted by their increasing error bounds, i.e.,
L[0] corresponds to an aux(C ′

i ) with highest accuracy;
4. C := Shrink (L[0]);
5. Bo := Bo −|L[0]|+ |C |;
6. let U be a set of aux(C ′

i ) updated by the Shrink sub procedure;
7. for each aux(C ′

i ) ∈U
8. Update_Covering(aux(C ′

i ),Ci );
9. end

Figure 3.6: Procedure for fitting coverings into the space budget after DBMS catalog
updates.

will also investigate the impact of insertions and deletions on the quality of solutions to
the valid covering selection process.

3.4.1 Evaluation Setting

All our experiments were run on a GNU/Linux machine with Intel(R) Xeon(R) CPU
2.90 GHZ (16 Cores) and 32 GB memory. Datasets used in this evaluation are from (i)
the TPC-H benchmark data 1 (scale factor 1) consisting of 9 million tuples (1GB); and
(ii) the Big Data benchmark 2 (scale factor 1) consisting of a table uservisits of 18
million tuples (1.28GB). The underlying DBMS is PostgresSQL. For each experiment,
reported results are averages from repeated runs of five times.

3.4.2 Efficiency: Tuple Insertions

We first evaluate the efficiency of the ∆Cover_Estim+ procedure. We investigate the
benefit of using the incremental method compared to re-computation of Cover_Estim
from scratch, whenever new tuples are inserted into a database instance.

In Figure 3.7(a) we show the results for the TPC-H data on the table Lineitem and
attribute l_extendedprice. Results for the same table and using the set of attributes
{l_extendedprice, quantity} are shown in Figure 3.7(b). The accuracy bound ε
for coverings was fixed to 0.01. Starting with a database of size 100k, we considered
varying sizes of database updates, i.e., (100k, 200k, 300k). The re-computation of
Cover_Estim is shown for fixed updates of 100k in both figures.

As expected, re-running Cover_Estim after each update of 100k tuples is rather
time consuming since the entire database D∪∆D+ needs to be considered. By contrast,
∆Cover_Estim+ scales much better. This is as expected as it only depends on the
size of the updates (100k, 200k, 300k) and on the covering information aux stored

1http://www.tpc.org/tpch/
2https://amplab.cs.berkeley.edu/benchmark/
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Figure 3.7: Efficiency of ∆Cover_Estim+.

in the DBMS catalog. We can see from Figure 3.7(a) that running ∆Cover_Estim+

takes more time when ∆D increases and furthermore, increases also when the covering
information increases. Since the latter is much smaller than the original database, after
all it only stores information about the tuple identifiers and boundaries of the coverings,
∆Cover_Estim+ generally runs faster than re-running Cover_Estim from scratch.

When the database is small, however, Cover_Estim may outperform∆Cover_Estim+.
This is because the incremental version does more work for maintaining the auxil-
iary information. This effect diminishes, however, when the database grows. For
instance, looking at the line for the 300k size updates, we can already see that once
the database size gets larger than 600k, ∆Cover_Estim+ starts performing better than
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Figure 3.8: Efficiency of ∆Cover_Estim−.

re-computation.

A similar result holds for multiple attributes, as shown in Figure 3.7(b). Further-
more, we can also see that ∆Cover_Estim+ scales well with the number of attributes.
Indeed, all incremental runs for a single attribute (Figure 3.7(a)) completed in under
9 seconds, for the two attribute case (Figure 3.7(b)) the same runs completed within
13 seconds. Both figures show the tradeoff between incremental and re-computation
from scratch. This information is crucial for practitioners to decide when to start using
incremental approaches.

Similar observations hold for the Big Data benchmark dataset as shown in Fig-
ure 3.7(c). For this experiment, the input data was from uservisits table with
attribute set {duration, adrevenue}. We fixed the accuracy bound ε to be 0.1. The
reported running times for re-computation from scratch are for the update size of 200k
tuples. For this particular experiment and for update sizes of 200k and 400k tuples,
database instance sizes of 900k and 1400k tuples respectively are the likely thresholds
where one may consider using the incremental method for bigger instances. We note
that there is less variability in the runs for ∆Cover_Estim+ after the first update for
this particular dataset. This is due to the underlying data distribution which impacts
number of buckets created. In other words, after enough tuples have been inserted, the
auxiliary information remains largely unchanged since all inserted tuples are already
covered by the current covering.
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3.4.3 Efficiency: Tuple Deletions

We next validate the efficiency of ∆Cover_Estim−. The results are reported in Fig-
ures 3.8(a) and (b) for TPC-H data and in Figures 3.8(c) and (d) for the Big Data
benchmark dataset. For the TPC-H data, we started with an initial database of size
1000k tuples and performed a sequence of deletes. We use fixed sizes of deleted tuples
and these tuples are randomly selected from the input database. We considered ∆D−
of sizes of 2000, 4000 and 8000 (Figure 3.8(a)). The reported times for re-computation
of Cover_Estim after each update, are for ∆D− of size of 2000.

We observe that in all cases the running times for the ∆Cover_Estim− are below
the time required by re-computation from scratch. Furthermore, the running times
of ∆Cover_Estim− increase when ∆D− increases. This is not unexpected since when
more tuples are deleted, there is a higher probability that representative tuples of the
coverings are deleted, which leads to more accesses to the underlying database to find
replacement representative tuples.

This is witnessed in the corresponding Figure 3.8(b) which shows the number of
representative tuples that were actually deleted during the runs for the various sizes of
deletions. We considered the first 9 runs for each size of deleted tuples.

We used a similar setup for the Big Data benchmark dataset. Deletion sizes of
5000, 10000 and 20000 tuples were considered and an accuracy bound for ε was fixed
to be 0.001. We observe a similar behaviour as discussed above for the TPC-H data.
The results are reported in Figure 3.8(c) for the running times and in Figure 3.8(d) for
the deleted representative tuples.

3.4.4 Size of Coverings

By using the incremental algorithms ∆Cover_Estim+ and ∆Cover_Estim−, it is ex-
pected that we will not always match the size of coverings that would be derived
by re-computing covering sizes from scratch using Cover_Estim. More specifically,
although we benefit from the efficiency of incremental methods, we may obtain larger
coverings.

Figures 3.9(a) and (b) show the difference between sizes of coverings obtain using
∆Cover_Estim+ and re-running Cover_Estim from scratch. For same database sizes
and covering attributes, we only varied ε for the two plots, i.e., 0.01 and 1.1. We
observed that generally with re-computation, we got slightly smaller sized coverings as
compared to ∆Cover_Estim+.

However we noted that when ε is relaxed, the difference in covering sizes be-
tween the two methods gets smaller. For instance, increasing ε from 0.01 to 1.1 in
Figures 3.9(a) and (b) respectively, resulted in decrease in mean difference in cov-
erings sizes from 137510 to 4610. We may thus conclude that on our datasets, the
deterioration in the sizes of coverings is minimal when using incremental methods.

In Figure 3.9(c) we show a similar experiment for ∆Cover_Estim−. As expected,
the size of coverings reduce as more tuples are deleted from an input database. In
comparison with re-computation, the differences were really minimal. In fact, in some
cases the covering sizes matched. Similar results on covering sizes effect were observed
for the Big Data benchmark dataset (not reported).
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Figure 3.9: Differences in size of coverings (a), (b) and (c). MILP re-computation vs
covering maintenance with Fit_Coverings procedure (d).

3.4.5 Effect of Fitting Coverings

Finally, we evaluated the effect of the Fit_Coverings procedure and compared it with
MILP re-computation in terms of accuracy of queries in a given workload. As previ-
ously discussed, when data updates have been efficiently processed by our incremental
algorithms, i.e., the auxiliary information of coverings in the DBMS catalog is updated,
these updates affect the valid covering selected by the MILP.

We considered a workload of TPC-H queries and coverings as given in the appendix
section of Chapter 2 in Tables 2.1 and 2.3, respectively. We investigate the scenario
such that after updates the space budget constraint is violated, i.e., due to increase in
size of coverings that are to be materialised. We simulate a sequence of data updates and
compared the overall accuracy of queries in the workload when considering re-running
of the MILP versus shrinking of coverings which reduces their accuracy.

The results are reported in Figure 3.9(d). Note that whenever the MILP is re-run,
it picks an optimal solution with the objective of getting better accuracy. That is, it
may select new coverings to be materialised and it does not consider any previously
materialised coverings. On the other hand, for the Fit_Coverings, we avoid materialis-
ing new coverings by only looking to maintain previous coverings by trimming their
sizes so that they can fit into the space budget. In this plot, we see that MILP re-run
has better overall accuracy than the covering shrinking strategy. However, in scenarios
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where materialisation of new selected coverings is very costly, one may consider using
the covering shrinking strategy while obtaining a slightly reduced overall accuracy of
queries in a workload.

3.5 Related Work

Incremental maintenance of data synopses which are used in areas such as approximate
query answering and query optimization has been an active area of research within the
database community. In a broader sense, several techniques have been proposed for
samples, histograms, wavelets and quantiles. Significant effort has considered building
data summaries from data streams [32, 42, 44]. In this case, there is a continuos flow of
data and summaries that approximate the data distribution needs to be built in a space
and time efficient manner. Inherently, algorithms proposed to tackle this problem are
incremental. Apart from data streams, a lot of work has also been done on dynamic
maintenance of synopses in response to normal database updates, i.e., those updates
that come in a non-streaming fashion [27, 2, 23, 29, 39].

One of the underlying techniques in most of these works is the use of random
sampling. In [27], they introduce a way of maintaining an approximate histogram
in main memory by means of a backing sample. The backing sample is essentially
drawn from a base relation and is kept up to date in response to database updates.
Consequently, a histogram is constructed and maintained from the backing sample
without considering the relation. This results in an accurate estimation of the data
distribution which is performed in an efficient way. Similar to this work is the approach
presented in [44] for computing and maintaining multidimensional histograms for
continuous data streams. Their main idea is that for an incoming data stream, a succinct
representation of the data stream distribution is derived as a dynamic summary structure
called a sketch. It is then from this sketch that a multidimensional histogram can be
built on demand. However, in both of these works, they focus on building accurate,
error bounded histograms without taking into consideration a particular workload of
queries that can utilize these histograms.

Self-tuning sampling techniques are proposed in [23]. Using a workload of ag-
gregate queries, query predicates are used to construct samples. These samples are
tuned incrementally in response to a changing workload. In this approach, the goal is
to ensure that a tuple is included in a sample if it has a higher chance of being used
to answer queries in the workload. This method has been shown to provide improved
accuracy on approximate query answers as compared to using static uniform random
samples. However, we note that by considering query predicates in sample construction,
this approach is less flexible to future workloads, i.e., samples have to be maintained
whenever a workload changes. By contrast, in our case we consider Query Column
Sets (QCS) in computing coverings and this makes it possible for any future queries
with matching QCS to be approximated on previously materialised coverings. In an-
other related approach, self-tuning histograms have been proposed in [2]. Leveraging
information from the DBMS execution engine, they present histograms that infer data
distribution without using base relations or samples. The key idea is that as queries
are executed in the DBMS engine, the feedback information on selectivity of range
operators is used to build and refine a histogram. This presents a cheap way of building
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histograms and is scalable to large datasets. However, such histograms have not been
evaluated on their usage in an approximate query system.

Additional work on data stream approximation is reported in [32, 42]. They
both use histogram-based techniques for approximating data streams and ensure that
these histograms are incrementally maintained. While [32] evaluated the support for
range aggregation queries on the data streams, in [42], they explore the approximate
histogram for change detection in the data stream distribution.

Finally, we note the dynamic maintenance techniques for other synopses, i.e.,
wavelets [39] and quantiles [29]. In [39], probabilistic counting and sampling is used
to maintain wavelets in response to changing data distribution. For quantiles, the work
in [29] proposes an algorithm for dynamic estimation of quantiles after insertion and
deletion operations on a database. Approximate quantiles are derived from random
subsets of base relations which are incrementally maintained.

3.6 Conclusions

In this work, we have extended space bounded query approximation by introducing
techniques that incrementally approximate data by coverings. Our algorithms for
handling tuple insertions and deletions have been experimentally validated and shown
to be efficient and scalable. Moreover, with our approach we do not lose quality of data
coverings in terms of their accuracy. Typically in OLAP workloads, data is expected
to be refreshed at periodic intervals and having to re-evaluate data approximation
algorithms at every data update is not always feasible. Therefore, this work implements
a necessary additional feature to our space bounded approximation system.

With these developments, there are still more aspects to our research that require
further investigation.

• Although modifications to data can be modelled by means of deletion, followed
by an insertion, it may be possible to design an incremental algorithm that deals
with modifications directly.

• Since we can efficiently support data updates, we would like to explore whether
our algorithms can be extended to support data streams, i.e., when data items
can only be accessed once when they appear.

• The use of sampling to support dynamic maintenance of coverings is also another
interesting area to be addressed.

• Finally, most data mining algorithms benefit from initial preprocessing of raw
data in which techniques such as sampling, discretisation or other data reduction
approaches are used. We intend to investigate how data coverings can play a role
in data mining.



CHAPTER 4
Bounded Correlation

Clustering

Correlation clustering is to partition a set of objects into clusters such
that the number of false positives and negatives is minimised.

In this chapter1, we combine correlation clustering and user interaction.
More specifically, we allow the user to control the quality of the clustering
by providing error bounds on the number of false positives and negatives.
If no clustering exists that satisfies these bounds, a set of edges is returned
for user inspection such that the deletion or relabelling of these edges
guarantees the existence of a clustering consistent with the error bounds.
A user, however, may reject the deletion or relabelling of certain edges
and ask for an alternative set of edges to be provided. If no such set of
edges exists, a minimal change to the error bounds should be provided,
after which the interactive process continues. The focus of this chapter is
on the algorithmic challenges involved in returning a minimal set of edges
to the user. More specifically, we introduce the BOUNDED CORRELATION

CLUSTERING problem and show that it is intractable. Therefore, we pro-
pose an approximation algorithm based on a standard technique, knowns
as region growing. We experimentally validate the efficiency and accuracy
of the approximation algorithm.

1This chapter is based on work published in DSAA 2014 as “Interactive Correlation Clustering” by
Floris Geerts and Reuben Ndindi [25] and International Journal of Data Science and Analytics as “Bounded
Correlation Clustering” by Floris Geerts and Reuben Ndindi [26].
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4.1 Introduction

Clustering is to partition a set of given objects into clusters of similar objects. Typically,
the goal is to find a clustering that minimises an objective function that measures the
quality of the clustering. A wide variety of formalisations and objective functions have
been considered in this context. We refer the reader to [5] for a comprehensive survey
on clustering techniques in data mining and machine learning.

In this paper, we focus on the formalisation of the clustering problem, known as
CORRELATION CLUSTERING [7]. Intuitively, in correlation clustering the set of objects
are vertices of a graph whose edges are labeled with either “+” or “−”. Here, a +-edge
indicates that its vertices (objects) are similar whereas a −-edge indicates the opposite.
The corresponding objective function counts the number of false positives, i.e., −-
edges whose vertices belong to the same cluster, and the number of false negatives, i.e.,
+-edges whose vertices belong two distinct clusters.

Correlation clustering can be used in applications such as protein interaction
networks [11], crosslingual link detection [45], communication networks [8], among
others. It provides a unique approach in solving problems where we have conflicting
measures among objects and the aim is to provide a consistent clustering.

Although one of the nice features of correlation clustering is that a user does not
need to specify anything, this is at the same time also one of its shortcomings. Indeed,
a user does not have any control on the quality of the clustering returned by correlation
clustering. In this paper we therefore revisit correlation clustering in the presence of
user specified error bounds.

More specifically, we envisage a clustering system where a user should be able
to interact with the system by indicating his/her preferences in terms of clustering
errors thereby impacting the quality of the clustering. For instance, a user may want to
express that a clustering should not have any errors, or more generally, want to bound
the number of false positives and negatives in a clustering. Such a setting is of interest
to any application domain of correlation clustering as it gives the user the possibility to
control the quality of the clustering by mean of these error bounds.

To bring user interaction into correlation clustering is quite challenging, however.
Indeed, suppose that a user specifies two error bounds, µfp and µfn, for the false
positives and negatives, respectively. With these bounds, s/he expresses that a clustering
is desired in which the number of false positives and negatives does not exceed the
given bounds. We call such a clustering a valid clustering. Unfortunately, a valid
clustering may not exist. We therefore generalize the correlation clustering problem to
the bounded correlation problem.

In bounded correlation clustering, we want to guide the user towards a valid
clustering by allowing him/her to either minimally update the graph, to minimally
change the error bounds, or combinations thereof. For example, one way to guarantee
the existence of a valid clustering is to delete or relabel a set ∆E of edges. Indeed,
deleting all edges or assigning all edges the same label trivially guarantees such valid
clusterings.

Of course, we want to minimally modify the input graph. Therefore, we envisage a
bounded correlation clustering system that provides the user with a minimal set ∆E of
edges to delete/relabel. We provide a detailed motivating example in the next section
illustrating user interaction with the bounded correlation clustering system.
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In this paper, we focus on one key algorithmic component of the interactive frame-
work: when given an input graph G , error bounds µfp and µfn, return a set ∆E of edges
to the user such that the deletion/relabelling of edges in ∆E guarantees the existence of
a valid clustering, i.e., a clustering of the updated graph that satisfies the error bounds.
More specifically, we make the following contributions:

• We formally define the BOUNDED CORRELATION CLUSTERING problem and
we show that it is intractable.

• We present a region growing-based approximation algorithm for solving the
BOUNDED CORRELATION CLUSTERING problem and provide a performance
guarantee. More specifically, the size of the set of edges returned by the algorithm
is at most a factor O(log(|E |−)) away from the optimal size. Here, E− represents
the set of “−” labelled edges in the input graph. The approximation algorithm
leverages a close relationship between BOUNDED CORRELATION CLUSTERING

and a variant of the MULTICUT problem, called BOUNDED MULTICUT problem,
which may be of interest in its own right.

• We show how our algorithms could be used in the context of interactive settings
such as illustrated in Section 4.2.

• We empirically evaluate our algorithm on both synthetic and real-life datasets.
Although the approximation factor may be large in theory, we verify that in
practice, the size of the returned set of edges is close to optimal.

This chapter is based on [26] which extends [25] in the following ways: First, we
deal with both deletions and relabelling of edges (Section 4.3) and by describing how
our algorithm for the BOUNDED CORRELATION problem can be used in the context of
a user interaction process (Section 4.6). More importantly, the approximation algorithm
reported in [25] is substantially improved. In particular, our algorithm BMulticut now
implements an “adaptive” optimisation strategy in which the underlying integer pro-
gram (and its relaxation) is updated between two region growing steps provided that
this is expected to lead to a better solution (Section 4.5). Furthermore, we provide
a thorough analysis of the algorithm for correctness, which was not present in [25],
and obtain an approximation guarantee matching our previous algorithm, in the worst
case, and improves on our previous algorithm in most cases. These analyses are more
challenging than for the algorithm given in [25]. Furthermore, we have revised and
included additional experiments on real and synthetic datasets (Section 4.7). Improve-
ments on the quality of approximate solutions have been observed in comparison to the
algorithm given in [25].

Organisation of the Chapter. This chapter is organised as follows. In the next section,
we provide a detailed example of an interactive clustering process. In Section 4.3, we
formally define the BOUNDED CORRELATION CLUSTERING problem and establish
its intractability. In Section 4.4, we introduce the BOUNDED MULTICUT problem and
establish its relationship with the BOUNDED CORRELATION CLUSTERING problem.
Our region growing-based approximation algorithm is presented in Section 4.5. We
provide further details on how the algorithm fits into our proposed interactive framework
in Section 4.6. An experimental evaluation on both synthetic and real-life data is
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process as explained in Example 4.1. In these figures solid lines represent +-labeled
edges, dashed lines represent −-edges, immutable edges are thickened, and clusters are
represented by gray shaded areas.
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presented in Section 4.7. Related work is presented in Section 4.8. We conclude the
chapter in Section 4.9.

4.2 Motivating Example

In this section we further illustrate the need for revising the standard correlation
clustering problem in an interactive setting. More specifically, we demonstrate an
interactive process in which user actions include providing error bounds for the false
positives and negatives. Our clustering system will in return output a valid clustering
if it exists, and otherwise return a minimal set of edges to be deleted/relabelled for
user inspection. A user may additionally mark edges as immutable, ensuring that
these edges will never be deleted or relabelled. Furthermore, feedback on revised error
bounds is given in the case where the problem is over-constrained due the fact that a
user marked too many edges as being immutable.

Example 4.1. Consider the graph G shown in Figure 4.1(a). It can be easily verified,
e.g., by solving an integer program that encodes the correlation clustering problem
[20], that an optimal correlation clustering of G will always have a total of three false
positive and negatives. For example, the clustering shown in Figure 4.1(b) has three
false positives; the clustering shown in Figure 4.1(c) has one false positive and two
false negatives. However, suppose that a user wants a clustering with no errors and
therefore sets the two error bounds, µfp and µfn, for the false positives and negatives,
respectively, to zero. As previously noted, a valid clustering (a clustering with no
errors) may not exist. Indeed, if µfp =µfn = 0 then G does not have a valid clustering
as we just have seen that any optimal clustering of G has cost 3.

It is here that bounded correlation clustering comes into play and a set ∆E of edges,
to be deleted or relabeled, is returned for user inspection. The deletion/relabeling of
these edges should guarantee the existence of a valid clustering. For example, deleting
or relabelling the three edges ∆E = {(1,4), (4,6), (5,7)} corresponding to the errors in
the clustering shown in Figure 4.1(c) ensures that a valid clustering with no errors
exists, as shown in Figure 4.1(d).

Furthermore, when presented with the set ∆E of edges, the user may decide not to
delete/relabel an edge in ∆E since s/he regards the similarity information represented
by this edge as too important or trustworthy. In this case, a user may mark such edges
as immutable. The immutable edges are then passed on to the bounded correlation clus-
tering system and another set of edges ∆E ′ is returned, which excludes the immutable
edges. For example, the user may mark the edge (1,4) as immutable. By fixing the
edge (1,4), one now has to delete a set of edges ∆E ′ = {(1,2), (3,4), (4,5), (5,7)} in order
to obtain a valid clustering for the bounds µfp = µfn = 0. Figure 4.1(e) shows a valid
clustering on the updated graph.

The user again inspects this set of edges and the interactive process continues until
either the user is satisfied and a valid clustering does exist, or no valid clustering exists.
The latter case happens when the user marked too many edges as immutable and no
∆E exists whose deletion/relabelling ensures a valid clustering.

For example, suppose that the user marks also the edge (1,2) in G as immutable.
Then to satisfy the bounds, a set of edges ∆E ′′ = {(1,5), (2,4), (3,4), (5,6)} needs to be
deleted/relabelled. The corresponding valid clustering for µfp = µfn = 0 is shown in
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Figure 4.1(f). Imagine that at this point the user is still not happy with ∆E ′′ and also
marks the edge (2,4) as immutable. In this case, no ∆E exists that guarantees a valid
clustering.

To see why no valid clustering exists, consider that by enforcing the last user action
i.e., edge (2,4) is marked as immutable, the user requires an error-free clustering of a
graph in which the triangle (1,4), (1,2) and (2,4) is immutable. Since edges (1,2) and
(2,4) are +-labelled, and (1,4) is −-labeled, any clustering will induce at least one error
due to presence of this triangle. Therefore, as long as this triangle remains immutable,
no valid error-free clustering can exist.

Instead, the bounded correlation clustering system should inform the user as to
how to minimally change the error bounds, for example, by letting µfp = 1 and µfn = 0
(see Figure 4.1(g)). We will see in Section 4.6 how these revised error bounds can be
obtained.

The interactive process then continues. Observe that this process always terminates.
In the worst case, all edges in G are marked as immutable and the bounds µfp and µfn
are set such that a valid optimal correlation clustering in G exists. For example, for
µfp = 1 and µfn = 2 the clustering shown in Figure 4.1(c) is valid. Note that in this case
∆E =;.

The example thus clearly shows the need for considering bounded correlation
clustering. In the next section, we formally introduce the BOUNDED CORRELATION

CLUSTERING problem (Section 4.3.1) and establish its intractability (Section 4.3.2).

4.3 The Bounded Correlation Clustering Problem

We first introduce some concepts and notations.
Let G = (V ,E , w) be a graph with a weight function w : E →N on its edges. Assume

that the set E of edges can be partitioned into two sets E+ and E−. An edge e ∈ E+
carries label “+”, whereas an edge e ∈ E− carries label “−”. Intuitively, edges in E+
represent similar objects that should be clustered together; edges in E− represent the
opposite. In the following, we write G = (V ,E+∪E−, w) to make the partition of the
edge set E explicit. For an edge (u, v) ∈ E we interchangeably use wuv and w(u, v) to
denote the weight of edge (u, v) relative to the weight function w .

A clustering C of G is a partition of V . Each part in C is called a cluster. For
a vertex v ∈ V , we denote by C (v) the set of vertices in the same cluster as v . In a
clustering C , we call an edge e = (u, v) a false negative if e ∈ E+ but u 6∈C (v). In other
words, a false negative is a +-labeled edge that crosses clusters. Similarly, if e ∈ E−
and u ∈C (v), we call e = (u, v) a false positive. In other words, a false positive is a
−-labeled edge within the same cluster.

We denote by wfn(C ) and wfp(C ) the sum of the weights of false negatives and
positives in C , respectively. Similarly, for an arbitrary set E of edges we define w(E)
as the sum of the weights of edges in E . Finally, we define cost(C ) = wfp(C )+wfn(C ).
Standard CORRELATION CLUSTERING is to find a clustering C of G such that cost(C )
is minimal.

We omit the set of immutable edges IE for the moment as these can be readily
incorporated as shown in Section 4.6.
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4.3.1 Problem Statement

As already described in the introduction, we want to control the errors (false positives
and false negatives) that a clustering makes. Let µfp and µfn be two natural numbers.
We regard a clustering C as being valid provided that wfp(C ) and wfn(C ) are below
these thresholds.

We have seen in Example 4.1 that such valid clusterings do not always exist. The
existence of valid clustering can be guaranteed, however, when sufficiently many edges
are deleted/relabelled in the input graph. Clearly, we want to delete/relabel as less
edges as possible. In the following we denote by ∆Ed the set of edges to be deleted
and by ∆Er the set of edges to be relabelled.

Problem 1 (BOUNDED CORRELATION CLUSTERING). Given a graph G = (V ,E+∪
E−, w) and natural numbers µfp and µfn, find a set ∆E =∆Ed ∪∆Er of edges, such that
w(∆E) is minimal and such that there exists a clustering C of the updated graph

G ′ = (V , (
(
((E+ \∆Er )∪ (∆Er ∩E−))∪ ((E− \∆Er )∪ (∆Er ∩E+))

)
\∆Ed , w),

for which wfn(C ) Éµfn and wfp(C ) Éµfp holds.

Here, the updated graph G ′ is obtained from G as follows: (i) edges in E+ are
replaced by edges in (E+ \∆Er )∪ (∆Er ∩E−), i.e., the set of +-labeled edges in E+ that
are not relabelled, together with those edges in ∆Er that after relabelling become +-
labeled edges as well; (ii) similarly E− is replaced by edges in (E− \∆Er )∪ (∆Er ∩E+);
and finally (iii) edges in ∆Ed are deleted. We naturally assume that ∆Ed and ∆Er are
disjoint.

We next argue that we can focus on solutions of the form ∆E = (∆Ed ,;),i.e.,
solutions in which only edges are to be deleted.

Proposition 4.1. If ∆E = (∆Ed ,∆Er ) is a solution of BOUNDED CORRELATION CLUS-
TERING then for any edge e ∈∆Er , ∆E ′ = (∆Ed ∪ {e},∆Er \ {e}) is also a solution.

Proof. Let ∆E = (∆Ed ,∆Er ) be a solution of BOUNDED CORRELATION CLUSTERING

and let e ∈∆Er . We show that ∆E ′ = (∆Ed ∪ {e},∆Er \ {e}) is a solution as well.
Let C be a valid clustering in the updated graph G ′ = (V , (

(
((E+ \∆Er )∪ (∆Er ∩

E−))∪ ((E− \∆Er )∪ (∆Er ∩E+))
)

\∆Ed , w). If e is a +-labeled edge in G ′ (and thus
was a −-labeled edge in G) between clusters of C or e is a −-labeled edge in G ′
(and thus was a +-labelled edge in G) inside a cluster of C , then deleting e results
in the elimination of a false negative or false positive, respectively. Hence, C is a
clustering of smaller cost in the graph obtained from G ′ by deleting edge e. Hence,
∆E ′ = (∆Ed ∪{e},∆Er \{e}) is a solution. Furthermore, if e is a −-labeled edge between
clusters of C or a +-labeled edge inside a cluster of C , then deleting e in G ′ does
not affect the cost of C and hence ∆E ′ = (∆Ed ∪ {e},∆Er \ {e}) is clearly a solution as
well.

This proposition implies that, without loss of generality, we may concentrate on
solutions of BOUNDED CORRELATION CLUSTERING in which edges are only deleted.
In the following, when we write ∆E we mean (∆Ed ,;), unless specified otherwise.
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4.3.2 Intractability Result

Not surprisingly, the BOUNDED CORRELATION CLUSTERING problem is compu-
tationally infeasible. Indeed, its decision version that is to determine given G =
(V ,E+∪E−, w), µfp, µfn, and integer L ≥ 0 whether or not there exists a set ∆E of
edges such that w(∆E) É L and such that after deleting ∆E from G , the updated graph
G ′ = (V , (E+∪E−)\∆E , w) has a clustering C such that wfp(C ) Éµfp and wfn(C ) Éµfn,
is NP-complete.

Proposition 4.2. The decision version of BOUNDED CORRELATION CLUSTERING is
NP-complete for both weighted and unweighted graphs.

Proof. For the lower bound, we prove that the decision version of BOUNDED COR-
RELATION CLUSTERING is NP-hard by reducing it from the decision version of
CORRELATION CLUSTERING. The latter decision version is to determine given an
input graph H = (W ,F+ ∪F−, w) and integer K ≥ 0, whether or not there exists a
clustering C of H such that cost(C ) É K . This problem was proven to be NP-hard in
[7] for both weighted and unweighted graphs.

The reduction is as follows. Let H = (W ,F+∪F−, w) and K ≥ 0 be an instance of
CORRELATION CLUSTERING. We define the corresponding instance of BOUNDED

CORRELATION CLUSTERING by letting G = H , L = K , µfn = 0 and µfp = 0.
For the correctness of the reduction, consider a clustering C of H such that

cost(C ) É K . If we delete all edges corresponding to the false positives and nega-
tives in C from H , then the clustering induced by C on the updated graph has no false
positives and negatives. Hence, by letting ∆E be the set of edges corresponding to the
false positives and negatives in C we obtain a solution for BOUNDED CORRELATION

CLUSTERING with |∆E | É L = K , µfn(C ) = 0 and µfp(C ) = 0. Conversely, suppose that
by deleting edges in ∆E from G with |∆E | É K , we have that there is a clustering C

of G ′ = (V , (E+∪E−) \∆E , w) with no false positives and negatives. Then, C is a clus-
tering of H such that cost(C ) = w(∆E) É K = L. Hence, solutions of CORRELATION

CLUSTERING correspond to solutions of BOUNDED CORRELATION CLUSTERING

with µfn = 0 and µfp = 0, and vice versa.
For the upper bound, consider the following NP-algorithm: (1) Guess (a) a set ∆E of

at most L edges; and (b) a clustering C of the updated graph G ′ = (V , (E+∪E−)\∆E , w).
(2) Verify (in PTIME) whether wfn(C ) Éµfn and wfp(C ) Éµfp hold. If so, accept the
guess and return “yes”; otherwise reject the guess. Clearly, this algorithm correctly
decides the (decision variant of) BOUNDED CORRELATION CLUSTERING.

In view of this intractability result, we develop an approximation algorithm for the
BOUNDED CORRELATION CLUSTERING problem. Our solution to the BOUNDED

CORRELATION CLUSTERING problem is obtained by following a similar strategy as is
used for the approximation algorithm for the CORRELATION CLUSTERING problem
given in [20]. More specifically, we first establish a relationship between the BOUNDED

CORRELATION CLUSTERING problem and a variant of the MULTICUT problem, called
the BOUNDED MULTICUT problem. Next, we use a region growing technique for
BOUNDED MULTICUT to obtain an approximation algorithm. Region growing was
introduced in [24] as a technique for approximation the MULTICUT problem.
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4.4 The Bounded Multicut Problem

In this section we establish a relationship between the BOUNDED CORRELATION

CLUSTERING problem and a variant of the MULTICUT problem, called the BOUNDED

MULTICUT problem (Section 4.4.1). This relationship ensures that an approxima-
tion algorithm for the BOUNDED MULTICUT problem automatically results in an
approximation algorithm for the BOUNDED CORRELATION CLUSTERING problem
(Observation 1 below). As previously mentioned, the approximation algorithm for the
BOUNDED MULTICUT problem is based on the region growing technique [24]. This
technique requires solving a linear relaxation of an integer program for the BOUNDED

MULTICUT problem. We end this section by providing such an integer program for
the BOUNDED MULTICUT problem and show its correctness (Section 4.4.2). As a
side result, we obtain an exact algorithm for the BOUNDED MULTICUT problem and
thus also for the BOUNDED CORRELATION CLUSTERING problem, due to their close
relationship.

4.4.1 Bounded Multicut and Its Relation to Bounded Correlation
Clustering

We start by introducing the BOUNDED MULTICUT problem. Recall that an instance
of the standard MULTICUT problem consists of an edge-weighted graph G = (V ,E , w)
together with a set S = {(si , ti ) | i ∈ [1,k]} of source-sink pairs, and is to find a set T of
minimal weight (a so-called multicut) such that the removal of the edges in T from G
disconnects all pairs in S (See [33] for the first appearance of this problem).

The BOUNDED MULTICUT problem differs from MULTICUT in that it works on
graphs whose edge set is partitioned in E+ and E−, just as in BOUNDED CORRELATION

CLUSTERING; and bounds µ+ and µ− are present that limit the allowed number
of positive and negative edges, respectively, in a multicut. A multicut T such that
w(T ∩E+) É µ+ and w(T ∩E−) É µ− is referred to as a valid multicut. Similarly as
in BOUNDED CORRELATION CLUSTERING a valid multicut may not always exist,
however. Hence, BOUNDED MULTICUT asks for a minimal set of edges to be deleted
such that the existence of a valid multicut is guaranteed. More formally,

Problem 2 (BOUNDED MULTICUT). Given a graph G = (V ,E+∪E−, w), a set S of
pairs of distinct vertices (si , ti ) of G , and bounds µ+ and µ−, find a set of edges ∆E of
minimal weight such that there is a multicut T in G = (V , (E+∪E−) \∆E , w) such that
w(T ∩E+) Éµ+ and w(T ∩E−) Éµ−

In analogy to the relationship between MULTICUT and CORRELATION CLUSTER-
ING, as described in [20], we present a procedure for transforming an instance of
BOUNDED CORRELATION CLUSTERING to an instance of BOUNDED MULTICUT.

Let G = (V ,E+∪E−, w) be an input graph of the BOUNDED CORRELATION CLUS-
TERING problem with bounds µfp and µfn. We obtain the corresponding BOUNDED

MULTICUT instance Gbmc = (Vbmc,E+
bmc ∪E−

bmc, wbmc) with bounds µ+ and µ− and set
of source-sink pars S, as follows:

(1) For every edge (u, v) ∈ E−, we introduce a new vertex zu,v . We define Vbmc as
V together with these newly added vertices.
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Figure 4.2: Transformation from BOUNDED CORRELATION CLUSTERING to
BOUNDED MULTICUT.

(2) We define E+
bmc = E+ and let E−

bmc consist of one new −-labeled edge (zu,v ,u)
for each vertex of the form zu,v . The weight of such an edge wbmc(zu,v ,u) is set
to w(u, v). Furthermore, wbmc(u, v) = w(u, v) for every (u, v) ∈ E+

bmc.

(3) We let S consists of the source-sink pairs (zu,v , v), for newly added vertices zu,v .

(4) We set µ+ =µfn and µ− =µfp.

This transformation only differs from the transformation presented in [20] in that
the edges (zu,v ,u) are given a −-label and the edges in E+ retain their +-label. By
contrast, [20] translates an instance of CORRELATION CLUSTERING into an instance
MULTICUT in which no +-or −-labels are present.

Example 4.2. Consider the graph G from Example 4.1, shown again in Figure 4.2(a)
for convenience. The BOUNDED MULTICUT instance Gbmc corresponding to G is
shown in Figure 4.2(b). According to the transformation just described, the BOUNDED

MULTICUT instance includes three new vertices z1,4, z3,6, z5,6, corresponding to
the −-labelled edges (1,4), (3,6) and (5,6) in G, respectively. Furthermore, Gbmc
contains three new −-labeled edges replacing the original negative edges. That is,
E−

bmc = {(z1,4,1), (z3,6,3), (z5,6,5)}. Finally, the set S of source-sink pairs (shown as
shaded vertices in Figure 4.2(b)) consists of (s1, t1) = (z1,4,4), (s2, t2) = (z3,6,6), and
(s3, t3) = (z5,6,6).

We now show that solutions of the BOUNDED CORRELATION CLUSTERING

problem for G with bounds µfp and µfn correspond to solutions of the BOUNDED

MULTICUT PROBLEM for Gbmc, S and bounds µ+ =µfn and µ− =µfp, and vice versa.
We first show this equivalence for clusterings and multicuts.

Lemma 1. A valid clustering of C in G = (V ,E+∪E−, w) relative to the bounds µfn
and µfp corresponds to a valid multicut T in Gbmc = (Vbmc,E+

bmc ∪E−
bmc, wbmc), S and

bound µ+ and µ−, and vice versa.

Proof. The proof is analogous to Lemmas 4.5 and 4.6 in [20]. Let C be a valid clus-
tering G = (V ,E+∪E−, w) and let T consist of all edges in E+

bmc = E+ that contribute
to wfn(C ), and all edges (zu,v ,u) ∈ E−

bmc that correspond to an edge (u, v) ∈ E− that
contribute to wfp(C ). It is shown in [20] that T is a multicut. Furthermore, observe that
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Figure 4.3: (a)-(b): Going from clusterings to multicuts, and back; (c)-(d): Going from
solutions of BOUNDED CORRELATION CLUSTERING to BOUNDED MULTICUT, and
back.

when C is valid relative to µfn and µfp, then w(T ∩E+
bmc) Éµ+ and w(T ∩E−

bmc) Éµ−.
Hence, T is a valid multicut.

Similarly, given a valid multicut T in Gbmc, one can construct a clustering C as
follows. Let T ′ be union of the set of edges in E+∩T (recall that E+ = E+

bmc) and the
set of edges (u, v) ∈ E− corresponding to an edge (zu,v ,u) ∈ E−

bmc ∩T . Denote by G+
the graph G restricted to +-labeled edges. Then, C is defined as the set of all connected
components in G+ \ T . It is shown in [20] that T ′ consist of the false positives and
negatives of the clustering C . Hence, wfp(C ) Éµ− and wfn(C ) Éµ+. In other words,
C is a valid clustering of G .

Example 4.3. We next illustrate Lemma 1. Recall the transformation shown in Fig-
ure 4.2. Consider the valid clustering C of G for µfp = 2 and µfn = 3 as shown in Fig-
ure 4.3(a). Here, wfn(C ) and wfp(C ) correspond to the false negatives {(1,5), (4,5), (4,6)}
and false positives {(1,4), (5,6)}, respectively. To obtain a valid multicut T for µ+ = 3
and µ− = 2 in Gbmc, we simply define T = {(1,5), (4,5), (4,6), (z1,4,1), (z5,6,5)} as shown
in Figure 4.3(b), where z1,4 and z5,6 denote the newly added vertices in the transfor-
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mation from G to Gbmc. Conversely, given the valid multicut T of Gbmc, for µ+ = 3
and µ− = 2, as shown in Figure 4.3(b), we obtain the valid clustering of G as shown in
Figure 4.3(a) by declaring the positive edges in T as false negatives and the edges (1,4)
and (5,6) in G corresponding to the negative edges (z1,4,1) and (z5,6,5), respectively,
in T as false positives. The connected components in G+ \ T constitute the clusters in
the valid clustering C of G .

Consider now an instance G = (V ,E+∪E−, w) of BOUNDED CORRELATION CLUS-
TERING with bounds µfp and µfn. Let ∆E be a solution. That is, there exists a valid
clustering C on the updated graph G ′ = (V , (E+∪E−)\∆E , w). We know from Lemma 1
that C corresponds to a valid multicut T in the BOUNDED MULTICUT instance (G ′)bmc,
i.e., the instance obtained by applying the transformation on the updated instance
G ′. It is now easily verified that (G ′)bmc is equal to the BOUNDED MULTICUT in-
stance obtained from deleting a set of edges ∆Ebmc from Gbmc. More specifically,
∆Ebmc consist of ∆E ∩E+

bmc and all edges (zu,v ,u) ∈ E−
bmc for which (u, v) ∈∆E ∩E−.

Note that ∆E ∩E+
bmc is well-defined since E+

bmc = E+ by construction. Furthermore,
wbmc(∆Ebmc) = w(∆E). Hence, ∆Ebmc is a solution of the BOUNDED MULTICUT

instance Gbmc, S, µ+ and µ−.
Conversely, consider a solution ∆Ebmc of the BOUNDED MULTICUT instance

Gbmc = (Vbmc,E+
bmc∪E−

bmc, wbmc), S and bounds µ+ and µ−. In other words, there exists
a valid multicut T in the updated graph (Gbmc)′ = (Vbmc, (E+

bmc∪E−
bmc)\∆Ebmc, wbmc). It

is readily verified that (Gbmc)′ = (G ′)bmc where G ′ is obtained from deleting a set ∆E of
edges from G . Indeed, ∆E consists of ∆Ebmc∩E+ and edges (u, v) ∈ E− corresponding
to an edge (zu,v ,u) ∈∆Ebmc ∩E−

bmc. By Lemma 1, we know that T corresponds to a
valid clustering C in G ′. Observe that w(∆E) = wbmc(∆Ebmc). Hence, ∆E is a solution
of the BOUNDED CORRELATION CLUSTERING instance G , µfp andµfn.

Example 4.4. Figures 4.3(c) and (d) illustrate the correspondence between solu-
tions ∆E of the bounded correlation clustering problem for G, µfp = µfn = 0, and
solutions ∆Ebmc of the bounded multicut problem for Gbmc, µ+ = µ− = 0 and S =
{(z1,4,4), (z3,6,6), (z5,6,6)}. The relationship between these two is just as described in
Example 4.3.

An immediate consequence of the equivalence between the two problems is the
following.

Observation 1. Any (approximation) algorithm for the BOUNDED MULTICUT prob-
lem results in an (approximation) for the BOUNDED CORRELATION CLUSTERING

problem.

In other words, the approximation algorithm for BOUNDED MULTICUT that will
be presented in the next section is indeed an approximation algorithm for BOUNDED

CORRELATION CLUSTERING.

4.4.2 An Exact Solution for the Bounded Multicut Problem

We show that the BOUNDED MULTICUT problem can be solved exactly by means of
an integer program. The relaxation of this program will be used in the approximation
algorithm in Section 4.5.
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The integer program for BOUNDED MULTICUT, denoted by IPBMC and shown
below, is a modification of the standard program for solving MULTICUT [46]. Given
a graph G = (V ,E+∪E−, w), set S of k distinct source-sink pairs {(si , ti ) | i ∈ [1,k]},
and natural numbers µ+ and µ− as input for BOUNDED MULTICUT, the corresponding
integer program IPBMC is given by:

IPBMC: minimize
∑

(u,v)∈E wuv (xuv − yuv )
subject to∑

(u,v)∈pi
xuv ≥ 1, pi ∈P i ,1 ≤ i ≤ k (i)∑

(u,v)∈E+ wuv yuv ≤µ+ (ii)∑
(u,v)∈E− wuv yuv ≤µ− (iii)

xuv ≥ yuv (iv)
xuv , yuv ∈ {0,1} (v)

Here, P i denotes the set of all paths from si to ti in G , for i ∈ [1,k]. Observe that
this integer program has exponentially many constraints but, similarly as in the standard
MULTICUT case, it can be converted into one of polynomial size. For completeness,
we provide this conversion below. Furthermore, note that the integer program for the
standard MULTICUT problem, denoted by IPMC and given e.g., in [46], can be obtained
by setting µ+ and µ− to zero, i.e., by ignoring the yuv variables.

We first verify the correctness of the integer program IPBMC.

Proposition 4.3. A solution of IPBMC corresponds to a solution of the BOUNDED

MULTICUT problem, and vice versa.

Proof. Let ∆E be a solution of BOUNDED MULTICUT and let T be a multicut in
G = (V , (E+∪E−) \∆E , w) such that w(T ∩E+) É µ+ and w(T ∩E−) É µ−. Based on
this, we define the following valuation ν:

ν(xuv ) =
{

1 if (u, v) ∈ T ∪∆E ; and
0 otherwise,

and

ν(yuv ) =
{

1 if (u, v) ∈ T ; and
0 otherwise.

We claim that this valuation satisfies the conditions (i)–(v) of the integer program IPBMC.
Clearly, (iv) and (v) are satisfied by the definition. Note that T ∪∆E is a multicut
for the original graph G = (V ,E+∪E−, w) and thus any path from a source to a sink
in S passes through T ∪∆E . Since ν(xuv ) = 1 for all (u, v) ∈ T ∪∆E , condition (i) is
satisfied. Clearly, (ii) and (iii) are satisfied since ν(yuv ) = 1 for all (u, v) ∈ T and T is a
valid multicut with regards to the bounds µ+ and µ−. Finally we also remark that the
objective function corresponds to w(∆E) =∑

e∈∆E we . Indeed, ν(xuv )−ν(yuv ) = 1 for
all (u, v) ∈∆E , and ν(xuv )−ν(yuv ) = 0 for all other edges. Because ∆E is a solution,
w(∆E) is minimal and the valuation ν minimizes the objective function of IPBMC.

For the converse, let ν be a valuation that satisfies conditions (i)–(v). Consider the
set of edges ∆E = {(u, v) | ν(xuv )−ν(yuv ) = 1} and let T = {(u, v) | ν(yuv ) = 1}. It can
be readily verified that this results in a solution of BOUNDED MULTICUT. Indeed, it is
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known that condition (i) expresses that every source-sink pair is disconnected [46]. As
a consequence, T ∪∆E is multicut in G. Furthermore, conditions (ii) and (iii) imply
that w(T ∩E+) Éµ+ and w(T ∩E−) Éµ−, respectively. As before, w(∆E) =∑

e∈∆E we

and since ν minimises the objective function of IPBMC, ∆E has minimal weight as
well.

We next describe a standard procedure to turn IPBMC into an equivalent integer
program of polynomial size [24]. This is important to guarantee that our approximation
algorithm runs in polynomial time, as we will see in the next section.

Let S be the set of k source-sink pairs. We introduce binary variables zi
u , one for

each vertex u in the graph and each (si , ti ) ∈ S. We then replace the constraint (i) in
IPBMC with the following two constraints:

zi
u − zi

v É xuv , for all (u, v) ∈ E+∪E−, 1 ≤ i ≤ k (i’)

zi
si
− zi

ti
≥ 1, for all (si , ti ) ∈ S. (i”)

We show that constraint (i) is equivalent to the constraints (i’) & (i”). Consider a
source-sink pair (si , ti ) in S and assume that we have a path p between this pair consist
of the following edges (si , v1), (v1, v2), . . . , (vn , ti ). Using constraint (i”) we have that

1 É zi
si
− zi

ti
= zi

si
− zi

v1
+ zi

v1
− zi

v2
+·· ·− zi

vn
+ zi

vn
− zi

ti

and using constraint (i’), we have

zi
si
− zi

v1
É xsi v1 , zi

v1
− zi

v2
É xv1v2 , · · · , zi

vn
− zi

ti
É xvn ti .

Hence,
1 É zi

si
− zi

ti
É ∑

(u,v)∈p
xuv .

Note that this holds for any path p between any source-sink pairs. Hence, constraint (i)
is satisfied.

For the converse, assume that constraint (i) is satisfied. For each (si , ti ) ∈ S we set
the variables zi

u as follows: zi
u =∑

(u′,w ′)∈p xu′w ′ where p is the shortest path from u

to ti . In particular, this implies that zi
si
Ê 1 by constraint (i) and zi

ti
= 0 since ti lies at

distance 0 from ti . Hence, (i”) is satisfied. Furthermore, note that for an edge (u, v) ∈ E
we have that zi

u − zi
v = xuv hence (i’) is satisfied as well.

We may thus conclude that replacing constraint (i) with the constraints (i’) & (i”)
results in an equivalent integer program formulation of BOUNDED MULTICUT, of
polynomial size.

4.5 The BMulticut Approximation Algorithm

In this section we describe the BMulticut approximation algorithm for the BOUNDED

MULTICUT problem. As we have just observed, BMulticut will also be an approxima-
tion algorithm for the BOUNDED CORRELATION CLUSTERING problem, by leveraging
the translation between the two problems (cfr. Observation 1).

The BMulticut algorithm is a modification of the standard region growing algo-
rithm for the MULTICUT problem as given in [24]. Intuitively, the standard region
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growing algorithm solves a single linear program,i.e., the relaxation of the integer
program IPMC that encodes the MULTICUT problem. Next, the algorithm repeatedly
grows regions until all source-sink pairs are disconnected. The edges adjacent to the
regions then constitute a multicut T .

By contrast, BMulticut uses the relaxation of the integer program IPBMC that
encodes the BOUNDED MULITCUT problem. Furthermore, BMulticut implements
an “adaptive” optimisation strategy in which the underlying integer program (and its
relaxation) is updated between two consecutive region growing steps, provided that
this is expected to lead to a better solution. Contrast this with the standard region
growing algorithm that solves the relaxed integer program only once, before the region
growing process starts. Since solving linear programs comes at a cost, however, we
limit the number of linear programs to be solved by a parameter K . Solutions to the
BOUNDED MULTICUT problem are then obtained from the produced multicut T by
a post-processing step. That is, T is split into ∆E such that T \∆E is a valid multicut
relative to the given bounds µ+ and µ−. The set ∆E is returned by the algorithm.

Due to nature of the region growing process, however, it does not necessarily hold
that increasing K leads to better solutions. For this reason, for a given K , BMulticut
runs (at most) K region growing processes, corresponding to the parameter values
1,2, . . . ,K and takes the best solution produced by any of these processes. This clearly
guarantees that the quality of solutions never degrades with increasing K .

The remainder of this section is organised as follows. First we detail the BMulticut
algorithm in Section 4.5.1 and show that it is indeed an approximation algorithm in
Section 4.5.2. We conclude with some remarks in Section 4.5.3.

4.5.1 Algorithm BMulticut

The pseudo-code for the BMulticut algorithm is shown in the Figure 4.4. It takes as
input a graph G0 = (V ,E0 = E+

0 ∪E−
0 , w), a set S0 of source-sink pairs, bounds µ+

0 and
µ−

0 , and the parameter K . In its first step (line 1) it solves the relaxation of IPBMC for
G0, S0, µ+

0 and µ−
0 . The relaxation is obtained, as usual, by replacing the constraint

(v) in IPBMC (shown in Section 4.4.2) with xuv , yuv ∈ [0,1]. Note that we can obtain
a solution for the relaxation of IPBMC in PTIME by using its equivalent polynomially
sized linear program, as discussed in Section 4.4.2. Our algorithm runs in PTIME
which is dominated by the running time of the linear program O(n3.5L2) [36]. Here n
represents the number of variables and L is the number of bits of input to the algorithm.
Denote by d 0

e the returned valuations for variables xuv , where e = (u, v) ∈ E0. Let d0

be the collection of all d 0
e , for e ∈ E0. We ignore the valuations returned for the other

variables.
In the next step (line 2), the algorithm grows a single region B0 in G0, using d0

by a call to the procedure GRegion in which the last parameter is set to 1, indicating
that only a single region is requested. As will be detailed below, the region B0 consists
of all vertices that are within a certain distance (relative to d0) from a source vertex s
in S0. Furthermore, if we denote by ∂B0 the set of edges in E0 that have exactly one
vertex in B0, then removing the edges in ∂B0 from G0 ensures that the source-sink pair
(s, t ) in S0 is disconnected. The procedure GRegion returns B0, the updated graph
G1 obtained from G0 by removing all vertices (and their incident edges) in B0, and
updated set S1 of source-sink pairs obtained from S0 by removing all pairs that have
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Procedure BMulticut
Input: A graph G0, a set S0 of source-sink pairs, bounds µ+

0 and µ−
0 ,

and the parameter K .
Output: A set of edges of minimal weight ∆E`.
1. d0 := SolveLP(G0,S0,µ+

0 ,µ−
0 );

2. (G1,S1,B0) :=GRegion(G0,S0,d0, |S0|,1);
3. µ+

1 := max{0,µ+
0 −w(∂B0 ∩E+

0 )};
µ−

1 := max{0,µ+
0 −w(∂B0 ∩E−

0 )};
4. i := 1; next :=true;
5. While ((µ+

i 6=µ+
i−1 or µ−

i 6=µ−
i−1) and

|Si | > 0 and i É K and next) do
6. di := SolveLP(Gi ,Si ,µ+

i ,µ−
i );

7. If
∑

e∈E+
i ∪E−

i
d i

e É
∑

e∈E+
i ∪E−

i
d i−1

e then do
8. (Gi+1,Si+1,Bi ) :=GRegion(Gi ,Si ,di , |S0|,1);
9. µ+

i+1 := max{0,µ+
i −w(∂Bi ∩E+

i )};
10. µ−

i+1 := max{0,µ−
i −w(∂Bi ∩E−

i )};
11. i := i +1;
12. Else next :=false;
13. For j = 0 to i −1 do
14. (H ,S,T j ) :=GRegion(G j+1,S j+1,d j , |S0|,+∞);
15. Cut j := ∂B0 ∪·· ·∪∂B j ∪T j ;
16. ∆E j :=ExtractDeltaE(Cut j );
17. ` := argmin{w(∆E j ) | j ∈ [0, i −1]};
18. Return ∆E`.

Figure 4.4: Algorithm BMulticut.

been disconnected by removing ∂B0 from G0. Next, BMulticut updates the bounds
µ+

0 and µ−
0 (line 3). Intuitively, µ+

1 measures how much of the bound µ+
0 is left if all

+-labeled edges in ∂B0 are to be part of a valid multicut. Similarly for µ−
1 .

The algorithm BMulticut then continues by repeatedly (i) solving a new linear
program (line 6); and (ii) growing a single region (line 8) in a similar way as just
described. More specifically, the while loop (lines 5–12) is executed as a long as
there are still connected source-sink pairs in Si , no more than K iterations have been
performed, when the updated bounds differ from the previous bounds, or when the
updated linear program is expected to return a better solution. The latter is checked by
the condition in line 7, as will become clear in the analysis of the algorithm.

After completion of the while loop, the value i −1 (É K ) denotes the number of
times the while loop has been executed. At this point, we have regions B0,B1, . . . ,Bi−1,
graphs G0)G1) · · ·)Gi , sets of source-sink pairs S0) S1) · · ·) Si , and solutions
d0, . . . ,di−1 of the (different) linear programs considered.

For each j ∈ [0, i −1], BMulticut will run the standard region growing algorithm
(line 14) on G j+1 generating a multicut T j that disconnects all pairs in S j+1. Further-
more, the region growing process uses d j to measure the distances between vertices
in G j+1. Note that the procedure GRegion is called with its last parameter set to ∞,
indicating that no upper bound is set on the number of grown regions.

Together with ∂B0∪·· ·∪∂B j , the set T j of edges forms a complete multicut, denoted
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Procedure GRegion
Input: A graph G , set S of source-sink pairs, a collection d = {de |e ∈ E } of values
from a linear program solution, a parameter `= |S0|, and a parameter N
that takes values 1 or +∞.
Output: An updated graph H , an updated set S and set of edges T .
1. F :=∑

e∈E+∪E− we de ;
2. ε := 2ln(`+1);
3. Initialize H :=G , T :=;; i = 1;
4. While (|S| > 0 and i É N ) do
5. grow := true
6. pick a source-sink pair (s, t ) from S and

let region :=;;
7. Let L be the list of vertices in H , sorted by their

increasing d-distance to s; Assume that s is the
first element L[0] in this list and let L = L[0];

8. While (grow) do
9. region := region∪L;
10. update volume V (region) and cost w(region);
11. if c(region) É εV (region) then grow := false,

else let L := L.next;
12. Update H by removing all vertices (and incident

edges) in region;
13. Remove all pairs in S that are disconnected in H ;
14. T := T ∪∂(region);
15. i := i +1;
16. Return (H ,S,T ).

Figure 4.5: Region growing procedure GRegion.

by Cut j , for G0 and S0 (line 15). It now remains to extract from Cut j the minimal set
of edges ∆E j such that the remaining edges in Cut j form a valid multicut relative to µ+

0
and µ−

0 . This is done by procedure ExtractDeltaE(Cut j ) on line 16. This procedure
simply removes edges from Cut j until w(Cut j ∩E+

0 ) É µ+
0 and w(Cut j ∩E−

0 ) É µ−
0

hold. The removed edges are then returned as ∆E j . We show below that ∆E j is indeed
a solution of the BOUNDED MULTICUT problem for G0, S0 and µ+

0 and µ−
0 , for each

j ∈ [0, i −1].
Finally, BMulticut identifies the solution amongst the ∆E j , for j ∈ [0, i −1], that is

of minimal weight (lines 17) and returns it as a solution for the BOUNDED MULTICUT

problem (line 18).
We next describe the region growing procedure GRegion as shown in Figure 4.5.

It takes as input a graph G = (V ,E+∪E−, w), set S of source-sink pairs, a collection
d = {de |e ∈ E } of values (obtained from solving a linear program, as explained earlier),
parameter ` which will always be equal to |S0|, and a parameter N that takes values
1 or +∞, depending on whether one, or all regions should be grown. Except for the
parameters ` and N , GRegion is just the standard region growing algorithm [24]. We
include it here to make the description of the algorithms self-contained.

Initially, GRegion sets F = ∑
(u,v)∈E+∪E− we de and ε= 2ln(`+1), where ` is the
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number of source-sink pairs in S0 (lines 1–2). Then, as long as there are source-sink
pairs in S that still need to be disconnected either one (if N = 1) or multiple (N =+∞)
regions are grown (lines 4–15). A single region region is grown starting from one
source vertex at a time. Let (s, t ) be the selected source-sink pair (line 6). Next, vertices
are added to region in the order determined by their distance to s as given by the values
de (line 7). Whenever we expand region (line 9), we update its volume by setting
V (region) = F /`+∑

e∩region6=; we de (line 10). That is, we add we de to the volume for
every edge that has at least one vertex in region. At the same time, we update its cost
by setting c(region) =∑

e∈∂(region) we , where ∂(region) consists of all edges that have a
single vertex in the current region (line 10).

Crucial in the region growing process is to determine when to stop adding vertices to
region. For this purpose, the stopping condition c(region) É εV (region) is checked (line
11). If the condition holds, no more vertices are added to region by setting grow=false.
Otherwise, region is expanded further. It is known that the stopping condition will be
satisfied at some point [24]. Furthermore, it is known that after the growing of region
is completed, the selected source-sink pair (s, t ) becomes disconnected when the edges
in ∂(region) are removed from the graph [24].

The algorithm GRegion will repeatedly grow regions, disconnecting a source-sink
pair at a time, until all the pairs have been processed. This is achieved by updating the
graph under consideration (line 12) and updating the set of source-sink pairs such that
those that have already been disconnected are disregarded (line 13), after which the
algorithm grows a new region in the updated setting.

Furthermore, while growing regions the algorithm collects all edges in ∂(region)
(line 14), as this will constitute a multicut T for G and S (when N =+∞) and single
region disconnecting (s, t ) (when N = 1). Finally, observe that the variable i is only to
limit the number of regions grown (line 15 together with condition in while loop on
line 4). The algorithm returns the updated graph H , updated set S and set of edges T
(line 16).

4.5.2 Correctness and Approximation Guarantee

We first show that BMulticut indeed returns a solution ∆E of the BOUNDED MUL-
TICUT problem on input G0, S0, µ+

0 and µ−
0 . It suffices to show that each ∆E j , for

j ∈ [0, i −1], is a solution. Recall that ∆E j is the result of applying ExtractDeltaE on
Cut j and that Cut j = ∂B0 ∪·· ·∪∂B j ∪T j . Clearly, if we can argue that Cut j is a multi-
cut for G0 and S0, then ∆E j is indeed a solution. To see this, recall that ExtractDeltaE
simply removes edges from Cut j until it becomes a valid multicut relative to µ+

0 and
µ−

0 , and puts the removed edges in ∆E j .
It thus remains to show that Cut j is a multicut for G0 and S0. This, however, follows

immediately from the correctness of the region growing process [24]. Indeed, it is
known that when a region region is grown by GRegion, starting from a source vertex s
in a pair (s, t ) ∈ S0, then the stopping condition is satisfied by only considering vertices
v whose distance to s is strictly less than 1

2 . This implies that the distance between any
two vertices in region is strictly smaller than 1. Since the distances are measured using
d, a solution of the relaxed integer program IPBMC, the distance between s and t is at
least 1 (condition (i) in IPBMC). In other words, t does not belong to region and cutting
away ∂(region) disconnects s and t . Because BMulticut keeps growing regions until
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no more source-sink pairs are left, it follows that cutting away ∂B0 ∪ ·· ·∪∂B j ∪T j

indeed disconnects all source-sink pairs.
Next, we verify that BMulticut is an approximation algorithm. We start by bound-

ing the weights of ∂B j and T j for j ∈ [0, i − 1] in terms of F0 = ∑
e∈E+

0 ∪E−
0

we d 0
e .

Consider the region B j . We know from the stopping condition used in GRegion that
c(B j ) É 2ln(|S0|+1)V (B j ) where the cost and volume are computed using d j . Since
c(B j ) = w(∂B j ) we thus have that

w(∂B0 ∪·· ·∪∂B j ) =
j∑

i=0
c(Bi )

É
j∑

i=0
2ln(|S0|+1)V (Bi ).

Similarly, w(T j ) É 2ln(|S0|+1)
∑
region j V (region j ), where the summation runs over

all (say p j ) regions constructed to obtain T j . For j ∈ [0, i − 1] denote by F j =∑
e∈E+

j ∪E−
j

we d j
e where d j

e denote the values in d j and E+
j and E−

j are the edges in
G j . Then,

V (B j ) = F j /|S0|+
∑

e∩B j 6=;
we d j

e

and ∑
region j

V (region j ) = p j
F j

|S0|
+ ∑

e∈E+
j+1∪E−

j+1

we d j
e .

This implies that w(Cut j ) is bounded by

2ln(|S0|+1)
( 1

|S0|
(F0 +F1 +·· ·+F j−1 + (p j +1)F j )+ ( ∑

e∩B0 6=;
we d 0

e +∑
e∩B1 6=;

we d 1
e +·· · + ∑

e∩B j 6=;
we d j

e + ∑
e∈E+

j+1∪E−
j+1

we d j
e
))

.

Note that BMulticut ensures (by the condition in line 7) that

F j =
∑

e∈E+
j ∪E−

j

we d j
e É ∑

e∈E+
j ∪E−

j

we d j−1
e (4.1)

É F j−1 =
∑

e∈E+
j−1∪E−

j−1

we d j−1
e ,

for any j ∈ [1, i −1]. Furthermore, j +p j +1 is at most |S0| since, in the worst case, |S0|
regions are grown each of which disconnects a single source-sink pair in S0. Hence,

1
|S0| (F0 +F1 +·· ·+F j−1 + (p j +1)F j ) É 1

|S0| |S0|F0 = F0. Similarly,

F0 =
∑

e∩B0 6=;
we d 0

e +
∑

e∈E+
1 ∪E−

1

we d 0
e

Ê ∑
e∩B0 6=;

we d 0
e +F1

= ∑
e∩B0 6=;

we d 0
e +

∑
e∩B1 6=;

we d 1
e +

∑
e∈E+

2 ∪E−
2

we d 1
e



90 CHAPTER 4. BOUNDED CORRELATION CLUSTERING

Ê ∑
e∩B0 6=;

we d 0
e +

∑
e∩B1 6=;

we d 1
e +F2

...

Ê ∑
e∩B0 6=;

we d 0
e +

∑
e∩B1 6=;

we d 1
e +·· ·

+ ∑
e∩B j 6=;

we d j
e + ∑

e∈E+
j+1∪E−

j+1

we d j
e .

All combined this implies that w(Cut j ) É 4ln(|S0|+1)F0. Note, however, that we are
interested in approximating solution of the BOUNDED MULTICUT problem. Let d0

be a valuation of the variables xuv and f0 be a valuation of the variables yuv in the
relaxation of IPBMC. Then,( ∑

e∈E+
0 ∪E−

0

we d 0
e

)− (µ+
0 +µ−

0 ) É ∑
e∈E+

0 ∪E−
0

we (d 0
e − f 0

e )

and thus
F0 É |∆Elp|+ (µ+

0 +µ−
0 ),

where |∆Elp| denotes the objective value of the relaxation of IPBMC. Hence,

w(∆E j ) É w(Cut j ) É 4ln(|S0|+1)F0

É 4ln(|S0|+1)(|∆Eopt|+ (µ+
0 +µ−

0 )) (4.2)

since |∆Elp| É |∆Eopt| where |∆Eopt| is the size of the optimal solution as given by the
integer program IPBMC.

We thus have indeed obtained a O(log |S0|)-approximation algorithm for BOUNDED

MULTICUT. To relate this back to the BOUNDED CORRELATION problem, observe that
S0 corresponds to the negative edges (recall that the transformation from BOUNDED

CORRELATION CLUSTERING to BOUNDED MULTICUT), and thus BMuliticut is a
O(log(|E−|))-approximation algorithm for BOUNDED CORRELATION CLUSTERING.

4.5.3 Remarks

Observe that when K = 0 the algorithm BMulticut is precisely the same as the standard
region growing algorithm. It is thus a conservative extension of the standard algorithm.
Furthermore, the analysis of BMulticut reveals that we expect that increasing K leads
to better solutions. Indeed, the Inequality 4.1 in the analysis shows that w(Cut j ) can
be bounded in terms of the sum of the F j ’s rather than F0 alone, as is the case when
setting K = 0. Since F j É F j−1 for j ∈ [1, i −1] and thus F j É F0 for j ∈ [0, i −1], this
means that the weight of the multicut (and thus also ∆E) can be bounded by a smaller
number than 4ln(|S0|+1)F0. Of course, this does not imply that we always get a better
solution since these are upper bounds. This is precisely the reason why BMulticut
takes the minimum solution amongst all those that are generated.

Furthermore, the region growing algorithm uses the relaxation of IPBMC to deter-
mine, among other things, the order in which vertices are added to the region. However,
the algorithm only uses the valuations duv for the variables xuv and does not explicitly
leverages the availability of valuations fuv for yuv . As an immediate consequence,
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Figure 4.6: Effect of additional constraints on approximate solution.

the weight of the obtained multicut is related to F =∑
(u,v)∈E+∪E− wuv duv rather than

the objective function of IPBMC (
∑

(u,v)∈E+∪E− wuv (duv − fuv )). We thus get an overly
pessimistic upper bound on the quality of the approximation. Nevertheless, we will see
in the experimental section that we get ∆E’s that are close to optimal.

Ideally, we would like to grow regions using duv − fuv rather than duv . This does
not work, however, since constraint (i) in IPBMC only refers to the xuv variables and
this constraint, together with the stop condition for growing regions (line 11 in the
algorithm GRegion), ensures that the result is indeed a multicut. Further investigation
is required as how to make better use of the available valuations of the yuv variables.

However, we remark that the additional constraints (ii), (iii), and (iv) in IPBMC may
indeed help to guide the region growing process towards a better solution than when
ignoring these constraints and using the relaxation of IPMC for the standard MULTICUT

problem as is illustrated in the following example.

Example 4.5. Consider a simple instance of BOUNDED MULITCUT for µ+ = 1 and
µ− = 1 as shown in Figure 4.6, i.e., we allow for one positive and one negative edge
to belong to the multicut. As before, dashed edges represent edges in E−, solid edges
correspond to edges in E+. We adorned the edges with valuations for xuv obtained by
relaxing IPMC (left) and with valuations for xuv and yuv obtained by relaxing IPBMC

(right). In this example, we get integer solutions. As can be seen, by growing regions
based on IPMC we get a multicut consisting of two positive edges (the regions are
gray-shaded). After post processing, we put one of these in ∆E and thus |∆E | = 1.
However, by growing regions based on IPBMC we immediately obtain a multicut that
is valid, i.e., it consists of one positive and one negative edge. As a consequence, an
empty ∆E will be returned by the algorithm.

The example shows the advantage of growing regions based on the relaxation of
IPBMC.

4.6 Interactive Framework

Before showing our experimental evaluation of the BMulticut algorithm, we describe
how it fits in the user interaction process illustrated in Figure 4.1. Recall from that
example that a user can (1) specify false negative and positive bounds; (2) mark a
set of edges as immutable and make immutable edges mutable again; and (3) receive
feedback on revised bounds suggested by the system when no solution can be found
for the given error bounds and set of immutable edges.
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Clearly, the error bounds are well-integrated in BMulticut since they are part of
the linear program that is solved to obtain a solution, as explained in the previous
section. We therefore focus on (2) and (3). We discuss these issues in the context
of BOUNDED MULTICUT but as we have seen before, this discussion also concerns
BOUNDED CORRELATION CLUSTERING.

4.6.1 Processing of Immutable Edges

When a user declares an edge as immutable, s/he does not want any solution ∆E
that includes this edge. Recall the integer program IPBMC for solving the BOUNDED

MULTICUT problem. Note that according to semantics of a valuation of variables xuv

and yuv , an edge e = (u, v) is in ∆E (and hence to be deleted) if xuv = 1 and yuv = 0.
To prevent e to be in ∆E it thus suffices to set xuv = 0 in IPBMC.

Therefore, given a set of immutable edges IE from a user during some stage in the
interaction process, we proceed as follows: for every edge e = (u, v) ∈ IE, we add an
equality constraint of the form: xuv = 0 to the IPBMC program. Note that we add at
most |IE| constraints and thus the program remains polynomial in size.

The algorithm BMulticut then uses the relaxation of this modified integer program.
When growing regions, any valuation of these xuv will be equal to 0 and hence the
corresponding edges will always be included in a region region and not in its boundary
∂(region). Indeed, GRegion adds vertices to region in increasing distance from a
source vertex, hence those with distance zero will always be added to region. In other
words, immutable edges will never be part of ∂(region) and thus also not be part of
Cut. As a consequence, edges in IE will not be present in a solution ∆E . Indeed, recall
that ∆E is obtained as a subset of Cut.

4.6.2 Obtaining Revised Error Bounds

Although a solution always exists in the absence of immutable edges, this is no longer
the case when immutable edges are present as was shown in Example 4.1. Intuitively,
in these cases the integer program becomes over-constrained and no solution exists. In
particular, when too many variables xuv are set to zero, it may become impossible to
satisfy condition (i) in IPBMC. In such cases, as part of the user interaction we want to
suggest revised error bounds that guarantee the existence of a solution.

To deal with this problem observe that IPBMC becomes infeasible when there are
source-sink pairs that have a path between them that entirely consists of immutable
edges, i.e., edges (u, v) whose xuv -value is 0. Moreover, such source-sink pairs can
be easily found in PTIME by starting from a source vertex and checking whether
the corresponding sink vertex can be reached by following immutable edges only.
Intuitively, such an immutable path cannot be disconnected by removing edges as all
edges are immutable and should not be deleted, as requested by the user.

Given a set S of source-sink pairs, we denote by Sie those pairs for which an
immutable path exists, and by Snie the remaining source-sink pairs in S. During the
interactive process, we maintain the sets Sie and Snie and modify BMulticut as follows:

• Instead of using the relaxation of IPBMC we use the relaxation of the revised
integer program obtained by including xuv = 0 for each (u, v) ∈ IE and by
only considering paths between source-sink pairs in Snie in condition (i); This
guarantees the feasibility of the revised integer program and its relaxation.
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• When applying BMulticut with this revised relaxation, we obtain a solution
∆E that does not contain any immutable edges and for which there exists a
valid multicut T . In other words, removing the edges ∆E ∪T disconnects all
source-sink pairs in Snie.

• We further expand T with a multicut for the source-sink pairs in Sie. To this
aim, we run BMulticut in which the error bounds are set to 0 and for which only
source-sink pairs in Sie are taking into account. Furthermore, in the correspond-
ing integer program we do treat immutable edges as normal edges by removing
the additional equality conditions xuv = 0 for (u, v) ∈ IE. By setting the error
bounds to zero, BMulticut generates a T ′ whose removal disconnects all pairs
in Sie. In other words, T ∪T ′ is a multicut for the original set S albeit for error
bounds (µ+)′ =µ++w(T ′∩E+) and (µ−)′ =µ−+w(T ′∩E−).

That is, when a user marked too many edges as immutable such that no solution can
be found for the given error bounds µ+ and µ−, the user is informed about this and
in addition, s/he is informed that a solution exists for revised upper bounds (µ+)′ and
(µ−)′. If these revised bounds are acceptable for the user, the interactive process can
then continue. Otherwise, a user may decide to make certain immutable edges mutable
(normal) again.

Example 4.6. Consider the triangle (1,4), (1,2) and (2,4) from Example 4.1 that was
marked as immutable. Recall that S = {(z1,4,4), (z3,6,6), (z5,6,6)} in the corresponding
BOUNDED MULTICUT instance shown in Figure 4.2. Note that the pair (z1,4,4) has
an immutable path: (z1,4,1), (1,2), (2,4) where the edge (z1,4,1) corresponds to the
−-labeled edge (1,4). Hence, Sie = {(z1,4,4)} and Snie = {(z3,6,6), (z5,6,6)}. We have
seen in Example 4.1 that no solution exists for µ+ = 0 and µ− = 0. Indeed, to disconnect
(z1,4,4) one of the edges (z1,4,1), (1,2), (2,4) needs to be deleted, which is disallowed
since these are marked as immutable. Following the strategy outline above, we thus
first process source-sink pairs in Snie, leading to a solution ∆E = {(3, z3,6), (5, z5,6)} that
disconnects all pairs in Snie, followed by a cut T ′ = {(z1,4,1)} disconnecting the pair in
Sie. Hence (µ+)′ =µ+ = 0 and (µ−)′ =µ−+w(T ′∩E−) = 0+1 = 1. Hence, (µ+)′ = 0 and
(µ−)′ = 1 will be suggested to the user as new error bounds for which a solution exists.
The corresponding clustering C and solution ∆E are shown in Figure 4.1(g).

4.7 Experimental Evaluation

We now describe the empirical evaluation of our approximation algorithm on synthetic
and real datasets. For solving the integer program IPBMC and its relaxation, we use the
IBM Cplex Optimizer [34]. The algorithm BMulticut is implemented in Java. The
experiments were conducted on a GNU/Linux machine with Intel(R) Xeon(R) CPU
2.90GHz (16 cores) and 32GB memory.

4.7.1 Datasets

We perform experiments on synthetic and real datasets, which are detailed next.

Synthetic Data. We use two kinds of synthetic data. The first kind of synthetic
data synth_cc is aimed particularly at correlation clustering. Here, the graph data is
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generated along the same lines as in [11]. That is, starting with an initial number of
vertices and number of clusters, we randomly add “+” and “-” labelled edges to the
graph using parameters to control the number of false positive and negatives. These
parameters include the probability of intra-cluster edges, probability of inter-cluster
edges and the probability of having a negative edge inside a cluster. The second kind
of synthetic data synth_gen concerns randomly generated graphs in which the number
of clusters and errors is purely random. That is we do not control number of clusters or
number of false negatives and positives. However, we do control the total number of “-”
labelled edges in the graph.

Real Data. We used two real datasets: (1) The epinions social network dataset [37]
and (2) the Wikipedia requests for adminship dataset [47].

The epinions social network dataset is a directed graph depicting a who-trust-whom
network from a general consumer site epinions.com. The directed edges in this dataset
come with a + or −-label indicating who-trust-whom. To turn this into an undirected
graph, we proceeded as follows. For those pairs of vertices that only had a single
directed edge between them, we removed the direction. For those pairs that had edges
in both directions, we replaced them with a single undirected edge and randomly
picked a label if the original two directed edges carried distinct labels. We sampled 10
subgraphs with sizes ranging from 1 647 to 7 808 in the number of vertices and 1 000
to 5 500 in the number of edges.

The Wikipedia requests for adminship dataset is a signed network in which nodes
represent Wikipedia users and the edges represent votes. In order for a Wikipedia editor
to become an administrator, the candidate or another member must submit a Request
for Adminship (RfA). Thereafter, any community member may cast a vote indicating
their support or opposition. A vote may also be neutral. This directly translated to
our problem instance in which a supporting vote becomes a “+”-labelled edge and an
opposing edge becomes a “-”-labelled edge. We ignored the neutral votes. Similarly,
subgraphs were sampled from the full dataset ranging in size from 1 847 to 2 367 in
the number of vertices and 1 500 to 2 250 in the number of edges. We varied the false
negative and positive bounds between 0 and 25 for both datasets.
In all experiments we report averaged results over 20 runs.

4.7.2 Quality of Approximation

We first investigate the quality of solutions ∆E returned by BMulticut by comparing it
against the optimal solution ∆Eopt, obtained by solving the integer program IPBMC. For
the synth_cc dataset, we considered small graphs ranging from 50 to 210 in number of
edges. A total of 640 graph instances were generated. We considered small graphs in
this part of the experiment because as we see in Figure 4.7(a), even for small graphs, a
clear behavior of the algorithm in terms of the approximate, optimal solutions and the
theoretical bound is observed.

Figure 4.7(a) shows the size of the optimal ∆Eopt, the size of set of ∆E returned
by BMulticut, and the theoretical upper bound on the approximation guarantee, in
terms of the number of edges in the input graph and error bounds. The theoretical
bound corresponds to Equation 4.2 in Section 4.5.2. Each of the points shown in the
graph represents averaged results over 80 input instances of the synth_cc data sets. The
parameter K and both error bounds µfp and µfn were set to zero. Since the quality of
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Table 4.1: synth_cc dataset: Ratio of |∆E | vs |E+∪E−|.

No. Vertices |V | No. Edges |E+∪E−| |∆E |/|E+∪E−|
250 634 0.23
270 1250 0.13
290 2094 0.07
300 2566 0.06
310 3119 0.06
330 4389 0.04
450 5739 0.05

solutions returned by BMulticut does not degrade for increasing values of parameter
K , we can only expect to get solutions that lie closer to the optimal solution for K > 0.
One can see from Figure 4.7(a) that BMulticut obtains solutions that are consistently
close to the optimal and much better than predicted by the theoretical approximation
guarantee. This shows that BMulticut generates good solutions. A similar behavior
(not shown) was observed on the synth_gen data sets.

We then checked the effect of increasing the error bounds on the size of ∆E returned
by BMulticut. Also here the parameter K is set to zero. Figures 4.8(a) and (b) show
the size of ∆E returned by BMulticut for varying error bounds on the synth_cc and
Wikipedia datasets, respectively. For Figure 4.8(a), reported results are for individual
graph instances selected from the synth_cc data sets. Not surprisingly, as we increase
the error bounds the size of ∆E decreases. Indeed, one expects that less edges need to
be deleted to guarantee the existence of clusterings with large cost (high error bounds).

Note that for the Wikipedia dataset results are reported for graphs starting from
1500 edges. The reason is that for graphs of less than 1500 edges with parameters K
and error bounds fixed to zero, the approximated ∆E matched the optimal solution
∆Eopt, and more specifically ∆E =;. For this reason we do not show the results for
these smaller samples of the Wikipedia dataset. The results on the epinions dataset
were similar (not shown).

The plots shown in Figures 4.8(a) and (b) illustrate ranges of ∆E that are achievable
with different sizes of error bounds. Since the edges in ∆E are returned for user
inspection, we want the size of ∆E to be reasonable. To this aim, we explore in a bit
more details how large the ∆E’s returned by BMulticut are, compared to the total
number of edges in the graph. We report our findings in Table 4.1 for a couple of
synth_cc data sets. As can be seen, only a small fraction of edges are returned for user
inspection.

For the real datasets, the returned ∆E were generally very small. For instance, in
the epinions dataset, for the sampled graphs an average ∆E of size 6 was obtained,
translating into an average ratio (|∆E |/|E+∪E−|) of 0.002. Similarly, for the Wikipedia
dataset, we obtained an average ratio of 0.005. As before, in all these experiments K
was set to zero.
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Figure 4.7: Quality of approximation and running times.

4.7.3 Scalability

We next compare the running times of solving the integer program IPBMC, and thus
obtaining an exact solution, against the running time of BMulticut. Figure 4.7(b)
shows the averaged running times for 80 instances of synth_cc. We varied the error
bounds between 0 and 10 with parameter K fixed at zero. Not surprisingly, solving
IPBMC quickly becomes more time consuming as input graphs get larger. Instead, the
approximation algorithm returns results within reasonable time. For instance, for small
graphs in the range (90,210] in number of edges, the IPBMC program is at least 2 orders
of magnitude slower than our approximation algorithm. This scalability behavior is
expected to hold when larger graph instances are considered.
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Figure 4.8: Effect of Bounds

We remark that for very small graphs, solving IPBMC is sometimes faster than
running the approximation algorithm. Note, however, that these differences are very
small (log scale) and probably due to background processes.

Figure 4.7(b) shows that the running time of BMulticut grows with increasing
graph sizes. This is mainly due to the increasing size of the linear programs that need
be solved. Table 4.2 illustrates how the linear program changes in terms of the number
of variables, constants and non-zero values (i.e., number of non-zero values in the
Cplex matrix representation of the linear program).

Table 4.3 shows that solving the linear program (LP Runtime in seconds) constitutes
the dominant factor in the whole region growing process. In this experiment we set
parameter K and both error bounds to zero. Since for this experiment we do not need
to solve the program IPBMC, which takes longer, we used larger graph instances of the
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Table 4.2: synth_cc dataset: Linear program size.

No. Vertices |V | No. Edges
|E+∪E−|

No. Variables No. Constants No. Nonzeros

28 50 564 2 029 4 840
46 70 1 752 6 476 15 746
49 90 1 830 7 532 18 720
56 110 2 624 11 575 29 212
66 130 3 490 15 627 39 590
88 150 6 496 27 115 67 980
92 170 7 120 31 502 79 850
103 190 9 000 40 052 101 690
115 210 11 305 50 248 127 617

Table 4.3: synth_cc dataset: LP and region growing run times.

No. Vertices |V | No. Edges
|E+∪E−|

LP Runtime (sec) Region growing
runtime (sec)

250 634 15.56 0.57
270 1 250 89.93 0.45
290 2 094 189.69 0.89
300 2 566 172.18 0.99
310 3 119 153.32 1.04
330 4 389 196.48 1.51
450 5 739 1 269.41 2.28

synth_cc data sets and we show results for a couple of instances in Table 4.3.

4.7.4 Effect of the Parameter K

So far, we have set the parameter K to zero such that BMulticut generates “worst-case”
solutions ∆E . Indeed, as observed earlier, increasing the value of the parameter K
should lead to better approximate solutions. We next validate this claim experimentally.

Firstly, for fixed error bounds, we investigate how the sizes of the returned ∆E is
affected by the value of K . We therefore compared results for the values of K = 0 and
K = 10. The plots in Figures 4.9(a) and (b) show results on synth_gen and synth_cc
data sets, respectively. Error bounds are set to µfp := 25 and µfn := 20.

Figures 4.10(a) and (b) show the results for the Wikipedia dataset. We considered
two pairs of error bounds i.e., (µfp = 10 ; µfn = 5) and (µfp = 25 ; µfn = 20), respectively.
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Figure 4.9: Effect of the K parameter on ∆E .

From all these plots we observe that as K is relaxed from 0 to 10, we indeed get
a smaller ∆E in most of the cases. Only in a few instances, the size of ∆E obtained
matched the size of ∆E obtained in the zero-valued K case. We may conclude that
relaxing K helps us to obtain better solutions than when fixing K to 0.

We also observe that Figures 4.9(a) and (b) show that the benefit of non-zero
values for parameter K in obtaining better solutions is more noticeable for the synth_cc
datasets (Figure 4.9(b)) than for the synth_gen datasets (Figure 4.9(a)). Since the
synth_cc datasets are generated with some underlying structure mimicking correlation
clustering real-life scenarios, our experiments indicate that our algorithm works better
in those problem instances (i.e., like synth_cc) than when one has completely random
graph instances (i.e., synth_gen datasets).
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Since K indicates how many region growing processes BMulticut can run, and
from which the best solution can be taken, we also investigated which of these runs
actually generated the best solution. In Figure 4.10(a) we show which run actually
produced the best solution (dashed line) on the Wikipedia dataset. We observe that
in most cases the best solution was obtained by running at most 7 region growing
processes. In some cases, even running two region growing processes suffices to obtain
the best solution. Only in one case (1500 edges), the best solution was obtained for
K = 0.

To see the impact of the error bounds on the size of ∆E when K can be larger
than 0, consider Figures 4.10 (a) and (b). As previously observed (for K = 0 in
Figures 4.8(a) and (b)), when error bounds are increased we obtain smaller solutions.
Indeed, Figure 4.10(b) shows that we obtain smaller sizes of ∆E as compared to the
sizes reported in Figure 4.10(a). Recall that (µfp = 10 ; µfn = 5) and (µfp = 25 ; µfn = 20)
in Figures 4.10 (a) and (b), respectively.

Specifically, looking at the largest instance of 2250 edges and for the K = 0 case,
as the error bounds are relaxed (i.e., µfp : 10 to 25 and µfp : 5 to 20), we note an
improvement (decrease) in size of ∆E by a factor of about 2.6. Similarly, when K is
set to 10, sizes of ∆E decrease by a factor of approximately 2.2, when error bounds
increase.

Furthermore, one would expect the positive effect of larger K to be less prominent
when large error bounds are present. Indeed, larger error bounds alone lead to smaller
solutions already. Indeed, consider again the instance of 2250 edges in Figures 4.10(a)
and (b). The difference in the sizes of ∆E between the two cases (i.e., K = 0 vs K = 10)
in Figure 4.10(a) is 33, while in Figure 4.10(b) the difference is only 10. A similar
behavior was noted for the epinions dataset (not shown).

Finally, we report the effect of K on the efficiency of our approximation algorithm.
Recall that K corresponds to the number of linear programs that are solved. Hence, in-
creasing K is expected to add an overhead in terms of the running time. Figures 4.11(a)
and (b) show the running times for various K on the Wikipedia and synth_cc datasets,
respectively. As expected, the smallest running times are obtained when K = 0 (i.e.,
for the Wikipedia dataset the largest instance in this case 2 250 edges completed in
under 43 seconds). Similarly, for small synthetic datasets, running times are below 0.8
seconds when K = 0. For the K > 0 case, in Figure 4.11(a) we compare the running
times for values of K set to 2, 4 and 8. We note that our algorithm remains efficient
as K is increased and as before notable differences in time are observed for instances
of at least 2 000 edges. Moreover as K was increased from 2 to 8, the maximum
increase in time for the largest instance was by a factor of 2.1. Furthermore, we note
that there is a slightly higher increase in running time between the 2 125-edge and
2 250-edge instances. This is attributed to sampling which resulted in graphs which are
different in structure. This behavior was similar for the synth_cc datasets as shown in
Figure 4.11(b) where K was set to 4, 12 and 20. Observe that for these smaller datasets,
even as K as set to 20, BMulticut algorithm completed running in under 16 seconds.

In summary, the running times increase in terms of K , as expected. However, we
note that for small values of K , the overheads are smaller for successive values. As
we reported earlier, even when K is large, the best solution is sometimes found by
running less (than K ) region growing processes. In practice, a user may thus adopt a
pay-as-you-go strategy in which BMulticut is halted whenever a time limit is exceeded.
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Figure 4.10: Effect of the K parameter on ∆E .

The best solution found in the allowed time is then returned.

4.8 Related Work

Linear programming has been used as the underlying technique for solving the COR-
RELATION CLUSTERING problem. Among the LP based solutions are the algorithms
presented in [20, 14, 6]. Most relevant to our work is the O(logn)-approximation
algorithm for CORRELATION CLUSTERING presented in [20]. In that work, the region
growing algorithm for MULTICUT [24] is used to obtain an approximation algorithm
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Figure 4.11: Effect of the K parameter on running time of region growing.

for CORRELATION CLUSTERING. Their work focussed on the objective function
of minimising disagreements in a clustering. They also considered a more general
case where graphs can be weighted or unweighted. Moreover, their techniques do
not require an input graph to be complete. We follow a similar strategy in this paper,
albeit in the presence of error bounds, as explained in Section 4.5. In a nutshell, while
these LP based algorithms aim to obtain optimal values for an objective function i.e.,
minimal disagreements, we introduce bounds for each of the disagreements (i.e., false
positives and negatives) and propose an LP which searches for an optimal solution for
CORRELATION CLUSTERING with the bound constraints taken into account.

The CORRELATION CLUSTERING problem itself was introduced in [7]. Approxi-
mation algorithms have been reported in [7, 14, 21, 43] with the goal of minimising
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disagreements (i.e., minimising false positives and negatives, which corresponds to
our setting) or maximising agreements. Different algorithms are provided depending
on whether graphs are complete or incomplete, weighted or unweighted, or whether
certain conditions on the weights are imposed. None of these papers consider error
bounds and to our knowledge, the BOUNDED CORRELATION CLUSTERING problem
has not been studied before.

Similarly, the MULTICUT problem has received ample attention, see e.g., [18] for a
survey. To our knowledge, the BOUDED MULTICUT problem has not been considered
before.

We also note that a number of variations of the CORRELATION CLUSTERING

problem have been considered: by fixing the number of clusters [30]; by allowing
overlapping clusters [12]; and for generally labeled edges (chromatic clustering) [11].
In chromatic correlation clustering, they consider clustering objects where the pair-wise
relation between the objects is categorical. The objective function works to optimise
the resulting clustering such that objects in the same cluster have as much as possible
the same type of relation in between them. In contrast, the overlapping correlation
clustering assumes that there are multiple labels and an object can belong to multiple
labels. The objective function works to identify a multi-labelling function that preserves
the similarities between objects. This work was motivated by the fact that overlapping
clusters appear naturally in documents, social networks, protein interaction networks
etc. Further work has also been reported on online correlation clustering [38]. In this
scenario, input instances are not known beforehand and vertices arrive one by one.
When a data item arrives, a clustering is maintained by creating new or modifying
existing cluster whilst optimizing on minimal clustering errors. None of these works
consider the presence of user-defined error bounds, however.

One of the outstanding challenges with correlation clustering is dealing with large
scale problems. When large amounts of data is involved LP based implementations
do not scale well. Recent efforts aimed at tackling this problem have been reported.
In [10, 9], a HADOOP based scalable framwork for CORRELATION CLUSTERING was
developed at Yahoo for browser cookie de-duplication and spam detection. Further-
more, an efficient algorithm suitable for Mapreduce, streaming and message-passing
models is proposed in [16]. With a constant-factor approximation guarantee, it is
shown that the algorithm can efficiently process massive graphs with more that 2.5B
edges.

4.9 Conclusion

We revisited CORRELATION CLUSTERING when users can specify desired error bounds.
An approximation algorithm is provided for the associated BOUNDED CORRELATION

CLUSTERING problem. We analysed the algorithm theoretically and provide an experi-
mental validation. It is shown that approximation algorithm provides solutions that are
close to optimal. Furthermore, we envisage our algorithm to be part of an interactive
clustering framework.

Clearly, much more can be done.

• Indeed, a further investigation and implementation of the interactive framework
is required.
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• Another direction is to reconsider the variations of the CORRELATION CLUSTER-
ING PROBLEM [30, 12, 11] mentioned before, in the presence of error bounds.

• Other approximation techniques, beyond region growing, may be applied to this
problem. For example, approximation techniques that do not use the correspon-
dence with MULTICUT seem within scope.



CHAPTER 5
Conclusions

In this thesis we discussed two aspects related to the data analytics process.
On the one hand, we addressed the approximation of non-aggregate queries, i.e.,

queries that return some non-numerical output, and this in a space-bounded setting
in which only a limited amount of data can be used. Under the hood lies a data
reduction strategy that is crucial when processing large quantities of data. Query
approximation techniques are appealing to data analysts as they promise a quick first
glance at the data. While approximation techniques for aggregate queries do exist, our
query approximation framework shows great promise for a wider class of queries.

On the other hand, we also looked at clustering from an interactive point of view.
Clustering methods provide a view of the data in which similarities and dissimilarities
are exposed. We focus on one particular formalisation of clustering, correlation
clustering, and introduce some form of interactivity by allowing users to specify
desired error thresholds. Sets of edges (pairs of objects) are returned for user inspection
if these thresholds cannot be met, but if the returned edges are deleted or modified, a
good clustering is guaranteed to exist. Again, such interactivity is of great benefit for
data analysts that want to better understand large amounts of data.

5.1 Main Contributions

The main contributions of this thesis can be summarised as follows.

• We introduced a theoretical framework for a space bounded query approxima-
tion system. First, we proposed data coverings as a way of approximating the

105
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underlying data. Then, by considering a space storage budget, a query workload
of conjunctive queries of various importance, and user preferred accuracy thresh-
olds, we formulated an optimisation problem, referred to as the valid covering
selection problem, whose main goal is to select the “best” set of coverings that
need to be materialised such that when the (slightly relaxed) queries are evalu-
ated on these coverings, accurate approximations of the exact query answers are
obtained.

The first crucial component of our system is the procedure Cov_Estim that
collects quantitative information of coverings of various accuracies. We have
shown that this information can be computed efficiently and can be added without
much overhead to the DBMS catalog.

The second crucial component of our approximation system is the error bounding
method, Error_Prop, that provides quantitative information on the accuracy of
the query approximations. It consists of an error propagation strategy that solely
relies on the structure of the queries in the workload and the availability of
accurate coverings of the data. Without performing any query evaluation it
allows to bound the error that can be made by evaluating the query on a data
covering, if it would be materialised.

Combining the quantitative information of the coverings and their impact on the
accuracy of the corresponding query approximations as described by the error
bounding method, the valid covering selection problem can then be phrased as a
mixed integer linear program. We have experimentally verified that good approx-
imate query answers can be efficiently obtained. Furthermore, our experiments
show that many queries can be approximated well using only a small amount
of data. This shows that our method is of particular interest when dealing with
large amounts of data.

Furthermore, the desired coverings of the data only use a limited amount of
information of the queries in the workload, i.e., the so-called query column sets.
This implies that our method is of use for any future query, not necessarily in
the current workload, as long as these queries “match” the query column sets
previously considered.

• We extended our approximation system to accommodate for changes to the
underlying database. Such dynamic settings are common in practice since data
is usually refreshed at periodic intervals. We have shown that updates affect our
query approximation method in two ways.

First, updates require the maintenance of the quantitative information of cov-
erings that is stored already in the DBMS catalog. Instead of re-running
Cov_Estim from scratch after each update, we designed two incremental al-
gorithms ∆Cov_Estim+, for insertions, and ∆Cov_Estim−, for deletions, that
leverage the presence of some minimal auxiliary information of coverings. The
proposed algorithms attempt to avoid accessing the underlying database, when-
ever possible, and in many cases they have running times proportional to the size
of the updates. We have experimentally shown that these incremental methods
indeed outperform the naive method of re-running Cov_Estim from scratch.
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Second, recall that approximate query answers are obtained by executing (minor
relaxations of) the queries on materialised coverings. Furthermore, recall that
we have shown that such materialisations are costly to compute. We therefore
proposed several strategies that try to minimise the need for materialising com-
pletely new coverings, even when the underlying data changed or when a better
solution for the valid covering selection problem exists. One of these strategies
involved a shrinking procedure, Fit_Coverings, that reduces the size of updated
coverings if they exceed the space budget, at the cost of decreased accuracy. We
have shown that by applying this procedure, materialised coverings only need
to be slightly updated. This in turn implies that approximate query answers can
still be obtained efficiently, even in a dynamic setting.

• Finally, we left the relational setting and revisited correlation clustering of graph
data, and this in an interactive context. More specifically, we introduced the
bounded correlation clustering problem that is to return a set of edges for user
inspection, if no accurate correlation clustering (in terms of the number of false
positive and negatives) can be found. It is guaranteed that when the returned
edges are deleted or modified, then an accurate (valid) clustering exists. Apart
from showing that the corresponding decision problem is intractable, we have
developed a PTIME approximation algorithm that guarantees that the number of
edges returned to the user is at most a factor O(log |E−|) away from the optimal
number of edges. Here, E− denotes the number of −-labelled edges in the input
graph. In fact, our experiments show that approximate solutions are consistently
close to the optimal solutions. The approximation algorithm uses some non-
trivial modifications of the well-known region-growing method used primarily
in the context of multicut problems.

5.2 Future Work

The conclusion sections of Chapters 2, 3 and 4 outline very specific directions for
future work. We refer the reader to these sections for more details.

We would like to end this thesis by highlighting some more general directions for
future research that, we believe, are crucial for advancing the area of approximate
query processing.

1. First, there is need for a proper theoretical foundation of query approximation.
We have made an attempt in Chapter 2, but much more needs to be done. Indeed,
without such a foundation it is almost impossible to understand the limitations
of existing query approximation systems and compare different methods with
each other. Such a foundation should incorporate aggregate and non-aggregate
queries and seamlessly marry probabilistic and non-probabilistic approaches.
Furthermore, a principled way of measuring the quality of approximations should
be in place.

2. Second, to empirically validate different approaches, benchmarks should be
designed. Such benchmarks are currently absent. These benchmarks should
include different quality measures, types of queries, datasets and provide test
cases that identify what the desired query result approximations should be. For
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query approximation to become part of future data management systems a proper
evaluation platform is needed.

3. Finally, most work on query approximation deals with relational data. Given
the increased interest in graph data and the fact that standards for graph query
languages have become stable, it seems natural to explore query approximation
techniques in this context as well. This would open the way for query approxi-
mation in the context of semantic web data, which is of great importance to data
analysts.
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Samenvatting

Technologische ontwikkelingen van de laatste decennia maken het genereren en opslaan
van grote hoeveelheden gegevens steeds goedkoper en eenvoudiger. Onderzoekscentra,
overheden, bedrijven, en zelfs individuen zijn in het bezit van enorme hoeveelheden
gegevens. Dergelijke grote hoeveelheden gegevens zorgen echter voor nieuwe uitda-
gingen. Inderdaad, ze dienen te worden geanalyseerd om daarna, gebaseerd op deze
analyses beslissingen te nemen of conclusies te vormen.

Dit analyse proces valt onder de noemer van Data Analytics en bestaat enerzijds
uit het verkennen van de gegevens door middel van queries (bevragingen) aan de
onderliggende database, en anderzijds uit het toepassen van data mining technieken
om kennis uit deze gegevens te halen.

De grote hoeveelheid aan data vraagt echter om zeer efficiënte methoden om queries
te evalueren. Inderdaad, zelfs het uitvoeren van zeer eenvoudige queries vereist soms
een scan van de volledige dataset. Dergelijke scan duurt echter uren, tot zelfs dagen,
ook al zijn de gegevens opgeslagen in het meest geavanceerde databasesysteem. Dit
probleem is reeds lang bekend en is de drijfveer voor bijna alle ontwikkelingen in het
gebied van databases.

Hoewel recente ontwikkelingen in hardware en de opkomst van nieuwe parallelle
computing paradigma’s (zoals MapReduce, Spark) het tot op zekere hoogte mogelijk
maken om queries op een parallelle en gedistribueerde manier te evalueren, lossen
deze niet alle problemen op. Om op een snelle manier een gebruiker inzicht te geven
in het resultaat van de queries wordt meer en meer gesteund op benaderingen van de
query resultaten. In de laatste jaren is de interesse voor het ontwikkelen van efficiënte
benaderingsmethoden voor queries dan ook sterk toegenomen.

Query benaderingstechnieken zijn echter vooral ontworpen voor zogenaamde aggrega-
tie-queries. Dit zijn queries die vragen naar kwantitatieve informatie van de gegevens.
In de meeste toepassingen zijn echter ook “gewone” queries aanwezig die geen aggre-
gatie gebruiken (bijvoorbeeld: geef alle vrienden in Facebook van een zekere persoon).
Als deel van dit proefschrift beschrijven we een algemene techniek die het toelaat om
dergelijk queries te benaderen. Meer bepaald tonen we aan dat we door bestaande
database-systemen minimaal aan te passen, queries op een zeer nauwkeurige manier
kunnen benaderen én kunnen we de fouten die deze benaderingen maken precies
kwantificeren.

Zoals reeds vermeld vormen technieken uit data mining ook een essentieel onderdeel
van data analytics. In het bijzonder betreft het hier clusteringtechnieken die objecten in
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groepen (clusters) verdelen aan de hand van bepaalde kwantitatieve maten. Dergelijke
groeperingen geven een inzicht in mogelijke verbanden tussen gegevens en laat de
gebruiker toe de gegevens per groep te verkennen.

Een veel gebruikte clusteringmethode is correlatieclustering. In dit geval hebben
koppels van objecten een “plus” label wanneer de twee objecten gelijkaardig zijn,
en een “min” label in het ander geval. Het doel is om objecten te groeperen zodat
zich binnenin een groep zoveel mogelijk gelijkaardige objecten bevinden, en zoveel
mogelijk objecten die niet gelijkaardig zijn, zich in aparte groepen bevinden.

Correlatie clusteringmethoden genereren dergelijke groepering op een automatische
manier, zonder dat een gebruiker controle heeft over zogenaamde valse negatieven
(twee objecten die gelijkaardig zijn maar niet tot dezelfde groep behoren) en valse
positieven (twee objecten die niet gelijkaardig zijn maar wel tot dezelfde groep behoren).
Om op een interactieve manier grote hoeveelheden gegevens te clusteren moeten
clusteringmethoden gebruikers toelaten de hoeveelheid aan fouten (valse negatieven en
positieven) te specifiëren. Als deel van dit proefschrift bekijken we correlatieclustering
vanuit dit interactief oogpunt.

Overzicht van het proefschrift

Dit proefschrift bestaat uit vijf hoofdstukken. Hoofdstuk 1 bevat de inleiding, de
conclusie is te vinden in hoofdstuk 5. De voornaamste bijdragen bevinden zich in
hoofdstukken 2, 3 en 4, die als volgt kunnen worden samengevat:

Hoofdstuk 2: Hierin beschrijven we hoe conjunctieve queries kunnen worden bena-
derd. Het onderliggende idee is om de gegevens eerst samen te vatten door
gebruik te maken van een representatieve verzameling van gegevens. Als deze
verzameling een kleine afstand heeft tot de originele database, met betrekking
tot een bepaalde afstandsmaat, dan tonen we aan dat het queryresultaat op dat
deel van de gegevens ook op een kleine afstand ligt van het queryresultaat op de
volledige database. Dit leidt tot de vraag welke benadering van de gegevens men
moet nemen om queries goed te benaderen. Door kwantitatieve informatie over
deze gegevensbenaderingen op te slaan in de catalogus van het databasesysteem
en gebruik te maken van een procedure die fouten afschat op de geaassocieerde
benadering van de query resultaten, kunnen we door middel van het oplossen van
een lineair optimalisatie-probleem, de beste benadering voor de queries vinden.
Daarenboven kan een limiet gezet worden op de grootte van de gegevensbena-
dering zodat het gegarandeerd is dat de benaderingen van de queryresultaten
op een efficiënte manier bekomen kunnen worden. Deze benaderingsmethode
wordt zowel theoretisch als experimenteel onderzocht in dit hoofdstuk.

Hoofdstuk 3: Terwijl in het vorige hoofdstuk werd verondersteld dat de database niet
verandert, herzien we dat in dit hoofdstuk. We onderzoeken de impact van ver-
anderingen aan de onderliggende database op onze benaderingsmethode. Meer
bepaald presenteren we algoritmen die de kwantitatieve informatie, opgeslagen
in de catalogus van het databasesysteem, update wanneer de database veranderd
wordt. Deze methoden zijn veel efficiënter dan het simpelweg herberekenen
van deze informatie. Daarenboven beschrijven we ook hoe de reeds bewaarde



115

gegevensbenaderingen minimaal kunnen worden aangepast wanneer de onderlig-
gende gegevens veranderen. We onderzoeken zowel formele eigenschappen van
deze algoritmen en valideren ze experimenteel.

Hoofdstuk 4: In dit hoofdstuk beschrijven we een interactieve versie van correlatie-
clustering. We laten gebruikers toe het aantal valse positieven en valse negatieven
te controleren. Wanneer echter de gebruiker te strenge beperkingen eist, kan
het zijn dat geen clustering gevonden kan worden. In dat geval geven we de
gebruiker een kleine hoeveelheid aan koppels van objecten die hij kan inspecte-
ren. Meer bepaald kan de gebruiker koppels die gelijkaardig waren verwerpen
of deze als niet gelijkaardig markeren. Wanneer de gebruiker dit doet voor al
deze paren, is het bestaan van een clustering, die aan de beperkingen op valse
positieven en negatieven voldoet, gegarandeerd. In dit hoofdstuk onderzoeken
we het algoritmen die dergelijke koppels aanbieden aan de gebruiker. Gezien de
hoge complexiteit van dit probleem (NP-compleet) beschrijven we een benade-
ringsalgoritme. Ook hier ligt een lineair optimalisatie-probleem aan de grondslag
van het algoritme. We tonen experimenteel aan dit algoritme zeer goed werkt,
zelfs beter dan de theoretische garantie die we bewijzen in dit hoofdstuk.
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