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Abstract

Split-plot and other multi-stratum structures are widely used in factorial and re-
sponse surface experiments and residual maximum likelihood (REML) and general-
ized least squares (GLS) estimation is seen as the state-of-the-art method of data
analysis for nonorthogonal designs. We analyze data from an experiment run to
study the effects of five process factors on the drying rate for freeze dried coffee and
find that the main-plot variance component is estimated to be zero. We show that
this is a typical property of REML-GLS estimation which is highly undesirable and
can give misleading conclusions. In the classical approach, it is possible to fix the
main-plot variance at some positive value, but this is not satisfactory either. Instead,
we recommend a Bayesian analysis, using an informative prior distribution for the
main-plot variance component and implemented using Markov chain Monte Carlo
sampling. Paradoxically, the Bayesian analysis is less dependent on prior assump-
tions than the REML-GLS analysis. Bayesian analyses of the coffee freeze drying
data give more realistic conclusions than REML-GLS analysis, providing support
for our recommendation.

Keywords: Bayesian methods; coffee; effective degrees of freedom; freeze drying; gener-
alized least squares; likelihood; MCMC; REML; split-plot experiment.
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1 Introduction

There has been much recent interest in factorial designs, including fractional replicates,
response surface designs and mixtures designs, run in split-plot or other multi-stratum
structures. These occur in many industrial and scientific experiments when some factors
are more difficult to change than others. For example, if the hard-to-change factors are
held constant each day, but several runs are made each day with different levels of the
easy-to-change factors, then a split-plot structure arises, with information on the effects
of factors appearing in different strata in the analysis. For two-level designs it is often
possible to use a regular orthogonal design and recent work has concentrated on finding
good fractions (e.g. Huang, Chen and Voelkel, 1998, Bingham and Sitter, 1999), whereas
in other situations it is often necessary to use nonorthogonal designs. All information
on the hard-to-change factors appears in the main-plot stratum so that inferences on
them depend mainly on the variance between main plots, while most information on the
easy-to-change factors and their interactions with the hard-to-change factors appears in
the sub-plot stratum, so that inferences on them depend mainly on the variance between
subplots.

Letsinger, Myers and Lentner (1996) pointed out that most experimenters ignore the
multi-stratum structure when analysing data from split-plot response surface designs and
showed how misleading such analyses could be. They recommended the use of the linear
mixed model, with the parameters estimated by residual maximum likelihood (REML)
and generalized least squares (GLS). These methods are available in most specialist statis-
tics packages and have become increasingly popular for analysing data from multi-stratum
response surface and mixtures designs.

The general form of the linear mixed model is

Y = Xβ + Zγ + ǫ, (1)

where X is the treatment design matrix, β is a vector of fixed treatment parameters, such
as the parameters of a polynomial response surface model, Z is the design matrix for the
random effects induced by restrictions in the randomization, such as blocks, main plots,
etc., γ is a vector of these k random effects, having variances σ2

k, . . . , σ
2
1, and ǫ is the usual

vector of run effects, or errors, having variance σ2. Most of our discussion is in terms of
polynomial response surface models, but it applies equally to any type of treatment model
when randomization restrictions lead to some important treatment information being in
a higher stratum than the runs. The general ideas also apply to non-normal models, such
as generalized linear mixed models, although we have not yet worked out this case in
detail.

In this paper we strongly support the use of the linear mixed model as the only correct
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basis for analysis, but caution against the automatic use of REML and other likelihood-
based methods for estimating the parameters and drawing inferences. We show that
the procedures implemented in several statistical software packages suffer from serious
problems in experiments with small numbers of experimental units in some strata, e.g.
with few main plots. In such circumstances there might be effectively zero degrees of
freedom for estimating the main-plot error variance. In effect, if there is no information
with which to estimate the variance component in some stratum, the packages produce
an analysis equivalent to one based on the assumption that this variance component is
known to be zero. Hence, if there is really no basis for carrying out hypothesis tests about
the factors applied to some stratum, the packages report tests which appear to be very
powerful for the effects of these factors. The consequences of this incorrect analysis can be
that completely inappropriate conclusions are drawn. Goos, Langhans and Vandebroek
(2006) showed that the estimated main-plot variance component in a split-plot structure
very often turns out to be zero.

In Section 2, we describe an experiment on a freeze drying process in which a variance
component was estimated to be zero. In Section 3 we describe in detail how the problem
arises in the use of likelihood methods and the consequences for the analysis of data and
suggest a not wholly satisfactory solution within the likelihood framework. In Section 4 we
suggest a Bayesian approach to the analysis of data from such experiments, explain how
prior distributions can be chosen and describe the implementation using Markov chain
Monte Carlo (MCMC) methods. In Section 5 we return to the motivating example and
present several analyses with different prior distributions to show the important decisions
that must be made. Some final comments are made in Section 6.

2 Motivating Example

An experiment was carried out by J. M. Pardo at the University of Reading, UK, to study
the effect of several process factors on the retention of volatile compounds in the freeze
drying of coffee. Freeze drying has become an economically important process because
of the high quality achieved and coffee is a successful freeze dried product. The quality
of freeze dried coffee depends to a large extent on the aroma retained, but not all the
volatile aroma compounds are perceived to the same extent, so it is important to study
them individually. The system is too complex for mechanistic modelling, so an experiment
was designed which would allow an empirical response surface model to be fitted. The
setup and analysis of this experiment were reported by Gilmour et al. (2000).

Five factors were studied, the pressure in the drying chamber (X1), the heating temper-
ature (X2), the initial solids content in the coffee solution (X3), the thickness of the slab
freeze dried as a batch (X4), and the freezing rate (X5). Each factor was included at three
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Table 1: Factors and coded levels used in the freeze drying experiment

Coded Levels
Factor Factor -1 0 1
Pressure (Pa) X1 30 50 70
Temperature (°C) X2 25 35 45
Solids content X3 0.1 0.2 0.3
Slab thickness (cm) X4 1.0 1.5 2.0
Freezing rate X5 slow1 medium2 fast3

1 Slow: 18 hours at -18°C and 6 hours at -35°C
2 Medium: 6 hours at -18°C and 18 hours at -35°C
3 Fast: 24 hours at -35°C

levels, as shown in Table 1. Time constraints meant that the maximum amount of exper-
imentation that could be done was about 30 runs. However, this could not be done if the
run order was completely randomized. The pressure was controlled manually by a needle
valve, which is a very time consuming process. The experimenter’s preferred method was
to run all the treatment combinations at each level of pressure together. However, this
would not allow any inferences to be drawn about the main effects of pressure.

The best practical compromise was to use a split-plot design with 6 main plots, each
containing 5 subplots. The pressure factor was randomized to the main plots and the
other four factors were randomized to the subplots. A design was obtained using the
algorithm of Trinca and Gilmour (2001) and is shown in Table 2, along with one of the
responses observed, the drying rate, y.

The two levels of randomization used imply that the appropriate model for analysing a
response is the linear mixed model with the response surface parameters as fixed effects
and with random effects for main plots and runs. We write this model as

Yij = β0 +
5∑

r=1

βrxrij +
5∑

r=1

βrrx
2

rij +
4∑

r=1

5∑

s=r+1

βrsxrijxsij + δi + ǫij, (2)

where Yij is the model for yij, the response from the jth run in the ith main plot, xrij is
the corresponding value of the explanatory variable Xr, β0, . . . , β45 are the 21 unknown

fixed parameters, δi
iid
∼ N(0, σ2

B) is the random main-plot effect, ǫij
iid
∼ N(0, σ2) is the

random run effect, δi and ǫij are independent ∀i, j, σ2
B and σ2 are unknown parameters,

the main-plot variance component and the run variance respectively, i = 1, . . . , 6 and
j = 1, . . . , 5.

The model given by (2) is justified by the randomization and the only part of its ran-
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Table 2: Design and data for the freeze drying experiment

Main plot x1 x2 x3 x4 x5 y
1 1 0 0 0 1 66.000
1 1 0 0 1 0 66.094
1 1 -1 0 0 0 57.848
1 1 0 0 0 0 66.000
1 1 0 1 0 0 51.871
2 0 0 0 0 0 70.884
2 0 -1 1 -1 1 56.763
2 0 1 1 1 0 62.423
2 0 1 -1 -1 0 83.570
2 0 -1 -1 1 1 65.191
3 -1 0 0 0 0 71.379
3 -1 1 1 1 1 97.931
3 -1 -1 1 -1 -1 54.947
3 -1 -1 -1 1 -1 61.704
3 -1 1 -1 -1 1 80.410
4 1 0 0 -1 0 66.934
4 1 1 0 0 0 79.220
4 1 0 0 0 -1 65.203
4 1 0 -1 0 0 73.835
4 1 0 0 0 0 67.941
5 -1 0 0 0 0 69.184
5 -1 1 1 -1 1 85.379
5 -1 1 -1 1 -1 74.300
5 -1 -1 1 1 -1 50.360
5 -1 -1 -1 -1 1 60.266
6 0 1 -1 1 1 89.160
6 0 0 0 0 0 68.500
6 0 1 1 -1 -1 75.570
6 0 -1 1 1 1 56.470
6 0 -1 -1 -1 -1 68.388
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dom components that can be questioned is the assumption of normality. However, most
analyses are robust to this assumption, so it usually does not create serious problems. We
are left with just the problem of how to estimate the parameters of the model and carry
out inferences. The state-of-the-art method, which is increasingly used in practice, is to
estimate the random effects using REML and the fixed effects by GLS (e.g. Webb, Lucas
and Borkowski, 2004).

When this analysis is carried out for the drying rate y using the R lme function (Pinheiro
and Bates, 2000), we obtain estimates of σ̂2

B = 0.0051, σ̂2 = 14.31 and fixed effects as
shown in Table 3. Note that testing is based on 3 denominator degrees of freedom for the
pressure effects and 6 denominator degrees of freedom for all other effects. We also used
maximum likelihood, rather than REML, estimation in R and obtained almost identical
estimates and standard errors for the fixed effects, although the variance components are
estimated to be σ̂2

B = 0.0005 and σ̂2 = 4.29.

Using the GenStat package’s (GenStat Committee, 2002) REML and VCOMPONENTS
directives, with the Fisher scoring optimization option, estimates of σ̂2

B = 0 and σ̂2 = 17.00
are obtained with 2.61 and 6.39 effective degrees of freedom respectively, along with a
warning message suggesting that the analysis be rerun with the main-plots random effect
dropped from the model. GenStat gives the values of Wald test statistics of each fixed
effect, but no indication of which reference distribution they should be compared with.
Changing the optimization criterion to average information, estimates of σ̂2

B = 0 and
σ̂2 = 14.31 are obtained, with no indication of the effective degrees of freedom. In both
cases the fixed effects estimates and their standard errors are very similar to those obtained
from R.

Fitting the same model using the SAS procedure MIXED (Littell et al., 1996), with
the Kenward-Roger method (Kenward and Roger, 1997) for obtaining the degrees of
freedom, and using JMP6, the same variance components estimates as GenStat with
average information are obtained and tests of all of the fixed effects using 9 denominator
degrees of freedom, obtained from 30 observations minus 21 parameters, are given. One
consequence of using these denominator degrees of freedom is that the p-value for β1 is
0.0376, perhaps leading to different conclusions from the analysis in Table 3. Using the
containment method for the degrees of freedom in SAS gives the same estimates, but uses
6 denominator degrees of freedom for testing all fixed effects, which gives a p-value of
0.0507 for β1.

The differences in the estimates of the variance components are due to differences between
the default options in the packages for dealing with variance components whose estimates
are negative at the final step in the iteration. Aldworth and Hoffman (2002) discussed this
point and suggested that methods which allow variance components to be negative should
be considered. When we attempted to do this in GenStat a warning was given that it had
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Table 3: Estimates of fixed effects from REML-GLS analysis in R

Parameter Value Std.Error DF t-value p-value
X1 -2.74366 1.1266359 3 -2.43526 0.0929
X2 10.01684 1.1147390 6 8.98582 0.0001
X3 -6.00878 1.0356700 6 -5.80183 0.0011
X4 -1.28127 1.0724427 6 -1.19473 0.2773
X5 3.01182 1.2086306 6 2.49193 0.0470
X2

1 0.76316 1.9295711 3 0.39551 0.7189
X2

2 2.11975 2.3378230 6 0.90672 0.3995
X2

3 -3.56125 2.3378230 6 -1.52332 0.1785
X2

4 0.09975 2.3378230 6 0.04267 0.9674
X2

5 1.35646 2.1215861 6 0.63936 0.5462
X1X2 1.06165 1.6355272 6 0.64912 0.5403
X1X3 -4.90213 1.5676459 6 -3.12706 0.0204
X2X3 0.07355 1.1026749 6 0.06670 0.9490
X1X4 -2.81613 1.6039401 6 -1.75575 0.1297
X2X4 -0.50675 0.9819177 6 -0.51609 0.6243
X3X4 -1.58075 1.1277155 6 -1.40172 0.2106
X1X5 -4.01577 1.9553286 6 -2.05376 0.0858
X2X5 1.36108 1.2636338 6 1.07712 0.3228
X3X5 2.94323 1.2729082 6 2.31221 0.0601
X4X5 3.87281 1.3844125 6 2.79744 0.0313
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Table 4: Summary of REML analysis with simplified model using R

Parameter Value Std.Error DF t-value p-value
X1 -2.94528 0.8999679 4 -3.27264 0.0307
X2 10.55107 0.9211373 17 11.45439 0.0000
X3 -6.30406 1.0331840 17 -6.10159 0.0000
X4 -1.23988 0.9344075 17 -1.32692 0.2021
X5 3.05224 0.9811778 17 3.11080 0.0064
X1X3 -5.77321 1.4536665 17 -3.97148 0.0010
X3X5 3.36532 1.0726801 17 3.13730 0.0060
X4X5 3.49776 1.1699006 17 2.98980 0.0082

failed to converge and the results reported depend on the number of iterations allowed
and on the starting values used. Similarly SAS PROC MIXED failed to converge. REML
analysis using JMP6 led to an estimate of -3.21 for σ2

B and an estimate of 16.54 for σ2, but
produced a note that convergence is questionable. Because the Kenward-Roger method
produced degrees of freedom smaller than one, JMP6 reports one degree of freedom for
every effect in the analysis.

Model simplification, using R with REML estimation, allows a model with only the linear
effects and three interaction terms to be fitted. This model gives σ̂2

B = 0.0093 and
σ̂2 = 15.01 and is summarized in Table 4. Very similar results were obtained using
GenStat. When this model is estimated using JMP6, similar estimates are obtained for
the fixed effects, but the estimated variance components are σ̂2

B = −0.43 and σ̂2 = 15.40.
The standard errors and degrees of freedom reported by JMP6 are different from those
produced by R, especially for the X4 ×X5 interaction. A summary of the REML analysis
is displayed in Table 5.

There are several aspects of this analysis that should cause practitioners concern. First,
the results and even the qualitative conclusions depend on which package is used. For the
full model, the results from R seem to be the most reasonable, as they do not treat the data
as if they come from a completely randomized design. However, even this analysis gives
very small estimates for σ2

B. Also, the degrees of freedom for testing the pressure effects
seem too optimistic. If all other effects were estimated orthogonally to main units, then
we would have 3 residual degrees of freedom in the main plots, but the nonorthogonality
in the experimental design should reduce the effective degrees of freedom, perhaps even
to zero. The degrees of freedom given by R are in effect an upper bound on the true
effective degrees of freedom.
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Table 5: Summary of REML analysis with simplified model using JMP6

Parameter Value Std.Error DF t-value p-value
X1 -2.95667 0.8557315 3.36 -3.45513 0.0342
X2 10.56330 0.9463844 18.86 11.16175 0.0000
X3 -6.31718 1.0874197 20.23 -5.80933 0.0000
X4 -1.25406 0.9602529 19.01 -1.30597 0.2071
X5 3.0008 1.0368433 20.25 2.89412 0.0089
X1X3 -5.77001 1.5560602 21.00 -3.70809 0.0013
X3X5 3.37735 1.0908979 18.40 3.09594 0.0061
X4X5 3.55472 1.3296836 9.37 2.67336 0.0246

3 Dangers of Likelihood Analyses

3.1 Illustrative Example

What we believe to be the most serious weakness of the likelihood based analyses can be
illustrated by the following artificial example. The data in Table 6 are from a fictitious
split-plot design of the regular orthogonal type with main-plot factor X1, subplot factor
X2 and response Y . Using R to fit the model

Y = β0 + β1x1 + β2x2 + β22x
2

2 + β12x1x2,

the estimates of random effects are σ̂2
B = 11.14 and σ̂2 = 6.74 and the estimates and

inferences for the fixed effects are shown in Table 7.

From this orthogonal design, the observations from runs 3, 6, 9 and 10 were deleted and
the remaining data, now from a nonorthogonal design, were analysed in exactly the same
way as above. The estimates of the random effects are σ̂2

B = 0.0024 and σ̂2 = 9.00 and the
estimates and inferences for the fixed effects are shown in Table 8. The most incredible
result is that, despite losing one quarter of a small data set, the standard error of β̂1

has actually become smaller. The reason for this is of course that the estimate of the
main-unit variance component has become very small.

We can explain this result as follows. In the orthogonal design, all information on the
treatment parameters other than β1 appears in the subplots stratum and so the 3 degrees
of freedom for main plots are used for estimating β1 (1 d.f.) and σ2

B (2 d.f.). When
the design becomes unbalanced, the main-plot totals contain information about the other
parameters of the model. This “inter-main-plot” information uses up some of the degrees
of freedom in the main plots, so that there are zero or almost zero effective degrees of
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Table 6: Fictitious data

Main
Plot Run X1 X2 Y

1 1 -1 -1 11
1 2 -1 0 13
1 3 -1 1 18
2 4 -1 -1 10
2 5 -1 0 20
2 6 -1 1 23
3 7 1 -1 31
3 8 1 0 38
3 9 1 1 33
4 10 1 -1 40
4 11 1 0 40
4 12 1 1 41

Table 7: Fixed effects estimates for data in Table 6

Parameter Estimate Std.Error DF t-value p-value
X1 10.66667 1.8293958 2 5.830705 0.0282
X2 2.87500 0.9180207 5 3.131738 0.0259
X2

2 -1.87500 1.5900585 5 -1.179202 0.2914
X1X2 -2.12500 0.9180207 5 -2.314763 0.0685

Table 8: Fixed effects estimates for reduced data set

Parameter Estimate Std.Error DF t-value p-value
X1 11.250000 1.500052 2 7.499741 0.0173
X2 3.999867 2.371538 1 1.686613 0.3407
X2

2 -3.000000 2.999704 1 -1.000099 0.5000
X1X2 0.999867 2.371538 1 0.421611 0.7460
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freedom for estimating σ2
B (despite the indication from R that there are still 2 d.f.). When

it is impossible to estimate this variance component it is set to zero or a value very close
to zero (which happens much less often in orthogonal designs). The consequence of this
is that the inferences on parameters estimated wholly in the main plots stratum can be
wildly optimistic. This immediately casts doubt on the utility of these methods.

SAS gives exactly the same analysis for the full data set and, for the reduced data, the
estimates of the fixed effects and their standard errors were almost identical. However,
for the reduced data SAS estimates the main-unit variance component to be σ̂2

B = 0 and
consequently, if run with the Kenward-Roger method, uses 3 residual degrees of freedom
for testing β1 = 0. So, by this method, not only has the standard error of β̂1 decreased
when observations are lost, but additionally the residual degrees of freedom against which
it is tested have increased. Using the containment method, SAS reports 1 degree of
freedom for testing β1 = 0. Whereas R reports a p-value of 1.7%, SAS reports one of
0.03% with the Kenward-Roger method and one of 8.4% with the containment method.
If SAS is unable to estimate a variance component and the Kenward-Roger method is
used, it thus reports an analysis that would be appropriate if this variance component is
known to be zero. If σ̂2

B is allowed to be negative, it does in fact turn out to be negative,
but the conclusions are not changed substantially.

Of course, these results do not cast doubt on the validity of likelihood theory. It is simply
that likelihood methods are based mainly on asymptotic results and there is no reason to
expect them to be applicable to the small experiments we are considering. In particular,
the asymptotics require the number of experimental units in each stratum to be large
before they can recover the treatment information in that stratum. Thus a split-plot
design would need to have a large number of main plots before the asymptotic results
would guarantee the success of the likelihood methods. Although these methods work
well in small experiments with orthogonal structures, we believe that they will fail too
often in nonorthogonal designs to be useful.

3.2 Fixing the values of the variance components

Given the dangers inherent in the likelihood analyses outlined above, one might consider
specifying positive values for one or more variance components oneself instead of estimat-
ing these parameters. This would be especially useful for parameters that are hard to
estimate because of a lack of degrees of freedom, as is the case for the main-unit variance
component σ2

B. Bisgaard and Steinberg (1997) suggested that the main-plot variance
component σ2

B is often larger than the run variance σ2 and this also matches our expe-
rience with experiments in food processing. Given the estimate of 15.01 for σ2, it might
therefore be reasonable to fix the value of the main-plot variance σ2

B at 15. When doing
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Table 9: Summary of REML analysis with simplified model and σ2
B = 15 fixed (using

SAS and Kenward-Roger degrees of freedom)

Parameter Value Std.Error DF t-value p-value
X1 -2.8406 2.1458 21 -1.32 0.1998
X2 10.4772 0.9374 18.5 11.18 < .0001
X3 -6.2190 1.0747 18.8 -5.79 < .0001
X4 -1.1276 0.9552 18.6 -1.18 0.2527
X5 3.3332 1.0189 18.8 3.27 0.0041
X1X3 -5.8547 1.5849 19.8 -3.69 0.0015
X3X5 3.2623 1.0889 18.5 3.00 0.0076
X4X5 2.9744 1.5614 21 1.90 0.0706

so, the estimate of σ2 changed to 15.14.

The impact of fixing the main-plot variance on the estimation of the simplified model
in Tables 4 and 5 is shown in Tables 9 (Kenward-Roger method) and 10 (containment
method). The first striking change in the analysis is the fact that the linear pressure effect
and the interaction of slab thickness and freezing temperature are no longer statistically
significant at the 5% level. For the pressure effect, this is because the standard error is
substantially increased to more accurately reflect that fact that the information on this
effect is in the main-plot stratum. Note, however, that the degrees of freedom given by
SAS imply that the inference on this effect is done with respect to the subplots stratum
variance for both options. For the interaction term, the standard error changes to a lesser
extent, but the estimate itself changes from 3.50 to 2.97, leading to completely different
conclusions. GenStat has an option to fix the ratio of variance components. Fixing this
ratio to be 1 gives similar results to those shown.

This shows that whether or not the variance components are estimated to be zero might
have a serious impact on the final conclusions a researcher draws. Fixing the main-plot
variance offers the advantage that the increased variance of the estimated main-plot effects
is explicitly taken into account. A disadvantage of the approach is that by fixing some the
variance components the researcher may use too large a standard error for some of the
model effects: it is possible that, in some data sets, there is little main-plot-to-main-plot
variability so that an analysis with a zero estimate for the main-plot variance is in fact
appropriate. In any case, the degrees of freedom reported by the packages for these effects
are based on the assumption that the value used for σ2

B is known to be correct, so that
the inferences carried out are highly optimistic and of limited value.
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Table 10: Summary of REML analysis with simplified model and σ2
B = 15 fixed (using

SAS and containment method for degrees of freedom)

Parameter Value Std.Error DF t-value p-value
X1 -2.8406 2.1454 17 -1.32 0.2030
X2 10.4772 0.9369 17 11.18 <.0001
X3 -6.2190 1.0734 17 -5.79 <.0001
X4 -1.1276 0.9545 17 -1.18 0.2537
X5 3.3332 1.0177 17 3.28 0.0045
X1X3 -5.8547 1.5800 17 -3.71 0.0018
X3X5 3.2623 1.0883 17 3.00 0.0081
X4X5 2.9744 1.5466 17 1.92 0.0714

4 Bayesian Analysis

We have seen that the results and conclusions from unbalanced multi-stratum designs can
depend heavily on the prior assumptions made. An approach in which the researcher can
explicitly take into account his or her prior beliefs, but at the same time allows them to
be overruled by the data, is of course better in such situations. A Bayesian analysis of
data from multi-stratum experiments is such an approach.

In the Bayesian approach, the user specifies a joint prior distribution for the model para-
meters. The Bayesian analysis then uses the data to construct a joint posterior distribu-
tion of the model parameters. From this joint posterior distribution we can interpret the
results by obtaining the posterior marginal distributions for each parameter and posterior
distributions for any other quantity of interest. If there is enough information in the data
about a particular parameter, the Bayesian estimate and its variance will be similar to
the REML-GLS estimate. If the data contain little information about a parameter, the
posterior distribution for that parameter will be very similar to its prior distribution.

The unknown parameters in model (1) are β, σ2
k, . . . , σ

2
1 and σ2. We need to specify a joint

prior distribution for these parameters. Typically, independent priors for each parameter
will be used, if necessary after a reparameterization. Using the standard coding of the
factor levels, independent priors for the elements of β are usually reasonable. Since
the main objective of the experiment is to estimate these fixed effects, it will often be
reasonable to use noninformative, or weakly informative, priors for these parameters. We
suggest using priors of the form βr ∼ N(0, τ 2

r ), where noninformative priors are obtained
by making τ 2

r very large.
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The conjugate prior for σ2 is inverse-gamma and we might use this when we wish to
express informative prior opinions about the run-to-run variance. However, since σ2 will
usually be well estimated from the data, it might often be considered more appropriate to
use a noninformative prior. In this case we suggest using a uniform prior, over a suitably
wide range, on log σ, as recommended by Gelman et al. (2004, ch. 14) and Spiegelhalter,
Abrams and Myles (2003, ch. 5).

Since our main reason for using a Bayesian approach is that the data provide little in-
formation about the higher level variance components σ2

k, . . . , σ
2
1, it is important that we

express the prior information on these parameters carefully and it will usually be impor-
tant to make it informative, but realistic. The inverse-gamma family of prior distributions
is the most natural to use, but there might be some reluctance to assume independence
of the variance components. Also, it will often be easier to express the prior information
about ρl = σ2

l /(σ
2
l + · · ·+σ2

1 +σ2), the intra-level-l-unit correlation. This is the correlation
between responses from runs in the same level-l unit after adjusting for differences between
higher level units. In our example, in which we have only two strata, we have a single
parameter ρ = σ2

B/(σ2
B + σ2), the intra-main-plot correlation. Often a beta distribution

will be appropriate.

Note that these priors are only suggestions that seem to be appropriate for many experi-
ments and that the methodology is equally applicable to any other priors that are used.
The analysis of models in this form is most easily and reliably carried out using Markov
chain Monte Carlo methods and implemented in the WinBUGS package (Spiegelhalter et

al., 2003).

5 Analysis of the Freeze Drying Data

5.1 Priors

Using the Bayesian approach, we have analysed the data from the freeze drying experiment
using several different prior distributions. The results reported here are for 12 different
scenarios. In each case the priors specified are independent.

Half of these scenarios involved noninformative prior distributions for the fixed parameters
β0, . . . , β45 obtained as βr ∼ N(0, τ 2

r ), with very large τr. The other half of the analyses
were done using weakly informative priors, for which we used N(0, 25) for the linear and
the interaction effects, and N(0, 100) for the quadratic effects, these providing information
equivalent to approximately 2 observations.

For the variance components, we also investigated the impacts of noninformative and
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weakly informative prior distributions. In five of the six scenarios for the variance com-
ponents, we used a uniform prior distribution on the interval [−20, 20] for log σ, which
seems to cover a realistic range. In those scenarios we used beta prior distributions for the
intra-main-plot correlation ρ = σ2

B/(σ2
B +σ2). To get a realistic assessment for some likely

values of ρ, we looked at a few published data sets from industrial experiments. Letsinger,
Myers and Lentner (1996), Littell et al. (1996), Kowalski, Cornell and Vining (2002) and
Webb et al. (2004) found ρ = 0.51, ρ = 0.42, ρ = 0.45 and ρ = 0.87 respectively for
four different data sets. For the parameters α and β of the beta distribution, we used
four combinations of α and β to cover weakly informative and highly informative cases,
as measured by the equivalent number of observations α + β, and small and large prior
means. Specifically, we used α + β ∈ {5, 20} and α/(α + β) ∈ {0.5, 0.9}. Also, we set
α = β = 1 to represent almost noninformative priors. Finally, to show what happens if
a noninformative prior for σ2

B is used, we also performed an analysis using the uniform
distribution on the interval [0, 20] for σB, as recommended by Gelman (2006), and, inde-
pendently, a gamma distribution with parameters r = 5 and µ = 40 for 1/σ2. The six
prior distributions for the variance components are labelled priors 1-6, as in Table 11. A
typical WinBUGS program for these analyses is given in the Appendix.

5.2 Results

Summaries, for a few of the parameters, of the analyses carried out in WinBUGS are
shown in Tables 12-20. These parameters were chosen because they represent the main
plot factor effects, some other potentially active effects, a typical inactive effect and the
two variance components. We also checked the other parameters and there were no
unusual features. Table 12 summarizes the marginal posterior distributions obtained for
β1 from the 12 different prior distributions. The first thing to note is that in each case
the 95% credible interval includes zero. This is consistent with the p-value obtained from
R (see Table 3), but not those obtained from SAS, which showed β1 to be significantly
different from zero at the 5% level. We also see that the standard deviations are large,
reflecting their dependence on σ2

B and, of course, this is particularly true when the prior
estimate of σ2

B is large, i.e. for priors 2 and 4.

The likelihood based analyses found no evidence of a non-zero β11 effect and that is also
true for the Bayesian analyses. However for some priors, especially those with a large
prior estimate of σ2

B the credible intervals are very wide and even suggest that β11 could
be the largest effect of all. For both β1 and β11, informative priors for the fixed effects
shrink them towards zero to a considerable extent.

Tables 14-16 show that the estimation of the parameters β2, β22 and β35 is very insensitive
to prior assumptions. Since almost all of the information on these parameters is in the
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Table 11: Labelling of posterior distributions for variance components

Prior ρ = σ2
B/(σ2

B + σ2) log σ
1 Beta(2.5,2.5) U(-20,20)
2 Beta(4.5,0.5) U(-20,20)
3 Beta(10,10) U(-20,20)
4 Beta(18,2) U(-20,20)
5 Beta(1,1) U(-20,20)

σB 1/σ2

6 U(0,20) Gamma(5,40)

Table 12: Posterior distributions for β1

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 -2.866 2.020 (-6.854, 1.023) -2.373 1.777 (-5.764, 1.334)
2 -3.184 3.388 (-11.33, 3.024) -1.895 2.518 (-6.364, 3.727)
3 -2.691 2.169 (-7.095, 1.686) -2.185 1.889 (-5.922, 1.763)
4 -2.148 4.625 (-11.50, 7.124) -1.366 3.281 (-7.631, 5.422)
5 -2.927 2.345 (-8.114, 1.278) -2.388 1.515 (-5.323, 0.745)
6 -2.766 2.522 (-8.605, 2.268) -2.353 1.554 (-5.168, 1.295)

Table 13: Posterior distributions for β11

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 0.3648 3.388 (-6.748, 6.889) 0.2375 3.001 (-5.901, 6.177)
2 0.3742 7.672 (-15.23, 14.68) 0.2369 4.683 (-9.419, 9.716)
3 0.6166 3.761 (-7.063, 8.582) 0.3272 3.392 (-6.412, 7.284)
4 1.0790 8.195 (-13.59, 21.38) 0.5214 5.663 (-10.76, 12.38)
5 0.3105 3.663 (-7.470, 7.219) 0.2372 2.705 (-5.403, 5.434)
6 0.7080 4.159 (-9.779, 9.508) 0.4470 2.720 (-5.059, 5.999)
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Table 14: Posterior distributions for β2

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 10.27 1.172 (7.939, 12.56) 9.650 1.105 (7.231, 11.69)
2 10.41 1.168 (8.136, 12.75) 9.787 1.092 (7.465, 11.79)
3 10.31 1.178 (7.896, 12.61) 9.728 1.091 (7.442, 11.82)
4 10.45 1.140 (8.245, 12.73) 9.854 1.086 (7.536, 11.84)
5 10.20 1.222 (7.800, 12.61) 9.623 1.128 (7.215, 11.73)
6 10.22 1.062 (8.146, 12.33) 9.706 1.003 (7.676, 11.66)

Table 15: Posterior distributions for β22

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 2.211 2.385 (-2.557, 7.043) 2.080 2.229 (-2.403, 6.466)
2 2.199 2.295 (-2.241, 6.898) 2.081 2.134 (-2.235, 6.217)
3 2.120 2.444 (-2.862, 7.005) 2.096 2.188 (-2.354, 6.490)
4 2.156 2.252 (-2.380, 6.597) 2.118 2.092 (-2.054, 6.316)
5 2.130 2.481 (-2.849, 7.093) 2.081 2.284 (-2.428, 6.464)
6 2.152 2.178 (-2.123, 6.392) 2.121 2.068 (-2.015, 6.289)

runs stratum, i.e. they are estimated nearly orthogonally to main plots, this is to be
expected. Informative priors for the fixed effects shrink them towards zero to a very small
extent.

The pattern for β13 and β45 is not quite so simple, as shown in Tables 17 and 18. The
posteriors for these parameters are sensitive to a small, but non-negligible, extent to the
priors, especially the prior mean of σ2

B. The reason for this is that there is a considerable
amount of inter-main-plot information on these parameters, i.e. they are far from being
orthogonal to main plots. In the case of β45, this is easily seen in Table 2 by comparing
the pairwise pattern of X4 and X5 with that of X3 and X5. The patterns are identical in
main plots 1, 3 and 4 and equally good in main plot 2. However, considering just main
plots 5 and 6, the X4 × X5 interaction is confounded with the main-plot effect, while
the X3 × X5 interaction is orthogonal to the main-plot effect. The nonorthogonality of
β13 is even more serious, although it is perhaps less obvious, arising because there is no
information on this parameter from main plots 2 and 6. This illustrates the importance
of classical design principles such as orthogonality even when a fully Bayesian analysis is
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Table 16: Posterior distributions for β35

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 2.930 1.324 (0.2913, 5.535) 2.499 1.226 (0.0998, 4.821)
2 2.950 1.283 (0.3781, 5.451) 2.512 1.190 (0.1008, 4.755)
3 2.962 1.355 (0.3378, 5.610) 2.501 1.208 (-0.0527, 4.841)
4 2.955 1.270 (0.4434, 5.571) 2.531 1.159 (0.1937, 4.704)
5 2.954 1.402 (0.0610, 5.745) 2.486 1.230 (-0.0626, 4.818)
6 2.939 1.206 (0.5705, 5.359) 2.582 1.129 (0.3548, 4.813)

Table 17: Posterior distributions for β13

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 -5.950 1.868 (-9.768, -2.292) -5.023 1.676 (-8.190, -1.511)
2 -6.461 1.933 (-10.30, -2.593) -5.462 1.654 (-8.468, -1.924)
3 -6.182 1.972 (-10.06, -2.296) -5.209 1.693 (-8.305, -1.696)
4 -6.634 1.908 (-10.49, -2.909) -5.626 1.695 (-8.739, -2.124)
5 -5.682 1.946 (-9.811, -1.989) -4.848 1.616 (-7.919, -1.494)
6 -5.735 1.713 (-9.303, -2.393) -4.970 1.548 (-8.020, -1.926)

to be performed.

One attractive feature of WinBUGS is that, although we parameterized the variance
components in terms of ρ and σ2, it is straightforward to report the marginal posterior
distribution of σ2

B. This is shown for each of our 12 priors in Table 19. As expected, the
posterior for σ2

B depends strongly on the prior distributions. Since our experimental data
provide little information about this parameter, most of the posterior information comes
from the prior. Note however, that the amount of information in the data is greater than
zero, so that if σ2

B turned out to be much greater than expected, it would be possible to
detect this. For σ2, the prior distributions have little effect on the posterior, as seen in
Table 20, and the posterior mean is very close to the estimates produced by REML.
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Table 18: Posterior distributions for β45

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 3.159 1.735 (-0.3383, 6.647) 3.007 1.535 (-0.0643, 6.072)
2 2.842 1.753 (-0.5650, 6.358) 2.692 1.528 (-0.4234, 5.661)
3 3.050 1.765 (-0.4159, 6.599) 2.864 1.505 (-0.2077, 5.788)
4 2.706 1.706 (-0.7628, 6.105) 2.616 1.518 (-0.4901, 5.543)
5 3.315 1.726 (-0.1843, 6.709) 3.137 1.465 (0.1230, 5.918)
6 3.303 1.513 (0.1455, 6.222) 3.175 1.372 (0.4222, 5.849)

Table 19: Posterior distributions for σ2
B

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 11.91 12.98 (1.22, 47.8) 9.500 10.53 (0.9132, 38.04)
2 60.37 154.0 (4.954, 313.8) 39.38 56.74 (4.282, 184)
3 14.51 11.33 (3.707, 43.84) 12.18 8.284 (3.12, 33.25)
4 93.84 86.92 (17.46, 322.9) 78.32 84.81 (15.31, 279.8)
5 12.06 29.88 (0.1295, 72.52) 6.194 9.806 (0.1075, 31.3)
6 18.47 43.60 (0.005133, 158.8) 9.163 24.25 (0.001925, 65.62)

Table 20: Posterior distributions for σ2

Noninformative priors for β Informative priors for β

Prior Mean SD 95% CI Mean SD 95% CI
1 14.94 9.500 (5.574, 36.42) 14.29 7.843 (5.747, 35.27)
2 13.87 9.395 (5.214, 36.93) 13.03 7.821 (5.014, 31.62)
3 15.36 9.505 (5.797, 38.65) 13.73 6.802 (5.303, 31.73)
4 13.46 7.474 (5.075, 33.35) 12.25 6.230 (4.829, 27.98)
5 16.56 10.67 (5.923, 44.36) 14.60 7.217 (5.855, 32.87)
6 12.01 4.606 (6.099, 23.65) 11.90 4.323 (6.017, 22.69)
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5.3 Summary

Prior information on the βi parameters slightly shrinks their estimates towards zero and
slightly reduces their posterior standard deviations, as expected. However, it does not
alter the conclusions substantially. However, the standard deviations of β1 and β11 are
decreased a bit more than those of the other parameters.

Prior information on σ2 does not seem very important, whereas prior information on ρ
has a considerable effect on the conclusions. A prior for ρ close to 0.9 greatly increases
the standard deviations of β1 and β11, compared with a prior close to 0.5, especially with
no prior information on the fixed effects. Increasing the prior information on ρ has some,
but no great, effect on the standard deviations of β1 and β11. This is seen by comparing
the results for priors 1 and 2 with those for priors 3 and 4 in Tables 12 and 13.

A particularly interesting feature of these results is that noninformative priors for the
fixed effects make the analysis highly sensitive to the prior information on ρ. Thus it
would be a mistake to believe that the analysis is more "objective" with noninformative
priors for the βi. Our personal preference would be to always use informative priors for
everything, although they should not be more informative than is justifiable from the
practical viewpoint.

6 Discussion

The large-sample likelihood based methods are inappropriate for analyzing data from
small experiments, meaning those with few experimental units in any stratum to which
treatments are not randomized. A method appropriate for small samples is needed and
the Bayesian approach is widely accepted as being sound and coherent.

The Bayesian analysis provides much more realistic conclusions than the REML-GLS
analysis, as it does not ignore the multi-stratum structure by assuming that there is
no inter-main-plot variance. This will prevent experimenters from drawing excessively
decisive conclusions about the effects of the main-plot factors and, in some cases, other
effects. Hence, resources will not be wasted altering the process on the basis of misleading
significant results. In addition, because a full posterior distribution is obtained, we can
distinguish between effects which are clearly too small to be important and those on which
we have insufficient information to determine whether they are small or large. In the latter
case, it might be useful to carry out further experimention to examine this effect, perhaps
along with some new factors.

The Bayesian analysis also circumvents some of the technical problems of the REML-
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GLS method. In using the classical methods, it is necessary to decide which optimization
method to use, whether or not to use the Kenward-Roger method for estimating the
standard errors of the fixed effects and which method to use for calculating degrees of
freedom for the hypothesis tests. There is little guidance as to when each of these methods
is best and, as illustrated by the analysis of the freeze dried coffee data, the decisions made
can affect the conclusions from the analysis.

The requirement for providing prior information is sometimes seen as a disadvantage of
Bayesian methods. Our results show that we need solid prior information on ρ, or on σ2

B.
This is not surprising, as we get almost no information on it from the data. In fact, the
results from the Bayesian analysis for small experiments are less dependent on a prior
point estimate of σ2

B than those from the REML-GLS analysis, which are equivalent to
an implicit assumption that σ2

B = 0, with no uncertainty attached to this assumption.

No experiment is performed in complete ignorance about what has been done in the
past. Often, prior information about inter-main-plot variance can be obtained from earlier
experiments or experience of the process under study. Depending on the application,
it might be appropriate to re-analyze historical data, review the published literature or
depend on the process operators’ or experimenters’ knowledge. Even if the prior knowledge
available is very limited, it is still better to use the Bayesian analysis, in this case with
vague priors, to avoid making the unwarranted assumption that σ2

B = 0 and to recognize
that it will be possible to draw only very limited conclusions about the effects of the
main-plot factors.

If it is important to learn about the effects of the main-plot factors and there is only
limited prior information about σ2

B, then experiments with only a few main plots are
inadequate. In such cases, there is no alternative to designing the experiment to have a
relatively large number of main plots, although this will lead to considerably increased
costs in the short term.

The Bayesian analysis reported here can be used in experiments with any other unit
structure. For example, if data from a response surface design in incomplete blocks
is analyzed using REML-GLS, then the blocks variance component might be estimated
to be zero, in which case the reported results would assume that there is no variance
between blocks. Again, this is likely to happen when there is little information available
to estimate this variance component. Similar comments apply to row-column designs and
other complex block structures.
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Appendix: WinBUGS Program

The WinBUGS programs for the 12 scenarios described in Section 5.1 are all of the same
form. Below, by way of illustration, is the input required to analyze the freeze drying data
using prior 1 and the weakly informative prior for β. Note that WinBUGS parameterizes
the normal distribution by the mean µ and the precision τ = 1/σ2.

model

{for (i in 1:6)

{for (j in 1:5)

{

lin[i,j] <- beta1*pressure[i,j] +beta2*temp[i,j] +beta3*solids[i,j]

+beta4*thickness[i,j] +beta5*freezing[i,j]

quad[i,j] <- beta11*pressure[i,j]*pressure[i,j]

+beta22*temp[i,j]*temp[i,j] +beta33*solids[i,j]*solids[i,j]

+beta44*thickness[i,j]*thickness[i,j]

+beta55*freezing[i,j]*freezing[i,j]

int[i,j] <- beta12*pressure[i,j]*temp[i,j]

+beta13*pressure[i,j]*solids[i,j] +beta23*temp[i,j]*solids[i,j]

+beta14*pressure[i,j]*thickness[i,j]

+beta24*temp[i,j]*thickness[i,j]

+beta34*solids[i,j]*thickness[i,j]

+beta15*pressure[i,j]*freezing[i,j]

+beta25*temp[i,j]*freezing[i,j] +beta35*solids[i,j]*freezing[i,j]

+beta45*thickness[i,j]*freezing[i,j]

mu[i,j] <- beta0 +lin[i,j] +quad[i,j] +int[i,j] +delta[i]

rate[i,j]∼ dnorm(mu[i,j],tau)

}

delta[i]∼dnorm(0,prec)

}

#priors

logsig∼dunif(-20,20)

sig<-exp(logsig)

sig2<-sig*sig

tau<-1/sig2

beta0∼dnorm(0,0.00000001)

beta1∼dnorm(0,0.04)

beta2∼dnorm(0,0.04)

beta3∼dnorm(0,0.04)

beta4∼dnorm(0,0.04)

22



beta5∼dnorm(0,0.04)

beta11∼dnorm(0,0.01)

beta22∼dnorm(0,0.01)

beta33∼dnorm(0,0.01)

beta44∼dnorm(0,0.01)

beta55∼dnorm(0,0.01)

beta12∼dnorm(0,0.04)

beta13∼dnorm(0,0.04)

beta23∼dnorm(0,0.04)

beta14∼dnorm(0,0.04)

beta24∼dnorm(0,0.04)

beta34∼dnorm(0,0.04)

beta15∼dnorm(0,0.04)

beta25∼dnorm(0,0.04)

beta35∼dnorm(0,0.04)

beta45∼dnorm(0,0.04)

R∼dbeta(2.5,2.5)

prec<-(1-R)*tau/R

sigb2<-1/prec

}

Data

list(

pressure=structure(.Data=c(1, 1, 1, 1, 1, 0, 0, 0, 0, 0, -1, -1, -1, -1,

-1, 1, 1, 1, 1, 1, -1, -1, -1, -1, -1, 0, 0, 0, 0, 0),.Dim=c(6,5)),

temp= structure(.Data=c(0, 0, -1, 0, 0, 0, -1, 1, 1, -1, 0, 1, -1, -1, 1,

0, 1, 0, 0, 0, 0, 1, 1, -1, -1, 1, 0, 1, -1, -1),.Dim=c(6,5)),

solids= structure(.Data=c(0, 0, 0, 0, 1, 0, 1, 1, -1, -1, 0, 1, 1, -1, -1,

0, 0, 0, -1, 0, 0, 1, -1, 1, -1, -1, 0, 1, 1, -1),.Dim=c(6,5)),

thickness= structure(.Data=c(0, 1, 0, 0, 0, 0, -1, 1, -1, 1, 0, 1, -1, 1,

-1, -1, 0, 0, 0, 0, 0, -1, 1, 1, -1, 1, 0, -1, 1, -1),.Dim=c(6,5)),

freezing= structure(.Data=c(1, 0, 0, 0, 0, 0, 1, 0, 0, 1, 0, 1, -1, -1, 1,

0, 0, -1, 0, 0, 0, 1, -1, -1, 1, 1, 0, -1, 1, -1),.Dim=c(6,5)),

rate=structure(.Data=c(66, 66.094, 57.848, 66, 51.871, 70.884, 56.763,

62.423, 83.57, 65.191, 71.379, 97.931, 54.947, 61.704, 80.41, 66.934,

79.22, 65.203, 73.835, 67.941, 69.184, 85.379, 74.3, 50.36, 60.266,

89.16, 68.5, 75.57, 56.47, 68.388),.Dim=c(6,5)))

Initial values

list(delta=c(0,0,0,0,0,0), logsig=-1,beta0=0,beta1=0,beta2=0,beta3=0,

beta4=0,beta5=0,beta11=0,beta22=0,beta33=0,beta44=0,beta55=0,beta12=0,
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beta13=0,beta23=0,beta14=0,beta24=0,beta34=0,beta15=0,beta25=0,beta35=0,

beta45=0,R=0.5)
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